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1 Further Model Simulations and Evaluations

1.1 Temporal Memory Bias

Figure 1 illustrates different types of temporal memory structures that were used in

our analyses. The left panel shows the cumulative sum of the memory strengths on

each trial as means of representing the effective number of exemplars used within the

representation. The baseline model has a number of exemplars that are equal to the

trial number, illustrated by the diagonal line. Models assuming either primacy (dark

pink), recency (light pink), or both (purple) result in far fewer exemplars that contribute

to decisions as learning progresses. In this sense, there are relatively fewer exemplars

used with the representation, making it simpler in terms of total information.

The right panel of Supplementary Figure 1 shows the temporal profile of the mem-

ory strengths on Trial 100 for each of the different memory configurations. When

primacy is present, the weights for the first few trials are high but exponentially decline

as the trial number increases. By contrast, when recency is present, the opposite pattern

occurs where the weights are high for the most recently experienced trials, and these

weights decline exponentially as they receed into the past. The combination of recency

and primacy leads to a “U”-shaped function describing the temporal profile of memory

strengths, where experiences in the middle of the task are given less weight than those

experienced in the beginning or end. Finally, when assuming equal weights (black

line; i.e., no temporal structure), all exemplars are perfectly remembered, are equally

salient, and are equally considered when making a choice and optimizing attention.

1.2 Simulating the Effects of Memory in Changing Environments

To illustrate that learners can have very different landscapes depending on how they

weight the importance of different episodic events, we performed a simulation study

involving a large environmental change half way through the learning sequence. We

tested two different experimental paradigms, one in which the diagnosticity of inde-

pendent stimulus dimensions swapped roles, and one in which the diagnosticity of

dependent stimulus dimensions swapped roles.
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Supplementary Figure 1: Memory Biases. This Supplementary Figure demonstrates
the effects of memory biases. The baseline model model is designated by a black line,
the primacy effect with a pink line, the recency effect with an orange line, and the
simultaneous primacy and recency effects with a purple line. The left plot shows the
effective number of exemplars (cumulative sum of memory weights) after each trial.
On the right plot, the y-axis shows strength of each exemplar on the 100-th trial while
the x-axis corresponds to the trial the exemplar was encoded on.

1.2.1 Deterministic-Irrelevant-Probabilistic (DIP) Environment

The first environment we used to illustrate the effects of different memory weight-

ing structures was an environment where stimuli consisted of three dimensions. The

dimensions themselves had different levels of diagnosticity: deterministic (D), irrel-

evant (I), or probabilitic (P). The simulation consisted of 60 trials, divided into two

blocks of 30 trials each. The stimuli in Supplementary Table 1 were randomly drawn

to construct stimuli on each trial for each block, and feedback about the category label

was provided following the model’s response. Supplementary Table 1 shows how the

stimulus dimensions have different diagnosticity values according to the block they are

experienced in, where the first dimension is perfectly deterministic (i.e., the D dimen-

sion), the second dimension is irrelevant to the category label (i.e., the I dimension),

and the third dimension is only probabilistically related to the category label, where

the feature value matches the label only 4/5 times. After the first block (i.e., after 30

trials), the D and I dimension swapped roles such that the feature values in the previous

D dimension were placed in the location of the previous I dimension, and vice versa.

Effectively, the model would have to learn that the previous D dimension was no longer
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Supplementary Table 1: Table of Stimuli Used in the DIP Environment. The
columns correspond to the stimulus dimension consisting of different feature values.
The stimuli used here served as the basis for random selection within each of the asso-
ciated blocks.

Block Stimulus Dimension 1 Dimension 2 Dimension 3 Category
1 1 0 2 1 A
1 2 0 2 0 A
1 3 0 2 0 A
1 4 0 2 0 A
1 5 0 2 0 A
1 6 1 2 0 B
1 7 1 2 1 B
1 8 1 2 1 B
1 9 1 2 1 B
1 10 1 2 1 B
2 11 2 0 1 A
2 12 2 0 0 A
2 13 2 0 0 A
2 14 2 0 0 A
2 15 2 0 0 A
2 16 2 1 0 B
2 17 2 1 1 B
2 18 2 1 1 B
2 19 2 1 1 B
2 20 2 1 1 B

relevant, and the previous I dimension was now perfectly deterministic.

We simulated AARM with only LASSO regularization in three different scenarios:

a baseline condition in which all experiences were equally salient in memory, a primacy

condition in which the early experiences were exponentially weighted relative to later

experiences, and a recency condition in which the latest experiences were exponen-

tially weighted relative to earlier experiences, as in the right panel of Supplementary

Figure 1. First, Supplementary Figure 2a shows the accuracy curves for each model

variant over time, where the baseline model is shown in purple, the recency model is

shown in green, and the primacy model is shown in yellow. Supplementary Figure 2a

shows that all model variants quickly learn the task in the first block, but following

the switch, the accuracy of all three variants plummets back down to chance accuracy

(i.e., 0.5). However, all three variants are eventually able to increase their accuracy in

the second block, but the primacy model variant clearly lags behind the baseline and

recency variants.

4



0 10 20 30 40 50 60

0.
3

0.
4

0.
5

0.
6

0.
7

0.
8

0.
9

1.
0

Trial

Ac
cu
ra
cy

●

●

●

Baseline
Recency
Primacy

0 50 100 150 200

0.
4

0.
6

0.
8

1.
0

Trial

Ac
cu
ra
cy

DIP Switch Hierarchical Switcha b

Supplementary Figure 2: Effects of Memory on Accuracy in Two Dynamic En-
vironments. (a) The accuracy of three model variants are shown over time in the
Deterministic-Irrelevant-Probabilistic (DIP) environment, where the baseline model is
shown in purple, the recency model is shown in green, and the primacy model is shown
in yellow. The dashed vertical line designates the trial in which the stimulus dimensions
swapped in diagnosticity. (b) Similar accuracy curves as in (a) but for the Hierarchical
Switch simulation study.

Supplementary Figure 3 shows each model’s attention allocation to the determinis-

tic dimension on the x-axis and the irrelevant dimension on the y-axis at the end of the

first block (top row), and the end of the second block (bottom row). For each panel,

the path of attention allocation over time is color coded according to the key on the

right hand side, and the green-yellow colors reflect the landscape of attention values

on that specific trial. Yellow areas indicate regions of the space that have a higher gra-

dient value, whereas dark green areas correspond to lower gradient values. In the first

block (top row), all three model variants show similar profiles of attention for the deter-

ministic and irrelevant dimensions, where the attentional states end at similar locations

within the landscape. However, after the switch, the models prioritize different aspects

of the stimuli based on the relative importance of each previous experience. Supple-

mentary Figure 3b shows that after the second block, the baseline and recency models

end up at similar locations, but the recency model deprioritizes the old deterministic di-

mension (i.e., the new irrelevant dimension) slightly more than the baseline model. By

contrast, the primacy model has difficulty adjusting to the new environment, tending

to continue prioritizing the newly irrelevant dimension (i.e., the old determinsitic di-

mension) but now also increasing attention to the newly deterministic dimension (i.e.,
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Supplementary Figure 3: Attention Profiles for Different Models in a DIP Environ-
ment. Each panel shows the location in attentional space of a particular model variant
(columns) at the end of the first block (a) and at the end of the second block (b). Along
the attention profile is a color code corresponding to trial number and the key on the
right hand side.

the old irrelevant dimension). These profiles of attention produce the accuracy curves

in Supplementary Figure 2a, where the baseline and recency models perform similarly,

and the primacy model suffers most from the change in dimension relevance. Hence,

in dynamic environments, having some recency weighting on the temporal structure of

episodic events results in better performance.

1.2.2 Hierarchical Environment

In the second simulation, we tested for attention effects in an environment where

stimuli were organized hierarchically as in Blair et al., 2009; Braunlich and Love,

2021. Here, we wished to test not only whether or not AARM could learn about

hierarchically-organized categories, but we also wished to examine whether or not the

model could learn to adapt to a new feature-to-category map if the properties of the

stimuli changed during the learning sequence.

Supplementary Table 2 shows the stimuli used in this simulation study, consisting
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of 8 stimuli whose conjunction of dimensions determine the correct category. For

example, the combination of Dimension 1 and Dimension 2 determine whether or not

the stimulus is from Category A or B, whereas the combination of Dimension 1 and

Dimension 3 determine whether or not the stimulus is from Category C or Category D.

Hence, to accurately learn in this environment, a learner would need to prioritize all

three dimensions, but would need to prioritize Dimension 1 for all category decisions,

whereas Dimensions 2 and 3 would only need to be prioritized for Category A/B and

C/D distinctions, respectively. This implies a difference in relevance, where Dimension

1 should be prioritized the most, and Dimensions 2 and 3 should be prioritized equally,

but less than Dimension 1.

The stimuli in Supplementary Table 2 were randomly chosen with replacement to

generate 100 trials with corrective feedback in the first block. After the first block, the

stimuli corresponding to block 2 in Supplementary Table 2 were randomly selected to

construct the next 100 trials. As such, Dimension 1 would still be important in the

second block, but less important compared to the first block. To adapt to the switch,

the model would need to increase its attention to the second dimension, and potentially

decrease its attention to the fist dimension.

Supplementary Figure 2b shows the accuracy of the three model variants as a func-

tion of time in the Hierarchical Switch simulation. The dashed vertical line designates

the time at which the switch occurred, and the colors correspond to the key in Sup-

plementary Figure 2a. Once again, all three variants of AARM are able to learn the

category structure, but all three are dramatically impacted by the switch of stimulus in-

formation. Here, the recency model recovers relatively quickly, and the baseline model

also increases its accuracy eventually following the switch. By contrast, the primacy

model was unable to adapt to the new environment.

Supplementary Figure 4 shows the attention profiles over time for the three model

variants in a similar format as Supplementary Figure 3. As in the DIP simulation, all

three model variants learn the task well in the first block, and all arrive at similar loca-

tions in attentional space where the first dimension is prioritized the most, followed by

the second dimension (the third dimension was prioritized to the same level as the sec-
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Supplementary Table 2: Table of Stimuli Used in the Hierarchical Environment.
The columns correspond to the stimulus dimension consisting of different feature val-
ues. In the Hierarchical environment, the stimuli here were the basis for random selec-
tion within their associated block.

Block Stimulus Dimension 1 Dimension 2 Dimension 3 Category
1 1 0 0 0 A
1 2 0 0 1 A
1 3 0 1 0 B
1 4 0 1 1 B
1 5 1 0 0 C
1 6 1 1 0 C
1 7 1 0 1 D
1 8 1 1 1 D
2 9 0 0 0 A
2 10 0 0 1 A
2 11 1 0 0 B
2 12 1 0 1 B
2 13 0 1 0 C
2 14 1 1 0 C
2 15 0 1 1 D
2 16 1 1 1 D

ond dimension). Following the switch, all three models deprioritize the first dimension,

but the magnitude of deprioritization clearly differs across models. The recency model

only slightly deprioritizes the first dimension and then increases attention to the now-

more-relevant second dimension. The baseline model initially deprioritizes Dimension

1, but eventually learns that Dimension 1 is still relevant, but less so compared to the

first block. The baseline model also does not seem to notice that Dimension 2 has

increased in relevance. Finally, the primacy model dramatically deprioritizes not only

Dimension 1, but Dimension 2 as well, shifting attention away from both dimensions.

In contrast to the DIP simulation above, because the feature values in Dimensions 1 and

2 have the same values, the new information becomes inconsistent with the information

experienced in the first block. This inconsistency makes the gradient negative across

both dimensions, causing a rapid deprioritization of both dimensions. This contrasts

with the DIP simulation because there the model could simply ignore the particular

feature value that was used in the irrelevant dimension, and so this information did not

interfere with learning about new features in the newly deterministic dimension. Here,

because the features have the same values as what was encountered in the first block,
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Supplementary Figure 4: Attention Profiles for Different Models in a Hierarchi-
cal Stimulus Environment. Each panel shows the location in attentional space of a
particular model variant (columns) at the end of the first block (a) and at the end of
the second block (b). Along the attention profile is a color code corresponding to trial
number and the key on the right hand side.

they create a massive source of interference when deciding what information to attend

to next.

1.3 Comparing Memory Biases on Benchmark Data Sets

In the main text, we presented only an abbreviated version of the models we compared

on the four benchmark data sets. The abbreviated analysis only considered the differ-

ent combinations of attentional constraints and competition mechanisms, and assumed

the presence of both primacy and recency memory biases. We chose this set of models

because their memory configurations are well supported by literature on episodic mem-

ory (Deese & Kaufman, 1957) and because this configuration was consistent with the

configurations used when fitting the models to the data from Mack et al., 2016. Hence,

a similar profile of temporal memory biases underlie the model structures throughout

the main text.

Here, we also explored whether different configurations of temporal memory biases
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Supplementary Figure 5: Model Comparison Results assuming both Primacy and
Recency. AIC for each model and experiment, summed across subjects. AIC was
rescaled within an experiment such that best performing model had an AIC of zero.

– either primacy, recency, both or neither – could result in different model performance

results. Hence, we crossed each temporal memory bias configuration with the same

set of models described in the main text. This resulted in 36 models (four times more

models than in the main text) fitted to each subject independently, as reported in the

main text. Supplementary Figures 5 through 8 show the relative performance of each

model in terms of AIC summed across subjects under each configuration of primacy

and recency mechanisms. In general, we find the same pattern as reported in the main

text. Within a configuration, roughly half the benchmark experiments are best captured

using the competitive LASSO model, whereas the other half are best captured by the

p< 1 norm-to-constant model under one of the four types of configurations for primacy

and recency weighting.
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Supplementary Figure 6: Model Comparison Results assuming Primacy and no
Recency. AIC for each model and experiment, summed across subjects. AIC was
rescaled within an experiment such that best performing model had an AIC of zero.
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Supplementary Figure 7: Model Comparison Results assuming Recency but no Pri-
macy. AIC for each model and experiment, summed across subjects. AIC was rescaled
within an experiment such that best performing model had an AIC of zero.
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Supplementary Figure 8: Model Comparison Results assuming neither Recency or
Primacy. AIC for each model and experiment, summed across subjects. AIC was
rescaled within an experiment such that best performing model had an AIC of zero.
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1.4 Animations of Competition and Regularization

There are also several Supplementary video files that show various animations corre-

sponding to rule-based, information integration, regularization, and memory interac-

tions with dynamic environments. The Supplementary Figure files and corresponding

legends are as follows:

• competition1.mp4: Example of how competition affects the dynamics of atten-

tion orientation in a static, “rule based” learning problem. The dashed line is a

learner with competition whereas the solid white line is a learner where compe-

tition is set to zero. The video corresponds to Figure 1e in the main text.

• competition2.mp4: Example of how competition affects the dynamics of at-

tention orientation in a static, “information integration” learning problem. The

dashed line is a learner with competition whereas the solid white line is a learner

where competition is set to zero. The video corresponds to Figure 1f in the main

text.

• lasso.mp4: Example of how increasing the LASSO penalization term alters the

attentional landscape. Over time, the penalization term increases, moving the

optimum toward zero. The video corresponds to Figure 1c in the main text.

• ridge.mp4: Example of how increasing the Ridge penalization term alters the

attentional landscape. Over time, the penalization term increases, moving the

optimum toward zero. The video corresponds to Figure 1d in the main text.

• dip baseline.mp4: Example of how attention orients in response to each learning

event over time when assuming constant memory weights in the deterministic-

irrelevant-probabilistic environment described in the Supplementary Materials.

The video corresponds to Supplementary Figure 3. The x-axis corresponds to

the deterministic dimension (in the first block) whereas the y-axis corresponds to

the irrelevant dimension (in the first block).

• dip primacy.mp4: Example of how attention orients in response to each learning

event over time when assuming primacy memory bias weights in the deterministic-
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irrelevant-probabilistic environment described in the Supplementary Materials.

The video corresponds to Supplementary Figure 3. The x-axis corresponds to

the deterministic dimension (in the first block) whereas the y-axis corresponds to

the irrelevant dimension (in the first block).

• dip recency.mp4: Example of how attention orients in response to each learning

event over time when assuming recency memory bias weights in the deterministic-

irrelevant-probabilistic environment described in the Supplementary Materials.

The video corresponds to Supplementary Figure 3. The x-axis corresponds to

the deterministic dimension (in the first block) whereas the y-axis corresponds to

the irrelevant dimension (in the first block).

1.5 p < 1 Model Fits to Data

Supplementary Figure 9 shows the performance of the p < 1 model across the four

benchmark data sets in an analogous format to the competitive LASSO model shown

in the main text. As discussed in the main text, the p < 1 model is able to account for

the patterns of accuracy (left column) and fixation proportion (middle column) quite

well, which explains why the model performed well in terms of the AIC values reported

in the main text.

2 Technical Details of the Model

2.1 Attention Gradient Derivation

For convenience, we define the distance (modulated by attention) between the current

stimulus probe eeet and the ith exemplar on the jth feature dimension as

dt,i, j := αt, j|et, j − xi, j|.
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Supplementary Figure 9: Fits to Experiments 1-4 Benchmark Study for P¡1 model.
(a, d, g, j) Aggregated (across participants) choice accuracy in the data (black lines;
gray area designates the 95% confidence interval of the mean) and model fits (green
lines) from the P¡1 model variant with primacy and recency. (b, e, h, k) Fixation pro-
portions for the relevant (red) and irrelevant (blue) dimensions, where the dark lines
correspond to the observed mean fixation proportion while the lighter color lines rep-
resent the mean predictions from the winning model. In each panel, the shaded bands
represent the 99% confidence intervals of the observed fixation proportions’ means. (c,
f, i, l) The median predictions of the latent attention vector for the winning model. The
red line corresponds to the relevant dimensions, whereas the blue line corresponds to
the irrelevant dimensions. The total amount of attention (i.e., the sum of the attention
vector across all dimensions) is shown as the yellow line.
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Using the relation exp(∑i ai) = ∏i exp(ai), we can express the activation of the i-th

exemplar on Trial t as

at,i := exp

(
−δ

D

∑
j=1

αt, j|et, j − xi, j|

)
mt,i

= exp

(
−δ

D

∑
j=1

dt,i, j

)
mt,i

=
D

∏
j=1

[
exp(−δdt,i, j)

]
mt,i. (1)

The Adaptive Attention Representation Model (AARM) assumes that attention

changes on each trial so as to maximize classification accuracy as defined by the cross-

entropy loss function. Assuming that there are no exemplars formed prior to the be-

ginning of the task, we can denote feedback on Trial tth as ft . Hence, attention should

update so as to associate the stimulus probe eeet with the category label ft , which we

express as

αααt+1 = αααt + γ0∇α log(P( ft |αααt ,eeet ,FFF t ,XXX t ,MMMt).

Here, γ0 is a positive constant and ∇a is a shorthand denoting a “gradient operator”

computing the set of partial derivatives of a function f (a) with respect to each element

of the vector a:

∇a f (a) :=
[

∂

∂a1
f (a) ∂

∂a2
f (a) . . . ∂

∂aD
f (a)

]
.

Hence, to orient attention, we must calculate the partial derivative of the cross-entropy

loss function with respect to each individual element of αααt :

∂

∂αt, j
log
[

P( ft | . . .)
]
=

∂

∂αt, j

[
log

(
∑

i
at,iI[ ft= fi]

)
− log

(
∑

i
at,i

)]

=
1

∑i at,iI[ ft= fi]

∂

∂αt, j

(
∑

i
at,iI[ ft= fi]

)
− 1

∑i at,i

∂

∂αt, j

(
∑

i
at,i

)
, (2)

where P( ft | . . .) is shorthand notation for P( ft |αααt ,eeet ,FFF t ,XXX t ,MMMt). Here, the partial

derivative operator can be applied linearly to each individual element within the sum-
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mations, and so we need only compute the derivative of the activation expression in

Equation 1 for a single exemplar:

∂

∂αt, j
at,i =

∂

∂αt, j

{
D

∏
j=1

[
exp(−δdt,i, j)

]
mt,i

}

= ∏
k ̸= j

[
exp(−δdt,i,k)

] ∂

∂αt, j

[
exp(−δdt,i, j)

]
mt,i

= ∏
k ̸= j

[
exp(−δdt,i,k)

]
exp(−δdt,i, j)mt,i

∂

∂αt, j

[
−δαt, j|et, j − xi, j|

]

= −δ

D

∏
j=1

[
exp(−δdt,i, j)

]
mt,i|et, j − xi, j|

2.2 Regularization: A Bias for Parsimonious Representations

To reduce the total amount of attention needed for learning a feature-to-category map,

it is possible that learners apply constraints on the magnitude of the attention vector.

To implement such an idea in our model, we can use biases to instantiate the persistent

pressure to minimize the total amount of attention.

2.2.1 LASSO Regularization

The LASSO regularization method was formalized by Tibshirani, 1996 as a regular-

ization method for a linear regression model y = XXXβββ+ εεε, where y is an (N ×1) vector

of observations of a single dependent variable, XXX is an (N × (p+ 1)) matrix of inde-

pendent variables, βββ is a ((p+ 1)× 1) vector of regression coefficients, and εεε is an

(N × 1) vector of residuals assumed to follow a normal distribution with mean zero

and variance σ2. When using either ordinary least squares (OLS) or maximum likeli-

hood estimation (MLE), parameters such as βββ and σ2 are estimated by minimizing the

following objective function, known as the sum of squared errors (SSE):

S(βββ) = (y−XXXβββ)T (y−XXXβββ) (3)

Under some assumptions, equation 3 can be solved analytically to produce esti-

mates for the regression coefficients:
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β̂ββ = (XXXT XXX)−1XXXT y.

In regularization methods – including the LASSO – the objective function in Equa-

tion 3 is modified to

S(βββ) = (y−XXXβββ)T (y−XXXβ)+λ||βββ||rr, (4)

where an additional term

||βββ||r =
( p

∑
j=1

|β j|r
) 1

r

penalizes the SSE, based on the number and magnitudes of coefficients in the model.

The intuition is that although adding more coefficients to a regression model can de-

crease the SSE, the decrease must be larger than the increase in the penalization term

on the right to justify the increase in the number of parameters. To allow flexibility in

the regularization, the penalty term is further scaled by the parameter λ. When λ = 0,

no penalty is applied, and so the estimates would be equivalent to the OLS (or MLE)

estimates. As λ increases, the penalty term has a larger shrinkage effect on the param-

eter estimates, and in some regularization methods, this yields fewer large coefficients.

Because the value of the SSE depends on the data, it is difficult to specify the penalty

parameter λ a priori.

The penalty term in Equation 4 can be interpreted as applying a constraint on the

coefficient parameter space. Naturally, applying constraints on the parameter space

is analogous to the Bayesian statistical paradigm (Park & Casella, 2008; Tibshirani,

1996). Within the Bayesian framework, parameters can be constrained by specifying

a priori information about them, and this specification comes in the form of a prior

distribution on the model parameters. For example, the constraint enforced by the

LASSO in Equation 4 can be represented by the following Laplacian prior on the vector

of coefficients βββ:

π(βββ|λ) =
p

∏
j=1

λ

2
exp
(
−λ|β j|

)
. (5)

We can apply the exact same logic of a Laplacian prior on regression coefficients
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to the attention weights in AARM by specifying

π(αααt |λ) =
D

∏
j=1

λ

2
exp
(
−λ|αt, j|

)
.

However, following the precedents of previous models like ALCOVE, we constrain the

elements of α to be positive to avoid situations in which the model applies “negative”

attention. To impose this constraint, we can multiply by an indicator function such

only positive values of ααα have positive density and remove the now redundant absolute

value function. The new function probability density kernel becomes:

π(αααt |λ) ∝

D

∏
j=1

λ

2
exp
(
−λαt, j

)
I[αt, j>0].

To ensure π(αααt |λ) is a valid probability distribution function (i.e., integrates to 1),

we alter the normalizing constant such that

π(αααt |λ) =
D

∏
j=1

λexp
(
−λαt, j

)
I[αt, j>0].

The above equation represents the probability density function of the well-known ex-

ponential distribution.

With this prior in place, the loss function that guides attention is now subject to two

components (as in Equation 4): cross-entropy and the prior π(αααt |λ). We combine these

two components by multiplying them together, which is analogous to the multiplication

of the prior and the likelihood in the Bayesian statistical paradigm. Given this new dual

objective function, the attention update equation becomes

αt+1, j = αt, j + γ0
∂

∂αt, j

{
log
[

P( ft |αααt ,eeet ,FFF t ,XXX t ,MMMt)π(αααt |λ)
]}

= αt, j + γ0
∂

∂αt, j

{
log
[

P( ft | . . .)
]}

+ γ0
∂

∂αt, j

{
log
[

π(αααt |λ)
]}

= αt, j + γ0
∂

∂αt, j

{
log
[

P( ft | . . .)
]}

− γ0λ

where the middle term is derived in Equation 2 (or in Equation 6 when a change of
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variables is desired), and the last line follows from taking the partial derivative of the

Laplacian prior on αααt :

∂

∂αt, j
{log[π(αααt |λ)]} =

∂

∂αt, j
log
[ D

∏
j=1

λexp
(
−λαt, j

)
I[αt, j>0].

]

=
∂

∂αt, j

[ D

∑
j=1

log
{

λexp
(
−λαt, j

)}]
=

∂

∂αt, j

[
log(λ)−λαt, j

]
= −λ,

2.2.2 Ridge Regularization

Another common form of regularization is ridge regularization. This is equivalent to

using a factorizable Gaussian distribution with mean 0 and variance σ2 on regression

coefficients (Park & Casella, 2008). In our case, because we constrain ααα to be positive,

factorizable half-Gaussian distributions is the appropriate prior. The derivative of this

prior with respect to each αt, j is

∂

∂αt, j

{
log
[

π(αααt |λ)
]}

=
∂

∂αt, j
log
[ D

∏
j=1

√
2

σ
√

π
exp
(
−

α2
t, j

2σ2

)
I[αt, j>0].

]

=
∂

∂αt, j

[ D

∑
j=1

log

{ √
2

σ
√

π
exp
(
−

α2
t, j

2σ2

)}]

=
∂

∂αt, j

[
log
( √

2
σ
√

π

)
−

α2
t, j

2σ2

]
= −

αt, j

σ2 .

The update equation for each αt, j with ridge regularization is

αt+1, j = αt, j + γ0
∂

∂αt, j

{
log
[

P( ft |αααt ,eeet ,FFF t ,XXX t ,MMMt)

]}
− γ0

αt, j

σ2

From a theoretical perspective, incorporating regularization is very similar to the

concept of leakage, which is used commonly in models that accumulate evidence for al-

ternatives, such as in modeling perceptual decisions.To implement leakage in an equiv-
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alent fashion as found in models like Decision Field Theory (Busemeyer & Townsend,

1993) or the Leaky Competing Accumulator model (Usher & McClelland, 2001), the

attention update equation need only be adjusted to the following:

αt+1, j = αt, j + γ0
∂

∂αt, j

{
log
[

P( ft |αααt ,eeet ,FFF t ,XXX t ,MMMt)

]}
−καt, j

where κ ∈ (0,1). Notice if γ0
σ2 ∈ (0,1), ridge regularization is equivalent to leakage.

Therefore, leakage is simply a special case of ridge regularization when optimizing a

strictly positive parameter in the cross-entropy loss function.

2.3 Competition: Inhibition and Excitation

In the main text, we discussed a mechanism for implementing inhibition and excitation

by modifying attention update equation to

αααt+1 = αααt +∇α

[
log(P( ft |αααt ,eeet ,FFF t ,XXX t ,MMMt))

]
Γ.

Here, Γ is a matrix which allows us to use the elements within the gradient vector to

excite or inhibit attention to a particular dimension. For parsimony, we allow these

interactions to take the following form:

Γ =



γ0 −β −β .... −β

−β γ0 −β .... −β

−β −β γ0
. . . −β

...
...

. . . . . .
...

−β −β −β .... γ0


where β ∈ (0,∞). Changes in the gradient over time will enable dynamic competition

among the dimensions of information, where β modulates the degree to which gradi-

ents from other dimensions inhibit the allocation of attention. Intuitively, if the partial

derivative of the objective function for Dimension j is positive and the sum of the par-

tial derivatives for all other dimensions is negative, Dimension j will gain a boost of
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attentional resources, whereas attention will be shifted away from all other dimensions.

2.4 Change of Variables, Unconstrained and Regularized Models

For numerical stability, we found it much easier to allow attention to fluctuate on a

logarithmic scale so that it has no lower boundary at zero. In this case, a change

of variables is needed when updating αααt . Letting υυυt = log(αααt), we can rewrite the

attention update equation as

υt+1, j = υt, j + γ0
∂ log(P( ft |αααt ,eeet ,FFF t ,XXX t ,MMMt))

∂αt, j

∂αt, j

∂υt, j

= υt, j + γ0
∂ log(P( ft |αααt ,eeet ,FFF t ,XXX t ,MMMt))

∂αt, j

∂

∂υt, j
exp(υt, j)

= υt, j + γ0
∂ log(P( ft |αααt ,eeet ,FFF t ,XXX t ,MMMt))

∂αt, j
exp(υt, j) (6)

For clarity, if competition and regularization are present, the update equation on the

logarithmic scale is:

υυυt+1 = υυυt +

(
∇α

[
log(π( ft |αααt ,eeet ,FFF t ,XXX t ,MMMt))+ log(π(αααt |λ))

]
⊙ exp(υυυt)

)
Γ,

where ⊙ is the element-wise multiplication or Hadamard product operator.

2.5 Sum-to-constant Attention Gradient

Here we derive an attention gradient for an attention vector with a sum-to-constant

constraint, where we set the constant equal to one (i.e., ||αααt ||1 = 1). We derive this

sum-to-constant attention gradient for the case of a 3-dimensional attention vector, but

extensions to other numbers of dimensions can be solved using a similar approach.

Let αt,1 = zt,1 and αt,2 = zt,2(1− zt,1) where zt,1 and zt,2 lie on the interval [0,1].

Because of the sum-to-one constraint, αt,3 = 1−αt,1 −αt,2 = 1− zt,1 − zt,2(1− zt,1).

Because the components of αααt are a one-to-one transformation of zt,1 and zt,2, finding

the optimal zt,1 and zt,2 is equivalent to optimizing αααt with this constraint. Hence, we
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can begin by first plugging in these equations into the activation equation to complete

the change of variable:

at,i =
D

∏
j=1

[
exp(−δαt, j|xi, j − et, j|)

]
mt,i

= exp(−δ[∑
j

αt, j|xi, j − et, j|
]
)mt,i

= exp(−δ[zt,1|xi,1 − et,1|+ zt,2(1− zt,1)|xi,2 − et,2|+(1− zt,1 − zt,2(1− zt,1))|xi,3 − et,3|
]
)mt,i

= exp(−δ[zt,1|xi,1 − et,1|+(zt,2 − zt,2zt,1)|xi,2 − et,2|+(1− zt,1 − zt,2 + zt,2zt,1)|xi,3 − et,3|
]
)mt,i

We can now simply take the derivative of the activation with respect to both z1 and z2,

which is given by

∂

∂z1
at,i = −exp(−δ[∑

j
αt, j|xi, j − et, j|

]
)mt,iδ

[
|xi,1 − et,1|− zt,2|xi,2 − et,2|+(−1+ zt,2)|xi,3 − et,3|

]
∂

∂z2
at,i = −exp(−δ[∑

j
αt, j|xi, j − et, j|

]
)mt,iδ

[
(1− zt,1)|xi,2 − et,2|+(−1+ zt,1)|xi,3 − et,3|

]

These derivatives can then be substituted into the partial derivatives with respect to

α in Equation 2 to specify how attention should orient subject to the sum-to-constant

constraint.

2.6 Norm-to-constant Attention Gradient

Here we derive an attention gradient for an attention vector with a more general norm-

to-constant constraint, where we assume the constant is equal to one (i.e., ||αααt ||ρ =

1) for any ρ ∈ (0,∞). We derive this norm-to-constant attention gradient for the 3-

dimensional attention vector, but extensions to higher dimensions would use a similar

approach. This derivation proceeds in an analogous way as the more specific case of

sum-to-constant above.
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In the norm-to-constant case, we must impose the following two constraints:

Constraint 1: (α
ρ

t,1 +α
p
t,2 +α

ρ

t,3)
1/ρ = 1

Constraint 2: αt,1,αt,2,αt,3 ∈ [0,1]

As in the sum-to-constant case, we let ααα
ρ

t,1 = zt,1 and ααα
ρ

t,2 = zt,2(1− zt,1), where zt,1

and zt,2 lie on the interval [0,1]. Therefore, ααα
ρ

t,3 = (1− zt,1 − zt,2 + zt,2zt,1)

As a first step, we can again simply plug in these variables into the activation equa-

tion:

at,i =
D

∏
j=1

[
exp(−δαt, j|xi, j − et, j|)

]
mt,i

= exp(−δ[z1/ρ

t,1 |xi,1 − et,1|+(zt,2 − zt,2zt,1)
1/ρ|xi,2 − et,2|+(1− zt,1 − zt,2 + zt,2zt,1)

1/ρ|xi,3 − et,3|
]
)mt,i

We now need only take the partial derivative of this activation expression with respect

to z1 and z2. For z1,

∂

∂z1
at,i =−exp

{
−δ[∑

j
αt, j|xi, j − et, j|

]}
mt,iδ

[
(1/ρ)z1/ρ−1

t,1 |xi,1 − et,1|− zt,2(1/ρ)(zt,2 − zt,2zt,1)
1/ρ−1|xi,2 − et,2|

+(1/ρ)(−1+ zt,2)(1− zt,1 − zt,2 + zt,2zt,1)
1/ρ−1|xi,3 − et,3|

]

and for z2,

∂

∂z2
at,i =−exp

{
−δ
[
∑

j
αt, j|xi, j − et, j|

]}
mt,iδ

[
(1− zt,2)(1/ρ)(zt,2 − zt,2zt,1)

1/ρ−1|xi,2 − et,2|

+(1/ρ)(−1+ zt,1)(1− zt,1 − zt,2 + zt,2zt,1)
1/ρ−1|xi,3 − et,3|

]

These derivatives can then be substituted into the partial derivatives with respect to α

in Equation 2 to specify how attention should orient subject to the norm-to-constant

constraint.
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2.7 Change-of-variable Sum-to-constant and Norm-to-constant Gra-

dient

Here, we use Φ(·) to denote the standard normal cumulative probability density func-

tion, Φ−1(·) to denote the standard normal quantile function, and φ(·) to denote the

standard normal probability density function. Let x1 = Φ−1(z1) and x2 = Φ−1(z2). Be-

cause Φ−1(·) is a one-to-one monotonic transformation from z ∈ (0,1) to the real line

x ∈ (−∞,∞), optimizing x1 and x2 are equivalent to optimizing z1 and z2 but without

constraint. Our partial derivatives for x1 and x2 via the chain rule are:

∂

∂x1
at,i =

[
∂

∂z1
at,i

]
φ(x1), and

∂

∂x2
at,i =

[
∂

∂z2
at,i

]
φ(x2).

2.8 Likelihood Function

To fit the model to data, we defined a joint likelihood function by assuming that the eye

tracking data and the choice response data were conditionally independent, given the

parameters of the model. Letting ϕϕϕ denote the vector of freely estimated parameters

for a given model, C = [c1,c2, ...,cn] denote the vector of observed choices for each

trial, and G = [ggg1,ggg2, ...,gggn] denote the vector of fixations to feature-dimensions on

each trial, we can write the likelihood function as

L(ϕϕϕ|C,G) =
N

∏
t=1

Multinomial(gggt |sss(((αααt ,θ),Fixationst)×P(ct |αααt ,et ,XXX t ,FFF t ,MMMt).

2.9 Parameter Support

When estimating parameters, we used monotonic one-to-one transformations such that

optimization was unconstrained. For example, if the parameter was restricted to be

strictly positive we used a log-transformation. If the support for a parameter was

between 0 and 1, we used a probit-transformation and directly estimated the probit-

transformed parameter. If the support for a parameter was between 0 and infinity, we

used a logarithmic transformation. Information on the notation, support, and transfor-
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Supplementary Table 3: Table of Parameters and their Support.
Parameter

Component Symbol Degrees-of-
Freedom

Support Transformation

softmax θ 1 (0,∞) log
Specificity δ 1 (0,∞) log
learning rate γ0 1 (0,∞) log
Feature-wise
Salience, Un-
constrained or
Regularized

ααα000 D (0,∞) log

Feature-wise
Salience, Sum
or Norm to
one

ααα000 D−1 (0,1) probit

Competition
(Uncon-
strained and
Regularized)

β 1 (0,∞) log

Competition
via normal-
ization

ρ 1 (1,∞) or
(0,1)

log(x-1) or pro-
bit

LASSO λ 1 (0,∞) log
Ridge κ 1 (0,1) probit
Primacy εprimacy 1 (0,1) probit
Recency εrecency 1 (0,1) probit
Memory
Strength
Lowerbound

η 1 (0,1) probit

mations used for each parameter is provided in Supplementary Table 3.

3 Parameter Estimates for all Datasets

4 Bayesian Parameter Recovery Study

We wanted some assurance our model’s parameters were identifiable so we performed

a simulation study where we simulated one subject’s worth of data from one experi-

ment and tried to estimate those parameters in a Bayesian inferential framework. A

successful recovery is sampling posteriors distributions that are more informed than

prior distribution about the true parameters (e.g. lower mean square error). Another
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Supplementary Table 4: Parameter Estimates for Rule-based, Two-alternative Task
Subject γ0 θ α0,1 α0,2 α0,3 ε η λ β

1 6.811 0.717 0.000 0.001 0.000 0.953 1.000 0.471 0.196
2 0.701 1.765 0.057 0.086 0.064 0.000 0.016 0.144 0.000
3 4.755 1.758 0.048 0.049 0.027 1.000 0.000 0.401 0.798
4 1.780 1.060 0.007 0.010 0.004 0.877 0.000 0.836 0.303
5 5.035 0.603 0.003 0.002 0.002 0.000 0.004 0.015 0.523
6 0.007 0.186 0.009 0.236 0.064 1.000 0.000 0.000 0.790
7 0.000 0.622 0.000 0.000 0.000 0.983 0.000 0.000 0.000
8 0.000 0.833 0.006 0.008 0.005 0.988 0.000 0.000 0.036
9 0.453 1.160 0.072 0.089 0.041 1.000 0.000 0.146 0.000
10 1.514 1.442 0.005 0.006 0.003 1.000 1.000 0.505 0.000
11 0.358 1.453 0.005 0.006 0.003 0.923 0.000 0.243 0.000
12 0.000 0.504 0.082 0.117 0.012 1.000 1.000 0.000 0.341
13 4.035 1.144 0.004 0.005 0.003 0.995 0.157 0.424 0.000
14 0.079 5.452 0.117 0.109 0.105 1.000 1.000 1.017 0.021
15 3.115 0.411 0.004 0.008 0.002 0.571 0.000 0.000 2.161
16 5.747 0.926 0.002 0.024 0.013 1.000 0.000 0.095 2.868
17 5.234 0.468 0.010 0.008 0.002 0.977 0.000 0.329 0.000
18 0.000 0.026 0.003 0.003 0.113 0.000 1.000 0.000 26.803
19 0.005 51.041 0.225 0.220 0.222 0.926 0.000 1.324 0.000
20 1.054 2.564 0.171 0.166 0.116 1.000 0.006 0.469 0.024
21 0.527 2.089 0.041 0.064 0.048 1.000 0.000 0.442 0.000
22 0.199 1.334 0.006 0.006 0.003 0.924 0.000 0.269 0.002
23 0.843 0.823 0.001 0.001 0.001 0.000 1.000 0.099 0.000
24 0.002 38.870 0.138 0.142 0.139 1.000 1.000 0.000 0.000
25 9.786 0.556 0.000 0.000 0.000 1.000 0.000 0.000 0.000
26 0.027 4.628 0.006 0.008 0.007 0.982 0.000 9.115 0.073
27 2.796 0.496 0.005 0.015 0.008 0.989 0.000 0.206 4.063
28 0.000 0.425 0.061 0.011 0.010 0.982 0.002 1.244 1.013
29 0.000 0.041 0.000 0.048 0.000 0.000 1.000 0.097 22.262
30 10.876 0.519 0.000 0.001 0.001 1.000 0.000 0.170 0.016
31 2.587 3.004 0.023 0.022 0.021 1.000 0.000 0.146 0.219
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Supplementary Table 5: Parameter Estimates for Rule-based, Four-alternative
Task

Subject γ0 θ α0,1 α0,2 α0,3 ε η λ β

1 0.013 10.799 0.078 0.086 0.078 1.000 0.000 0.000 0.000
2 0.000 0.134 0.010 0.037 0.028 0.146 0.000 0.000 22.105
3 0.000 0.007 0.000 0.007 0.062 1.000 1.000 0.000 12.897
4 0.010 3.834 0.011 0.012 0.011 1.000 0.000 0.000 0.000
5 0.020 1.490 0.037 0.031 0.042 0.988 0.000 0.866 0.001
6 0.008 0.274 0.115 0.002 0.003 1.000 1.000 3.959 0.067
7 0.083 0.418 0.119 0.050 0.091 0.965 0.006 0.000 0.063
8 0.001 60.658 0.117 0.116 0.115 0.000 1.000 0.009 0.000
9 0.143 0.458 0.073 0.035 0.105 1.000 0.000 0.420 0.127
10 0.069 0.470 0.129 0.031 0.016 0.004 0.341 0.000 0.053
11 0.011 0.607 0.181 0.172 0.014 0.134 0.088 0.000 0.025
12 0.000 347.333 0.118 0.118 0.118 0.000 1.000 0.000 0.000
13 0.058 1.656 0.007 0.009 0.007 1.000 1.000 0.000 0.008
14 0.000 0.449 0.003 0.191 0.084 0.000 1.000 0.000 0.016
15 0.164 0.394 0.005 0.006 0.006 0.000 1.000 0.000 0.058
16 0.008 1.542 0.078 0.087 0.049 1.000 1.000 1.358 0.000
17 0.530 0.428 0.026 0.020 0.003 0.951 0.000 0.347 0.314
18 5.249 0.365 0.000 0.000 0.000 1.000 1.000 1.672 0.132
19 0.044 0.598 0.065 0.056 0.218 1.000 1.000 0.000 0.026
20 0.041 4.290 0.037 0.034 0.027 0.000 1.000 0.000 0.000
21 0.089 0.474 0.011 0.016 0.015 1.000 0.000 0.541 0.039
22 0.627 0.386 0.057 0.018 0.015 1.000 1.000 0.241 0.402
23 0.036 2.442 0.110 0.099 0.083 0.983 0.001 0.000 0.005
24 0.652 0.013 0.011 0.034 0.024 0.000 1.000 0.000 0.618
25 0.000 388.192 0.148 0.149 0.148 1.000 1.000 0.000 0.000
26 0.061 0.993 0.049 0.034 0.022 1.000 0.000 0.222 0.000
27 0.793 0.835 0.004 0.004 0.005 1.000 1.000 0.222 0.000
28 0.159 1.211 0.050 0.053 0.040 1.000 0.373 1.854 0.098
29 0.018 0.395 0.012 0.018 0.011 1.000 0.000 0.000 0.000
30 1.590 0.039 0.000 0.009 0.000 1.000 0.000 0.000 282.036
31 0.000 240.757 0.047 0.047 0.047 0.000 1.000 0.000 0.000
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Supplementary Table 6: Parameter Estimates for Information Integration, Two-
alternative Task

Subject γ0 θ α0,1 α0,2 α0,3 ε η λ β

1 1.353 0.857 0.003 0.002 0.003 1.000 0.000 0.000 0.793
2 0.441 0.191 0.080 0.018 0.018 0.000 1.000 1.814 0.000
3 0.468 2.161 0.004 0.017 0.050 1.000 0.000 0.000 0.343
4 0.372 0.009 0.005 0.006 0.000 0.000 0.170 0.000 137.311
5 0.069 0.000 0.008 0.000 0.000 1.000 1.000 0.000 1155.713
6 0.013 2.112 0.020 0.021 0.022 0.562 0.000 0.000 0.016
7 0.015 0.221 0.015 0.222 0.000 0.780 0.007 0.007 0.308
8 0.497 1.457 0.018 0.005 0.007 0.934 0.117 0.001 0.172
9 0.000 0.205 0.034 0.088 0.003 1.000 1.000 0.000 0.000
10 0.118 1.161 0.138 0.174 0.203 0.706 0.000 0.425 0.003
11 0.073 3.316 0.065 0.070 0.075 0.959 0.000 0.000 0.000
12 0.030 0.082 0.003 0.212 0.124 0.000 0.185 0.000 2.473
13 0.254 0.043 0.004 0.479 0.001 0.032 1.000 0.000 13.834
14 1.410 0.718 0.001 0.011 0.006 1.000 1.000 1.979 1.012
15 0.000 0.903 0.017 0.175 0.087 1.000 1.000 0.523 0.000
16 0.064 0.034 0.000 0.088 0.000 0.000 0.248 0.001 2.106
17 0.086 0.515 0.022 0.046 0.017 0.999 0.000 0.143 0.057
18 1.204 1.191 0.004 0.008 0.004 0.000 0.164 0.000 1.750
19 0.032 1.708 0.013 0.031 0.029 0.982 0.000 6.389 0.034
20 0.003 5.426 0.057 0.059 0.058 0.000 1.000 0.000 0.000
21 0.024 0.306 0.010 0.155 0.065 0.000 0.337 0.000 0.154
22 0.014 129.566 0.008 0.008 0.008 0.000 1.000 74.908 0.000
23 0.009 0.852 0.148 0.374 0.067 0.006 0.057 0.000 0.089
24 0.086 0.090 0.016 0.336 0.024 1.000 1.000 0.000 30.772
25 0.032 1.036 0.058 0.070 0.039 1.000 0.000 0.000 0.009
26 0.396 0.369 0.046 0.027 0.017 0.891 0.013 0.165 0.259
27 0.489 0.601 0.034 0.060 0.029 1.000 0.000 1.274 0.458
28 0.525 0.141 0.004 0.012 0.000 0.645 1.000 0.000 4.160
29 0.126 0.789 0.079 0.052 0.029 0.990 0.000 0.813 0.007
30 1.152 0.059 0.000 0.005 0.000 1.000 1.000 0.000 4.896
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Supplementary Table 7: Parameter Estimates for Information Integration, Four-
alternative Task

Subject γ0 θ α0,1 α0,2 α0,3 ε η λ β

1 0.020 4.469 0.088 0.080 0.086 0.000 0.071 0.000 0.000
2 0.026 2.215 0.120 0.088 0.077 1.000 0.000 1.588 0.010
3 0.033 0.467 0.132 0.109 0.011 0.000 0.018 0.014 0.032
4 0.086 0.513 0.026 0.021 0.006 0.000 0.999 0.000 0.053
5 0.087 3.193 0.024 0.025 0.021 0.000 1.000 0.206 0.000
6 0.043 1.509 0.078 0.132 0.041 1.000 1.000 0.732 0.000
7 0.034 0.532 0.037 0.018 0.035 0.999 0.008 0.000 0.013
8 0.112 0.525 0.067 0.051 0.022 0.000 1.000 0.000 0.111
9 0.031 0.960 0.092 0.090 0.049 0.000 1.000 0.000 0.022
10 0.026 0.580 0.006 0.011 0.107 1.000 1.000 0.000 0.057
11 0.018 1.014 0.065 0.079 0.089 0.936 0.000 0.000 0.000
12 0.057 0.055 0.001 0.000 0.078 1.000 1.000 1.244 15.010
13 0.039 2.945 0.074 0.074 0.079 0.977 0.000 0.896 0.000
14 0.013 5.501 0.052 0.058 0.057 0.000 1.000 0.000 0.000
15 0.095 0.161 0.021 0.018 0.016 1.000 0.000 1.575 3.312
16 0.030 1.936 0.141 0.152 0.067 0.975 0.000 0.000 0.025
17 0.002 47.314 0.121 0.123 0.119 0.000 1.000 0.000 0.001
18 0.204 0.435 0.076 0.176 0.039 1.000 0.000 1.366 0.000
19 1.864 0.337 0.002 0.002 0.001 0.000 0.158 1.864 0.000
20 0.089 0.220 0.010 0.041 0.083 0.000 1.000 0.000 0.086
21 0.083 0.691 0.057 0.021 0.029 0.996 0.000 0.025 0.068
22 0.045 1.468 0.050 0.045 0.052 1.000 1.000 0.589 0.018
23 0.050 0.731 0.085 0.025 0.031 1.000 0.000 0.000 0.032
24 2.985 0.320 0.000 0.019 0.017 0.000 1.000 2.678 0.000
25 0.007 3.015 0.102 0.105 0.095 0.988 0.000 0.561 0.000
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Supplementary Table 8: Parameter Estimates for Mack et al. (2016)
Subject γ0 α0,1 η λ β εrecency εprimacy
1 0.578 9.941 0.001 0.006 0.000 0.006 1.000
2 0.456 1.481 0.022 0.009 0.000 0.001 0.999
3 0.019 1.257 0.000 0.000 0.000 0.011 0.612
4 0.495 1.646 0.000 0.023 0.154 0.007 0.973
5 0.033 1.027 0.000 0.000 0.000 0.012 1.000
6 0.029 1.139 0.001 0.000 0.000 0.017 0.875
7 0.446 1.860 0.002 0.016 0.063 0.003 0.995
8 0.383 8.233 0.008 0.058 0.074 0.003 0.920
9 5.495 0.144 0.002 0.008 2.869 0.019 1.000
10 0.312 2.528 0.000 0.004 0.026 0.070 0.721
11 0.583 1.082 0.000 0.002 0.104 0.012 1.000
12 0.606 4.443 0.000 0.007 0.004 0.014 1.000
13 0.426 1.686 0.005 0.008 0.000 0.004 0.344
14 0.410 1.757 0.000 0.004 0.008 0.041 1.000
15 0.568 1.241 0.000 0.004 0.244 0.008 0.965
16 0.304 2.263 0.001 0.012 0.026 0.013 0.950
17 0.695 1.302 0.001 0.001 0.363 0.059 0.977
18 0.620 1.056 0.000 0.002 0.000 0.007 0.560
19 0.194 5.830 0.000 0.007 0.011 0.026 0.904
20 0.279 2.855 0.001 0.005 0.000 0.011 0.941
21 0.209 9.264 0.000 0.012 0.000 0.006 0.808
22 0.268 2.943 0.000 0.000 0.000 0.048 1.000
23 1.129 2.410 0.005 0.003 0.406 0.013 1.000
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Supplementary Figure 10: Fits of CR Model to Mack et al. Data. Fits of the com-
petitive Ridge model to the data from Mack et al. (2016). (a,b) The attention profiles
for all three dimensions and the accuracy curves over time in the VI-II-I task. (c,d)
The attention profiles for all three dimensions and the accuracy curves over time in the
VI-I-II task.
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assurance of parameter recoverable is that if the true parameter in the each marginal

posterior distribution highest-density interval (HDI) of the posterior (e.g. 95% HDI).

With this in mind, we simulated from the AARM what we believe to be plausible look-

ing data using stimuli from category-learning with rule-based two-alternative category

structures.

4.1 Experiment

The stimuli for the experiment had three continuous-valued feature dimensions and

were from a rule-based two-alternative category structure. A visualization of the cate-

gory structure is shown in Supplementary Figure 11. This experiment was analogous to

data-set 1 in the main text. One feature dimension was relevant (dimension 2) and the

others were irrelevant. Category one stimuli were drawn from multivariate Gaussian

distribution with mean vector µ = (0,0,0). Category two stimuli were drawn from a

multivariate Gaussian distribution with mean vector µ = (0,5,0). Both category distri-

butions had a common, diagonal covariance matrix Σ equal to the identity matrix.

We simulated 400 trials of choice and fixation data for a category learning exper-

iment from our one hypothetical subject using the full AARM model with recency,

primacy, competition, and LASSO. The accuracy and fixations observed in addition to

latent attention vector trajectory are shown in Supplementary Figure 12. The true pa-

rameters (on the real-valued, unconstrained scale) are shown in Supplementary Table

??. We simulated the number of fixations to feature dimensions on each trial as using

a Poisson distribution with rate parameter 20.

4.2 Model Parameterization

We parameterized the model such that all parameters were unbounded and could range

from −∞ to ∞ using probit and log transformations. Like in the main text, we con-

strained δ to be 1. Furthermore, though the model here was equivalent to the model

described above, we deviated from the previous parameterization of the recency and

primacy parameter ε. First, like in the main text, we imposed the symmetry constraint

that εrecency = εprimacy = ε. However our model parameterized ε as a rate parameter
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Supplementary Figure 11: Stimulus values for Recovery Study. Three dimensional
scatter plot showing the relative stimulus values used in the recovery study. The points
are color coded by the true category label (pink vs purple).

35



0 100 200 300 400

0.
4

0.
5

0.
6

0.
7

0.
8

0.
9

1.
0

Choice

Trial

A
cc

uc
ra

cy

0 100 200 300 400

0.
2

0.
4

0.
6

0.
8

Fixation

Trial
F

ix
at

io
n 

pr
op

or
tio

n
0 100 200 300 400

0.
2

0.
6

1.
0

1.
4

Attention

Trial

A
lp

ha

Dim 1
Dim 2 (relevant)
Dim 3

Supplementary Figure 12: Simulated Data for Recovery Study. The left panel shows
simple moving accuracy over time. The next panels show the fixation proportion to
feature dimension over time. The far right panel shows the trajectory of the latent
attention variable αααttt . For the both the center and left panel, the purple lines corresponds
to feature dimension 1, and the pink lines corresponds to feature dimension 2 (the sole
relevant dimension), and the yellow lines corresponds to feature dimension 3.

instead of a probability such that ε = exp(−ε), where ε ∈ (0,∞). This is an equivalent

model as ε ∈ (0,1) and exp(−ε) ∈ (0,1). However we report this difference here be-

cause it has consequences for our prior specification. The same prior distribution (e.g.

a standard normal) on probit(ε) is not always equivalent to a prior on log(ε). This has

little to no consequence on the conclusions of our parameter recovery or analysis in

main text but is important to report here to ensure reproducibility.

4.3 Prior Specification

When conducting Bayesian inference, one must specify a prior distribution to help

ensure our posterior distribution is a proper, valid probability distribution. To this end,

we specified factorizable standard normal distribution priors for all parameters such

that:
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log(θ) ∼ N(0,1),

log(γ0) ∼ N(0,1),

log(α0,1), log(α0,2), log(α0,3) ∼ N(0,1),

log(β) ∼ N(0,1),

log(λ) ∼ N(0,1),

log(η) ∼ N(0,1), and

log(ε) ∼ N(0,1).

4.4 Sampling Algorithm

For Bayesian parameter inference, the end result is a distribution (called the ”poste-

rior”) containing all the information inferred about the model parameters. Deriving an

analytic solution for this posterior is often impossible but posterior distribution can be

sampled from using Markov chain Monte Carlo (MCMC) algorithms.

Here we used DE-MCMC (Ter Braak, 2006; Turner et al., 2013) to sample from the

posteriors. We used 19 chains and initialized each at the true parameter values. We ran

the chains for 4000 sampling iterations. The first 300 samples from each chain were

discarded as a burn-in, resulting in 70300 total posterior samples. Chains were visually

inspected for convergence and Rhat was less than 1.1 for all parameters (Gelman &

Rubin, 1992).

4.5 Results

Figure ?? shows the estimated marginal posterior distributions (diagonal) and each

joint posterior distribution (off-diagonal) for the recovery study. Along the diagonal

entries, the prior distribution is shown as the dotted line, whereas for the off-diagonal

entries, the black “x” symbol designates the true parameter values used to simulate the

model. Across all panels, the true parameter value falls well within the estimated joint

posterior, and the prior distribution is different from the posterior, indicated that the
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Supplementary Figure 13: Estimated Posterior Distributions for Recovery Study.
The diagonal elements show the estimated marginal posterior distributions (blue) for
each model parameter, whereas the off-diagonal elements show each joint posterior
distribution whose row and column match the diagonal entry. In each diagonal panel,
the prior distribution is shown as the black dotted line.

estimates are informed by the data accurately. In summary, we found evidence that

AARM’s parameters were recoverable for this model configuration.
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