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Abstract

With the development and prevalent applications of personalization algorithms,
many concerns have been raised about its impact caused by the limited content diversity. However, how such algorithmically curated information affects learning has
been rarely discussed. This study aims to collect evidence of the detrimental effects of
personalization on category learning and characterize its key aspects from a cognitive
perspective. For this purpose, we propose an interactive architecture and associated
experimental paradigm for testing the impact of curated learning sequences. Also,
we provide a mechanistic explanation of the personalization effect using the Adaptive Attention Representation Model (AARM; Galdo, Sloutsky, & Turner, 2021) as
a formalization of attention-driven learning mechanisms. First, an online behavioral
experiment shows that personalization algorithms can constrain the diversity of information and guide learners to develop selective attention. The behavioral data also
reveal evidence of overconfidence from the curated learners. In particular, the result
of generalized linear modeling analyses shows that the frequency of categories being
represented during the learning phase is a key variable to explain overconfidence.
Second, the simulation experiment and model fitting practice using AARM quantifies
the attentional dynamics during the experiment and replicates the basic findings of
the experiment. Importantly, AARM fitted to the experimental data suggests another critical variable to understand the impact of the personalization algorithm –
ii

the degree to which a cognitive agent generalizes one’s knowledge given only partially encoded stimuli. Lastly, we discuss the limitations and future directions of this
study.
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Chapter 1: Introduction

After prevalent applications of recommendation algorithms on the internet, many
concerns were raised about algorithms that curate information and content for their
users. One of the representative cases is the so-called ‘filter-bubble’ hypothesis (e.g.,
Pariser, 2011). It argues that personalization algorithms can constrain the diversity
of information exposed to individuals, reinforce the idea and preference that people
already have, and make them isolated, not being able to learn or accept different
perspectives or facts. The proposal of the filter bubble hypothesis and following
debates seem to provide circumstantial evidence that personalized recommendations
are now not the only problem of marketing practices. Rather, people started to
see that personalization algorithms can influence how we perceive, understand, and
interact with the world.
However, despite the history of research on personalization algorithms, how they
affect learning and cognition has been rarely discussed. The goal of this dissertation
is to investigate the influence of personalization methods on human learning. Especially, we focus on the problem of category learning, considering of its importance in
higher-order cognitive processes. Also, we aim to provide a formal and mechanistic
explanation of the personalization effect by using the quantitative manifestation of
psychological theories – computational cognitive models.
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We start our discussion with a brief literature review on personalization. Possible
explanations of the personalization effect will be introduced, focusing on the impact
of biased learning materials, selective attention, and information search. Lastly, we
will provide an overview of the experiment and the modeling practices.

1.1

Personalization and ‘Filter Bubbles’

In many studies, personalization is defined as a class of technologies that adapt
content, information delivery, and user interface of a service to users’ preferences
and goals learned throughout the interactions with the system (for a review, see
Fan & Poole, 2006). Fan and Poole (2006) classified personalization methods based
on three dimensions: (1) what is manipulated by personalization algorithms, (2)
to whom personalization methods function, and (3) what provides the information
for personalization. As for the first dimension, content of information is not the
only aspect controlled by personalization, as suggested by its definition. Due to the
major goal of these algorithms – to provide the experiences that are most relevant
to users’ preferences and goals, any interactive component presented to the users can
be a target of personalization. On the second dimension, personalization can curate
information for each specific individual or a cluster of people sharing homogeneous
characteristics and therefore forming a category (e.g., based on age, gender, location,
membership to a certain group).
Lastly, the third dimension emphasizes whether or not users’ explicit input informs
and guides personalization (Roth, Mazières, & Menezes, 2020; Thurman & Schifferes,
2012; Zuiderveen Borgesius et al., 2016). Explicit personalization relies on choice
behavior (e.g., subscribing a certain YouTube channel, pressing the ‘like’ button) or
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specification of a user’s interest. On the contrary, implicit personalization still uses
the data about users but they are not directly provided by users. For example, a personalization system can retrieve and suggest video clips that are contextually similar
to the one being watched at the moment or that have become popular in terms of the
number of video watches. Other contextual information such as geolocation based on
GPS or IP addresses and demographics can also serve for implicit personalization.
For example, location-based recommendations will prioritize a list of nearby restaurants or food trucks for you because no one would be interested in traveling 200 miles
from the current location just for lunch.
Although personalization methods have been developed as a tool for providing
the most satisfactory experiences when using a computerized service platform, it is
not always beneficial to the platform users. According to the so-called filter bubble
hypothesis (Pariser, 2011), personalization algorithms can limit the range or diversity
of content exposed to platform users and are believed to induce adverse effects such
as development of false beliefs and polarization (e.g., Yesilada & Lewandowsky, 2021;
Yom-Tov, Dumais, & Guo, 2014).
Previous studies interpret that the filter bubble hypothesis is a problem of implicit
personalization (e.g., Zuiderveen Borgesius et al., 2016), criticize that Pariser (2011)
could not provide a clear definition of filter bubbles (e.g., Bruns, 2019), and claim
that the threat of filter bubbles is exaggerated, or at least, more nuanced than expected (e.g., Kliman-Silver, Hannak, Lazer, Wilson, & Mislove, 2015; Möller, Trilling,
Helberger, & van Es, 2018; Thurman & Schifferes, 2012; Zuiderveen Borgesius et al.,
2016). As an alternative explanation, Yom-Tov et al. (2014) and Ekström (2021)
proposed the self-imposed filter bubble hypothesis. In this theoretical view, selective
3

exposure to belief-preserving information, rather than algorithmic curation, is the
main cause of the so-called filter bubble effect.
However, this line of criticism has limitations due to at least two interconnected
reasons: (1) the studies questioning the filter bubble effect focus on a specific type
of content providing services, and (2) implicit personalization is not the only way to
constrain the recommendations. Many previous studies tried to evaluate the validity of filter bubbles in the context that Pariser (2011) had focused on when initially
proposing the filter bubble hypothesis – news personalization and search engine outputs. According to the longitudinal study by Thurman and Schifferes (2012), users
of online news providers were reluctant to take part in the pipeline of explicit personalization, which led the service providers to attempt more ‘passive’ or implicit
personalization methods. Another study by Hannak et al. (2013) found that user
accounts and IP addresses were the only significant causes that explain personalized
web search outputs in Google, which implies that Google search engine is more likely
to rely on implicit personalization strategies. Given these results, we can hypothesize that there is a significant correlation between the content providers supporting
counterarguments to the filter bubble effect and the personalization methods used by
them.
Therefore, an exploration of other platforms or explicit personalization methods
might produce different results. If the essential aspect in defining filter bubbles is the
restriction of content diversity, then there is no need to limit our investigation to implicit personalization or recommendation methods. Moreover, recent studies suggest
that the idea that non-user-centric personalization is relatively safe from the risk of
confined information exposure may be a hasty conclusion when a different content
4

provider (i.e., YouTube) was tested (e.g., Roth et al., 2020; Yesilada & Lewandowsky,
2021).
That being said, the criticism on the vague definition and conceptualization of
filter bubbles is still noteworthy (Bruns, 2019). Moreover, the diversity of possible implementations of personalization methods expands the problem space to be
explored in this study explosively. Therefore, rather than relying on the popular
concept of filter bubbles, here we clarify the range of the research problem and the
modality of our interest.
First, based on the classification scheme of Fan and Poole (2006), we constrain
the personalization methods of our interest to the techniques that curate the content
at an individual level and use the user-provided data on one’s preference or interest.
Second, we assume that each user provides discrete decisions that reflect the user’s
preference, rather than search queries in natural language. Specifically, we assume
that participants can report their interest in certain information by (1) freely exploring the presented stimulus and clicking on the part that attracts their attention, or
(2) making binary choices (e.g., ‘sample’ versus ‘ignore’) offered by the experiment
program. Although this problem setup may be less similar to the original context of
the filter bubble problem, it is still well justified considering how personalization algorithms collect the user’s behavior and preference data on the websites using mouse
clicks.

1.2

Does Personalization Influence Cognition and Behavior?

The previous discussion introduced the basic problem setting that includes the
concept of personalization and its possible adverse effect caused by limited content

5

diversity. However, the preliminary evidence of the filter-bubble effect only is not
enough to show that personalization can actually bias cognitive processes.
In this section, we attempt a survey of studies investigating the influence of personalization on human cognition and behavior. In particular, three problem domains
will be our main focus: consumer behavior, content sharing services, and educational
applications of personalization. Consumer behavior in marketing and electronic commerce is selected because it is one of the areas in which personalization methods have
been applied most actively. Content sharing services has a strong connection to the
concern about the filter bubble hypothesis and our research questions. Educational
personalization may provide more evidence on the effect of curated information that
is less relevant to value-based cognitive processes compared to consumer behavior
research.

1.2.1

Consumer Behavior

Marketing and electronic commerce are the fields to which personalization algorithms have been applied most actively. However, the study on the influence of
personalization on user behavior is limited (e.g., Ho & Bodoff, 2014; Ho, Bodoff, &
Tam, 2011; Ho & Tam, 2005; Tam & Ho, 2006). Although some studies emphasize
sociocognitive factors such as self and attitude toward personalization (e.g., Ho &
Bodoff, 2014; Tam & Ho, 2006), we will limit our discussion to more domain-general
aspects of decision processes.
Ho and Tam (2005) investigated the effect of personalization on different stages of
decision making. The authors assumed that decisions are made by using a heuristic
that constrains the items to be considered consecutively. A person first perceives
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some salient items using attention and prior knowledge called an ‘awareness set’, then
identify a subset of available items to be considered called a ‘consideration set’, and
finally make a choice among the consideration set items. The study didn’t measure
the awareness set directly but assumed that early personalization will help define
the awareness set and therefore affect the consideration set. The result showed that
personalized items were more likely to be included in the consideration set compared
to random proposals and purchased more often. Moreover, these effects were stronger
when items were personalized at the earlier decision stage. When recommendations
were made after exploring some items (i.e., ‘late’ personalization), the proposed items
with higher feature similarity with already considered ones were more likely to be
included in the consideration set and purchased.
Tam and Ho (2006) suggested a descriptive model of the personalization effect on
decision processes at various cognitive steps: attention, memory, information exploration, decision, evaluation of recommended offers. A lab experiment showed that
web content more relevant to the users’ decision goal is recalled faster and accurately
compared to less relevant items. Also, if a user has a clear goal of information exploration (i.e., one is asked to choose a product to buy at the end of the experiment),
this effect of content relevance on recall accuracy and response speed increases. In a
field study, users exposed to content that has been chosen based on their preferences
tend to explore less information, spend less time for deliberation on purchase decisions, consume a more amount of contents, and evaluate the suggested offers more
positively. Unlike other aspects of cognitive processing, the effect of personalization
on attention was addressed only in the context of message framing – whether content
is presented in a self-relevant fashion, which goes beyond the topic of this dissertation.
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Ho et al. (2011) extended the previous studies (Ho & Tam, 2005; Tam & Ho, 2006)
by incorporating quality of personalized recommendations changing over time. The
quality of recommendations will improve if a personalization algorithm can collect
more data. However, as suggested by Ho and Tam (2005), users depend less on and
will be less satisfied by late personalization because one may have already explored
many options and figured out the best option as time proceeds. The authors showed
that users tend to sample more information and are likely to choose items from later
adaptive personalization than static personalization. Also, disadvantages caused by
delayed personalization are more serious to static personalization.
The overall results suggest that personalized recommendations tend to be encoded,
chosen, and recalled better than non-personalized ones. Note that personalization
methods used in these studies rely on either a reference profile provided by participants at the beginning, or items explored during the early decision stage. Although
these studies do not directly address the adverse effect of filter bubbles, personalization at least seem to affect preference-based decision making and associated cognitive
processing.

1.2.2

Content Sharing Services

In addition to marketing and electronic commerce, social media platforms also
have applied personalization algorithms so that people feel more engaged into the
content and continue using their services. However, at the same time, the nature of
social media platforms as a service for delivering information suggests that the use of
personalization algorithms can guide their users to a specific direction.
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It is well known that online content providers such as YouTube can be a source of
misinformation, stereotyping, and stigmatization (e.g., Guo & Harlow, 2014; Hussin,
Frazier, & Thompson, 2011; Li, Bailey, Huynh, & Chan, 2020; Yoo & Kim, 2012).
Especially, understanding stereotypes as social concepts or categories has been a
classic view in social psychology (e.g., Operario & Fiske, 2001; Vinacke, 1957), which
suggests that exposure to such problematic content might influence one’s concept
and category system. However, the mere presence of video clips with malicious and
misguiding information does not necessarily imply that media providers can be a
source of reinforced opinions because the degree to which they are exposed to the
public may still be very low.
Recent studies suggest that recommendation algorithms can guide their users to
problematic content. Yesilada and Lewandowsky (2021) conducted a systematic review of 23 studies investigating the possibility that YouTube opens a path toward
problematic content to its users. The topic covered by these 23 studies includes
conspiracy theories, pseudoscience, racism, incel-related content1 , extremist and radicalizing content, and content unsafe for children. According to the review, 14 studies
concluded that YouTube can promote access to the video clips with malicious or dangerous information, and 7 studies had mixed results. One issue to note is that, like
in the case of Roth et al. (2020), most studies covered in this review did not address
user-centric personalization, and more than half of them still suggested the presence
of pathways to problematic content. The authors of the review suggested a study on
1

Incel is a portmanteau word made by combining ‘involuntary celibate.’ This word describes a
male person who are treated as sexually and romantically unattractive and blames on the society
and female people (Yesilada & Lewandowsky, 2021).
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whether personalization-based recommendations have the same effect as a follow-up
investigation.
In summary, the effect of personalization by content sharing services has not
been studied enough yet. However, general recommendation algorithms can limit
the diversity of information shared in a platform, and especially, guide their users to
malicious, extreme, or radicalizing content.

1.2.3

Educational Personalization

An application of personalized learning environments has been attempted from
the development of computer-assisted instruction and to the pursuit of more adaptive algorithms (Basham, Hall, Carter Jr, & Stahl, 2016). Modern educational personalization preserves the basic idea and motivation of more general personalization
methods – tailoring tasks, instruction, and the manner and pacing of content delivery
to match a learner’s needs, goals, strengths, and interest. In particular, educational
personalization has a broader range of purposes in that improving the learning performance is only one of its goals. However, this broad definition has been criticized
due to the lack of general consensus and operationalized details of core concepts like
‘needs’ (Basham et al., 2016; Bernacki, Greene, & Lobczowski, 2021).
Similarly to Fan and Poole (2006), Walkington and Bernacki (2020) described
various approaches of educational personalization with three dimensions. The first
dimension is the depth of personalization. For example, simply using an item of a
learner’s interest in a task instruction can be personalization at a shallow level, while
introducing one’s career goal or explicit statement of interest can be thought as a
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deeper-level approach. The second dimension is the levels of granularity – personalization can target individuals, small groups sharing specific characteristics, or larger
groups based on their demographics or current level of educational achievement. The
third dimension is the ownership; in other words, whether a learner has control over
development of learning environments.
Bernacki et al. (2021) conducted a systematic review of 376 articles about educational personalization. Their research questions included the impact of personalization on learning outcomes and the relationship between personalized features and
associated outputs. More than 140 studies focused on the academic achievement or
performance as their target dependent variable, and more than half of quantitative
studies employing correlational or causal research designs showed that personalized instruction was associated with positive results. Personalization methods implemented
in these studies pursuing better academic achievement relied on (1) pre-assessed or
in-task performance, (2) students’ choice on content, tasks, or learning sequences, or
(3) ‘learning styles’ or interests in topics collected prior to learning experiences.
The biggest difference between the previous two cases and educational personalization would be that both a learner and a personalization agent assume a clear goal
or standard to be achieved during the course of learning in most cases. Some educational goals such as creativity has been controversial regarding its definition (e.g.,
Ohlsson, 2011), but application studies have provided an operational definition of such
goals at least within the constraint given by a task (e.g., Lin, Yeh, Hung, & Chang,
2013). Also, due to the existence of well-defined curricula, the aim of educational
personalization tends to rely less on a specific value or interest pursued by either a
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learner or a personalization agent.2 On the contrary, personalization algorithms used
in marketing or content sharing services are not likely to have such objectives shared
by themselves and their users.

1.3

Possible Explanations

In Section 1.2.2, we have reviewed how online media platforms “optimize” user
experience using personalization methods and can expose their users to a selective
subset of, possibly problematic, content. How can this confinement cause biased conceptual and factual learning? Presume a personalization method forms a closed-loop
environment in which a learner reflects the information provided by the personalization algorithm to update one’s representation and uses this representation to make
further exploration, and the algorithm again uses the behavioral responses to update
one’s knowledge about the learner’s preference. Then, we can assume that personalization can influence at least there different levels: (a) part of the environment
exposed to the learners that affects their representation, (b) internal cognitive mechanisms that influence learners’ behavior, and (c) learner’s behavioral patterns that
inform the personalization algorithm.
From this perspective, we discuss three reasons that may explain the effect of
personalization at different levels: biased and unrepresentative learning materials,
cognitive traps induced by selective attention, and reinforced selective exposure to
belief-preserving information.
2

Obviously, the development of curricula or educational policies can reflect specific value systems
or interests. However, this issue goes beyond the scope of this study and therefore will not be
discussed further.
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1.3.1

Unrepresentative Materials

Personalized learning materials may cause suboptimal learning because they do
not represent the population appropriately. Therefore, they can misguide the learners’
representation about the world. If a personalized learning sequence exposes learners
only to a subset of categories that can exist in the task environment, learners can
never imagine the presence of the ignored categories and associate items to such
categories. If a personalized learning sequence emphasizes only a subset of features
or characteristics, learners may never notice the importance, relevance, and in the
worst case, even presence of other ignored features.
Apparently, learners cannot make optimal decisions when they confront such ‘unknown unknowns’ that have never been covered during the learning period. Imagine
that a person has learned only about ‘tigers’ and ‘lions’ but suddenly is asked to
categorize a completely new animal – for example, one of the ‘dogs’ or ‘cheetahs.’
Let’s say that a learner couldn’t find significant similarity between a dog and other
learned animals. Then, one can create a new category for the new item, admitting
that the new item is an unknown unknown and none of the existing categories can
explain the new animal appropriately (e.g., Anderson, 1991; Love, Medin, & Gureckis,
2004). However, what if the learner somehow finds out the resemblance between the
new item and existing categories to a reasonable degree, like in the case comparing
a cheetah with lions and tigers? And if the learner fails to think of the possibility of
unknown unknowns? The learner may assign the new item to one of the old categories
and end up making an incorrect decision.
As the filter bubble hypothesis suggests, personalization algorithms can constrain
the diversity of contents exposed to users. If personalized recommendations expose
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only a biased subset of the content pool, the curated learning sequence will create
unknown-unknown cases.
A related issue possibly caused by unknown unknowns is a learner’s ignorance of
one’s ignorance and incompetence (Dunning, 2011; Kruger & Dunning, 1999). Kruger
and Dunning (1999) showed that relatively unskilled people are doubly burdened –
they make bad decisions (i.e., low performance), and do not recognize that they
are making bad decisions (i.e., poor metacognitive judgment). This ‘double curse’
results in overestimation of one’s knowledge and performance – the so-called DunningKruger effect. Importantly, this overestimation can occur in both ranking-based and
score-based evaluation of one’s performance (Dunning, Johnson, Ehrlinger, & Kruger,
2003). In the previous example of learning about animals, the Dunning-Kruger effect
can explain the failure to imagine the presence of unknown unknowns.
There has been a debate on whether or not the Dunning-Kruger effect is a mere
statistical artifact and caused by biases in self-estimation (Burson, Larrick, & Klayman, 2006; Krueger & Mueller, 2002; Kruger & Dunning, 2002). A recent study
also points out that metacognition contributes to the Dunning-Kruger effect, but
attributing the effect solely to metacognitive differences is perhaps oversimplification (McIntosh, Fowler, Lyu, & Della Sala, 2019). However, another modeling study
supports the role of metacognition by showing that a model assuming the reduced
sensitivity to errors of unskilled people better explains the data than a self-evaluation
model solely based on the rational Bayesian inference (Jansen, Rafferty, & Griffiths,
2021). Despite the long debate on the importance of metacognition, overconfidence
of the less competent decision makers is an undeniable observation.
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Learning with unrepresentative data is a big issue from a viewpoint of statistics
and machine learning as well. Attenberg, Ipeirotis, and Provost (2015) pointed out
that typical procedures for testing predictive models rely on the assumption that the
data provided for training a model is representative and exploits the data space (or at
least, its important subregions). The testing procedures under this assumption only
considers known unknowns and fail to incorporate unknown unknowns. The authors
claim that this is a serious problem for predictive models because unknown unknowns
has high actual misclassification cost compared to their low estimated misclassification
cost. Similarly as in the discussion of the Dunning-Kruger effect, unknown unknowns
lead to high confidence in classification because they are not even detected by the
model’s epistemic uncertainty.

1.3.2

Selective Attention

Given an enormous amount of information that any cognitive agent encounters
every single moment, optimally allocating attentional resources to task-relevant information is important in learning (e.g., Kruschke, 2003). This goal is achieved by the
machinery of selective attention, and there is a possibility that people can distribute
attention in a suboptimal fashion when exposed to personalized learning sequences.
Many formal categorization models (e.g., Kruschke, 1992; Love et al., 2004; Minda
& Smith, 2001; Nosofsky, 1986), regardless of the differences in theoretical perspectives on categorization, incorporate selective attention as one of the important mechanisms. One common way to realize the selective attention mechanism is to treat it
as a set of weighting parameters that amplify or shrink the (dis)similarity between
items or category representations. The seminal work by Shepard (1964) provided
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a justification of this approach by empirically showing that similarity evaluated between exemplars in a psychological space is affected by how one distributes attention
to each stimulus dimension.
Learning always accompanies changes over time, and this principle is applied to
the distribution of attentional resources as well. Although earlier approaches such as
Generalized Context Model (Nosofsky, 1986) and prototype models (Minda & Smith,
2001, e.g.,) assumed that attention weights are constant given a dataset, more recent models such as ALCOVE (Kruschke, 1992), SUSTAIN (Love et al., 2004), and
Adaptive Attention Representation Model (AARM; Galdo et al., 2021) incorporate
trial-by-trial changes of attention weights throughout the course of experimental trials. In the models with dynamic attention, attentional resources are reallocated every
trial based on gradient-based optimization using the error between one’s prediction
and a teaching signal. In common, these models assume a well-intentioned cognitive agent in that one tries to make the best use of error signals by adhering to
the computational principle of gradient-based optimization to redistribute attention
optimally.
However, despite its importance in extracting relevant features and theoretically
assumed normativity, selective attention can impair optimal learning. For example, Rich and Gureckis (2018) discussed how selective attention can cause learning
traps. Learners can develop false beliefs about the environment when their attention
is guided to a specific direction by the environment (e.g., partial feedback). This
selective attention continues to be reinforced and can make learners fail to correct
their misguided representations by preventing further exploration.
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Selective attention may guide cognitive agents to ignore information that seems
less relevant to the task on hand. Plebanek and Sloutsky (2017) showed empirical evidence supporting this hypothesis from a developmental perspective based on the fact
that infants and young children have not fully developed selectivity of attention. The
authors compared the performance of 4- to 5-year-old children and adults in change
detection and memory tests using items with different task relevance. The results
showed that children perform better than adults in detecting changes or remembering features when target information has not been cued in advance or is irrelevant to
the preceding cognitive task.
One may argue that ignoring task-irrelevant information is not a critical problem, especially because it means that one can save energy for processing unnecessary
stimuli or features. This claim could be justifiable if learning materials are provided
without any bias or imperfect presentation. However, if this assumption is not hold,
there is no guarantee that the relevance of features or cues perceived by the learner
is legitimate. Recall that personalization can limit the diversity of information based
on a user’s profile or contextual information. Selective attention in this situation
can produce catastrophic results – inattention to crucial but not properly perceived
information.
The cost of selective attention becomes clearer especially when the environment
changes drastically, and as a result, the previously learned relevance of features and
cues needs to be updated. Selective attention is known to cause a phenomenon called
learned inattention with which a cognitive agent fail to reallocate attention to features
that has been learned to be ignored due to its irrelevance to a given task (Best, Yim,
& Sloutsky, 2013; Blanco & Sloutsky, 2019; Hoffman & Rehder, 2010; Turner et al.,
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2021). When the environmental changes cause shifts in task relevance of features
so that previously irrelevant features become crucial later and vice versa, learned
inattention hinders optimal reallocation of attention and result in poor performance
in learning. Although the change in the environment is not our main consideration,
learned inattention can be a factor that reinforces any detrimental effects caused by
selective attention with personalized learning sequences.
Theoretical bases of educational personalization also support our hypothesis on the
influence of personalized learning processes on attention. The need for reducing the
extraneous cognitive load (Bernacki et al., 2021; Sweller, 2011) is one of the theories
that explain personalized learning. According to this theory, ill-structured instruction
and task environments can disperse a learner’s attentional resources and unnecessarily
increase the cognitive burden for integrating scattered information, which is known as
the split-attention effect (e.g., Chandler & Sweller, 1992). Although the research setting may not be identical between educational research and our study, the important
message is that personalization can be a tool for alleviating the split-attention effect,
and this cannot be justified unless personalization is assumed to affect attentional
allocation.

1.3.3

Confirmatory Information Search

When a learner has control over information to explore, confirmatory information
search can bias the encoded information and cause similar effects. Note that this
effect can be expected as well when personalization algorithms rely on the users’
choice or preference data to a degree, as explicit personalization suggests.
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Selective exposure (e.g., Festinger, 1957; Fischer, 2011; Klapper, 1960) is one of the
representative psychological phenomena that describe biased information search. For
example, Klapper (1960) claimed that people interacting with mass communication
can reinforce their thoughts by searching for information that is consistent with their
existing opinions. Moreover, Klapper (1960) points out that this belief -preserving
bias appears even when perceiving, storing, and retrieving information (i.e., selective
perception and retention). In the literature of judgment and decision making, selective
exposure is described as information search that is consistent with previously made
decisions (Festinger, 1957; Fischer, 2011).
Classic explanations of selective exposure effects are based on the motivation to
avoid cognitive dissonance and associated negative feelings (e.g., Festinger, 1957).
An alternative perspective (Fischer, 2011) focuses on human nature in pursuit of
cognitive economy and proposes perceived decision certainty as a moderating factor
of selective exposure. This descriptive model assumes that, even when decision makers
are rational and well-intentioned, processing inconsistent information requires more
cognitive resources and therefore less favorable. Fischer (2011) assumes that one
will not have any need to go through cognitively costly information processing if a
decision maker is assured about one’s decision, resulting in confirmatory search. On
the contrary, if a decision maker lacks confidence about one’s decision, one is more
willing to spend resources and explore information that is inconsistent with one’s
decision.
Klayman and Ha (1987) discussed confirmatory information search in the context
of hypothesis testing and rule discovery. They suggested that human learners often
employ a general heuristic called a positive test strategy (Klayman, 1995; Klayman &
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Ha, 1987). By this strategy, a learner tries to ask a question or search for information
that would affirm one’s hypothesis rather than reject and falsify it.
It is easy to preclude that such a biased strategy will result in suboptimal decision making, but some studies have suggested that it may not always be the case.
Klayman and Ha (1987) showed that the usefulness of positive tests is determined
by the interaction between the hypothesis and the task characteristics using a formal
analysis. In particular, if the hypothesis of one’s interest pertains only to a smaller
proportion of possible observation (also known as the sparsity assumption), positive
tests can be useful not only for evaluating whether one’s current hypothesis is correct
or not, but also for learning the correct rule (Austerweil & Griffiths, 2011; Klayman
& Ha, 1987; Navarro & Perfors, 2011). In this sense, the positive testing strategy
may not necessarily be a simple cognitive bias; rather, it could be one of the possible
rational strategies for learning.
Confirmatory information search is especially important in the current study in
two different aspects. First, recall that we focus on the effect of explicit personalization that relies on the encoding decisions for fine-tuning the information or content to
be presented. Although the behavioral decisions one can make given the personalized
information are limited (e.g., view/like/subscribe or not, encode or ignore), a learner
can still inform the personalization algorithm by providing one’s preference on the
presented information. Explicit personalization can be a way to evoke or reinforce
exploration with a fixed pattern that supports one’s belief or hypothesis, resulting
in biased learning. Second, confirmatory search is what justifies the self-imposed filter bubble hypothesis (Ekström, 2021; Yom-Tov et al., 2014). Comparing self-driven
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exploration to explicit algorithmic personalization can provide another empirical evidence in discussing the effect of self-imposed and algorithmic filter bubbles.

1.4

Interim Summary and Outline

Explicit
personalization
(Personalized)
information

Attentional
trap

Biased
samples

if learning is
self-driven

Feedback

Selective
exposure

Representation

Attention

Decision
Agent
Environment

Figure 1.1: A visual illustration of the interaction between a cognitive agent
and an explicit personalization method.
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Here we summarize our discussion on possible cognitive mechanisms that explain
the personalization effect. Figure 1.1 illustrates the hypothesized interactivity between explicit personalization methods and a learning agent. The most important
assumption in our approach is that attention, representation, and decision interact
with each other (Galdo et al., 2021; Turner et al., 2021; Weichart, Galdo, Sloutsky, & Turner, 2021). Selective attention can emphasize certain aspects of internal
representations to achieve better learning performance (i.e., decision accuracy), and
attentional allocation can be a base of information sampling. Stored representations
are used for categorization and serve for guiding temporal evolution of attentional
distribution via gradient-based optimization. Category predictions for a presented
item can drive error-based correction that updates both internal representations and
eventually attention.
We also assume that personalization interacts with all of the three cognitive components of an agent. Unrepresentative samples suggested by personalization can
impact the representation directly, and at the same time, can also bias attention so
that it can help explain the differences among the biased samples. If personalization
prioritizes a certain set of feature dimensions over the others, sensory encoding driven
by selective attention can neglect some features with low salience and therefore develop distortions in learned items. In this sense, personalized recommendations can
cause both attention traps and biased representations. Moreover, the biases in attention and representation might guide learners to selectively expose themselves to
bias-preserving information by sampling feature dimensions associated with higher
attention weights or exploring a biased set (e.g., categories) of items. Then personalization algorithms can use the information about preferences and interests provided
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by learners to improve their proposals so that they will match the learners’ actual
interests. If learning is purely self-driven without involving any personalization algorithms, this selective exposure will directly constrain the information that learners
are exposed.
For the rest of this dissertation, we will discuss whether explicit personalization
can affect category learning based on the hypothetical interactivity introduced above.
Chapter 2 describes the integrative framework for testing the effect of algorithmic
personalization and self-driven curation of learning processes, which also provides a
basis for the behavioral experiments. Chapter 3 reports this behavioral experiment
to observe whether the personalization effects actually exist across various learning
conditions. Given the hypothetical mechanism of curated learning and behavioral
observations, Chapter 4 discusses theoretical explanations of the personalization effect
on category learning using computational cognitive models. In Chapters 5 and 6, the
simulated model behavior and model fitting results are investigated. Lastly, Chapter 7
will summarize the result, discuss the limitation of this study, and possible extensions
and new research questions that could be studied in the future.
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Chapter 2: The Architecture of Personalized Learning

In this chapter, we overview the architecture used for testing the effect of personalization on category learning. We will first discuss the basic task setup briefly.
Then, the personalization algorithm used in this study (often referred to as a ‘curator’
for simplicity) will be introduced. Lastly, the case of self-driven curation or ‘active
learning’ will be considered.

2.1

Overview of the Task Design

We start by introducing the basic setting of the categorization experiment in this
study. As in many feature-based category learning tasks, the goal of the task is
to learn the environment, or specifically, associations between items and categories.
Items are represented as D-dimensional vectors, each dimension (e.g., ‘saturation’)
of which specifies a characteristic or feature of items(e.g., ‘60% gray’). Although
discrete and nominal features (e.g., ‘circles’ and ’squares’ in a ‘shape’ dimension) are
broadly used in categorization literature (e.g., Shepard, Hovland, & Jenkins, 1961),
we decided to use stimuli defined by continuous feature values.
However, the experiment in this study differ from other typical categorization
tasks in the following aspects. First, stimuli presented to participants may differ
across participants and have biases. In particular, a personalization algorithm can
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Figure 2.1: A schematic of the possible interactions between a learner, a
personalization agent called a curator, and a surrounding environment.

intervene and “optimize” the learning sequences based on its objective function. Second, participants are allowed to terminate information sampling before encoding all
features. As an example, imagine people reading a news article or watching a video
clip uploaded on YouTube. They can choose to encode the presented information,
sometimes skip a subsection, or even stop reading or watching materials. In this experiment, the decision of stopping feature sampling is an analogue of such behavior,
and depending on the conditions, influences the learning experience.
Figure 2.1 illustrates the interaction between a learner, a personalization agent (or
a ‘curator’ from here), and a surrounding environment. Without any experimental
manipulations, the environment randomly shows a stimulus and a learner samples
all features (top panel of Figure 2.1). This serves as a baseline that is most similar
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to typical category learning tasks. A learner’s choice does not affect the selection of
items to be presented, and the learning sequence is assumed to be unbiased. In other
words, items from each category will be presented at the same frequency.
On the contrary, when algorithmic personalization is involved (middle panel of
Figure 2.1), a personalization agent called a curator interrupts between a learner
and the environment and takes a major role in presenting stimuli. A curator has
an objective of maximizing the number of encoded features. Given a multidimensional stimulus, a learner decides features to encode, which reflects one’s interest or
preference, and updates the curator with this information. The curator learns the
learner’s preference and searches for candidate stimuli whose features are expected to
be favored and therefore encoded. In addition, the curator can also control the order
of feature presentation to maximize the number of encoded features.
Another important case is where a learner oneself has complete control over the
experience of learning – so-called active learning or self-driven curation (bottom panel
of Figure 2.1). A learner can choose a category to study, or given an item, features
to encode. There is no interception of information between the learner and the environment.
In both cases, a learner can ignore part of the presented stimulus without sampling
it. Under the algorithmic personalization, we assume that a learner can refuse to
‘sample’ a newly suggested feature. Under the self-driven curation, a learner can
choose the dimensions to sample freely, without any constraints on the number of
features that needs to be encoded.
As suggested in the discussion above, we can apply each experimental manipulations at two different levels: items and features. When the item-level manipulation
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Figure 2.2: Possible manipulations of learning sequences.

is implemented, a learner is exposed to the items that a curator (in the curation
condition) or a learner oneself (in the active learning condition) has chosen. When
the feature-level manipulation is implemented, either a curator or a learner oneself
determines the order of feature presentation (or the order of sampling in the active learning condition). Figure 2.2 summarizes the possible manipulations involving
algorithmic personalization and active learning. In the rest of this chapter, we elaborate on how each manipulation is implemented in the interactive architecture. In
particular, technical details of algorithmic personalization will be heavily discussed.

2.2

Procedure of Algorithmic Personalization

A curator should be able to (1) to record the preference of learners, and (2) to
search for the optimal items that could lead the learners to consume the maximum
number of features. In this section, we discuss the specification of the curator’s
functions.
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2.2.1

Background

The personalization method used in this study is motivated by the method of
Covington, Adams, and Sargin (2016). In this article, the authors proposed a collaborative filtering technique based on a deep neural network to optimize the candidate
list of video clips shown on the start page of YouTube. The personalization method
in this research consists of two components: candidate generation for constraining the
items to match a user’s interest and preference, and raking for fine-tuning recommendations. However, our discussion will mostly focus on the mechanism of candidate
generation for the following reasons. First, the size of the stimulus sets we use in
this experiment may not be as large as the corpus of YouTube video clips. Therefore,
the candidate generation method would suffice for constraining the content diversity
and optimizing the learning sequence with respect to the objective function of the
algorithm. Also, following the conventional design of stimulus presentation in many
category learning experiments, we only show one stimulus per trial. Therefore, the
ranking method for fine-tuning the presentation order of each item would be less
important.
Within the framework of Covington et al. (2016), the goal of the candidate generation method is to learn low-dimensional embeddings of YouTube users that explain
the probability of watching a video clip given its features. In the system, each user is
represented as a high-dimensional vector consisting of the history of one’s platform
activities (e.g., video watches, search queries), geolocation, and other demographic
information, denoted u ∈ RD0 . The algorithm learns a deep-neural-network mapping
f : RD0 → RD that transforms u into a low-dimensional embedding u∗ so that it
can explain the probability of watching a video clip i using dot-product similarity
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between u∗ and a feature vector of the video i, vi :

exp viT f (u)
 T
P (wt = i|u, V ) = P
exp
vj f (u)
j∈V
=P

exp(viT u∗ )
T ∗
j∈V exp(vj u )

where wt represents a random variable of the video clip watched at time t, and
V = {v1 , v2 , · · · , vNV } is the set or ‘corpus’ consisting of NV video clips.
The objective function of the candidate generation algorithm is the likelihood
that a user watches video clips in the corpus given the mapping f , which relies on the
binary choice of ‘watch’ or ‘do not watch’. The non-linear mapping f must preserve
the similarity between users while addressing their video watch behavior. When a new
user profile is provided, the user information summarized by the mapping f guides
the new user to the video clips that would be preferred by him or her.
When applying this candidate generation method to our experiment, it is noteworthy that we do not collect any information other than feature sampling. Also, the
basic structure of psychological experiments within a ‘stimulus → response’ framework constrains the way that items are presented. Unlike the case of YouTube where
users can freely choose a video clip to watch among the candidate set, participants
in this experiment do not have full access to the corpus and cannot choose a specific
item to study. These issues bring up the need for re-defining the user profile and the
objective function. Therefore, the following sections will discuss how we defined a
profile vector for each participant and a mapping structure.

2.2.2

Knowledge Representation

To make personalized recommendations, a curator needs a storage variable that
can record the preference of learners. We assume that a curator has access only to the
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learners’ manifest responses (i.e., dimension-wise encoding decisions) and constructs
the profile vectors of users based on this information. For example, given a series
of Bernoulli encoding decisions, a curator can compute the encoding rate for feature
dimensions and take the encoding probability vector as a variable that specifies the
behavior of individual users.
Let Rd be a random variable representing the binary encoding decision for the
d-th dimension. Rd = 1 means that one encoded the feature in the dimension d, and
Rd = 0 otherwise. Ud is a random variable that represents the encoding probability for
dimension d at the current trial, which affects the generation of Rd . (For simplicity,
the subscript representing the trial is ignored for now.)
In this study, we assume that Ud has a beta prior with a probability distribution
function
π(Ud = ud |β1d , β2d ) =

Γ(β1d + β2d ) β1d −1
u
(1 − ud )β2d −1
Γ(β1d )Γ(β2d ) d

and the expected value
E(Ud ) =

β1d
β1d + β2d

where β1d and β2d are two parameters of a beta distribution assigned to dimension d,
and Γ(x) = (x − 1)! is a gamma function.
A clear advantage of using a beta distribution to represent the encoding probability
is that, given Bernoulli responses, a beta distribution provides a simple solution for
updating the knowledge for our purpose of tracking the learners’ preference. From
a Bayesian perspective, a beta distribution is a conjugate prior for binomial and
Bernoulli likelihood (Kruschke, 2014) and therefore provides a simple, closed-form
expression of its posterior.
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Recall that Rd (d = 1, · · · , D) is a Bernoulli random variable representing the
encoding decision for dimension d at the current trial. The likelihood function of Rd
is
π(Rd = rd |ud ) = urdd (1 − ud )1−rd
where ud is the encoding probability for dimension d at the current trial. When an
explicit encoding decision for dimension d, rd , is given, the beta distribution that
models the encoding probability ud is updated as follows:
π(ud |β1d , β2d , rd ) ∝ π(ud |β1d , β2d )π(rd |ud )
"
#
Γ(β1d + β2d ) β1d −1
β2d −1
ud
(1 − ud )
=
· urdd (1 − ud )1−rd
Γ(β1d )Γ(β2d )
∝ uβd 1d +rd −1 (1 − ud )β2d −rd +1

(2.1)

Note that Equation 2.1 is the kernel (i.e., part of the probability density function that
involves the function’s domain) of a beta distribution with parameters (β1d + rd ) and
(β2d − rd + 1). Therefore, Equation 2.1 suggests that, given rd , the posterior of Ud is
(
Beta(β1d + 1, β2d ) if rd = 1
.
Ud |β1d , β2d , rd ∼
Beta(β1d , β2d + 1) if rd = 0
The curator uses this beta-binomial updating rule to model the choice behavior of
learners. At the beginning of the task, the curator initializes a set of parameters that
construct beta priors to model the encoding probability: {βpd |p = 1, 2; d = 1, · · · , D}
where D is the dimensionality (i.e., the number of feature dimensions) of items. In
this study, we initialized βpd = 1 for all p’s and d’s so that the prior on the encoding
probability will be uniform on [0, 1]. Imposing a hyperprior on βpd is technically
possible, but the expected benefit of increasing the model complexity is not clear in
this curator model.
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Given the prior parameters {βpd |p = 1, 2; d = 1, · · · , D}, the curator renews its
knowledge of the learner’s preference by updating these parameters based on the
encoding decisions: For d = 1, · · · , D,
(
β1d + 1 if the learner encoded the dimension d, i.e., rd = 1,
β1d ←
β1d
if the learner decided not to encode the dimension d, i.e., rd = 0;
(
β2d
if the learner encoded the dimension d, i.e., rd = 1,
β2d ←
β2d + 1 if the learner decided not to encode the dimension d, i.e., rd = 0.
Based on this information, the curator estimates the encoding probabilities for all
dimensions and uses them as a user’s profile u. In this study, we use the posterior
mean as the estimate of the encoding probability:
u = (u1 , u2 , · · · , uD )
where ud = E(Ud |β1d , β2d ) =

2.2.3

β1d
.
β1d + β2d

(2.2)

Proposal Generation for Items with Continuous Features

As a user cannot choose an item to study, whether the learner studied an item
or not may not be an appropriate objective for personalization. However, given the
record of the user’s choice behavior (i.e., encoding decisions), the curator can learn
how many features are encoded by the user. As perfect encoding (i.e., encoding
features from all D dimensions) is the sufficient condition of optimal learning, maximizing the number of encoded features may serve as a good alternative for defining
the objective of the personalization algorithm.
Given this new objective, we will modify the strategy of the ‘personalizationas-classification’ method (Covington et al., 2016). Recall that this recommendation
algorithm is trained to learn the low-dimensional user embedding that predicts the
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probability of watching a video clip. Analogously, we can make the personalization
method predict the number of encoded features, or equivalently, the probability of
feature encoding.
Let Yi ∈ {0, 1, 2, · · · , D} represent the number of encoded features for item i.
Given a full-length user profile u ∈ RD and the presented item xi , we want to estimate
the mapping B ∈ RD×D that transforms u into the preference-related information u∗
and best explains
P (Yi = k|xi , B, u) = g(xT u∗ )
= g(xT Bu).

(2.3)

Considering the complexity of the problem, we decided to simplify the mapping by
using a simple matrix product that creates a new D-dimensional vector from the
D-dimensional user profile vector u.
As Yi is a counting variable, candidate models that can address Equation 2.3
include Poisson, negative binomial, and binomial regression. Considering that Yi has
an upper bound, a binomial regression model is an appropriate choice. The probability
that k features are encoded given an item xi , a user profile u, and a mapping variable
B is defined as follows:
 
D k
P (Yi = k|xi , B, u) =
µi (1 − µi )D−k
k
where µi = E[Yi |xi , B, u] =
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1
.
1 + exp(−xTi Bu)

The log likelihood of the mapping variable B is derived as follows:
P (Y |X, B, u) =

NX
Y

P (Yi = yi |xi , B, u)

i=1

⇒ l(B|Y, X, u) = log P (Y |X, B, u)
"
#
 
NX
X
D
=
log
+ yi log µi + (D − yi ) log(1 − µi )
y
i
i=1
"
#
NX
X


=
yi log sigmoid(xTi Bu) + (D − yi ) log 1 − sigmoid(xTi Bu)
i=1

+ (irrelevant constant)

(2.4)

where X = (x1 , · · · , xNX )T is a matrix whose rows are the items presented for previous
NX trials, Y = (Y1 , · · · , YNX ) is a vector consisting of the number of encoded features,
and sigmoid (x) = 1/{1 + exp(−x)}. The estimate of the mapping variable, B̂, can
be found by maximum likelihood estimation:
B̂ = argmax l(B|Y, X, u)

(2.5)

B

.
One might raise a concern about the flexibility of the mapping variable B caused
by the number of its free parameters. Too much flexibility in B might allow u to
be transformed into any arbitrary values, which suggests that the user profile u may
not play any essential roles. However, estimation of B may rely on the information
from the user profile u. One way to achieve maximum likelihood estimation of B
(Equation 2.5) is using the gradient of the objective function l(B|Y, X, u) (Equation
2.4). Although I used numerical optimization in practice, the gradient

∂
l(B|Y, X, u)
∂B

has a closed-form expression that incorporates u as follows:
NX n
o n
o
X
∂
T
l(B|Y, X, u) =
yi (1 − µi ) − (D − yi )µi · xi (u)
.
∂B
i=1
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(2.6)

This fact suggests that B requires the information from u to learn its preferences.
For the derivation of Equation 2.6, readers are referred to Appendix A.
For generating a personalized proposal, the algorithm first needs to estimate the
mapping B using the presented items, the number of encoded features, and the
profile vector collected from other participants. Once the estimate B̂ is provided,
the algorithm can predict the encoding probability µi for all items in the corpus
V = {v1 , · · · , vNV }:
µi = sigmoid(vi B̂u).

(2.7)

The item-wise encoding probability vector µ = (µ1 , · · · , µNV ) serves as the utility
for personalization. Finally, the personalization algorithm samples one item from a
multinomial distribution taking µ as sampling weights. If required, the algorithm can
constrain the size of the candidate set by selecting a smaller number of items with
the highest utility and presenting one of them as a stimulus on the next trial.
The biggest difference between the personalization procedure employed in this
study and the method proposed by Covington et al. (2016) is that we do not consider
dimensionality reduction. Covington et al. (2016) assume that the information about
video clips is already compressed into low-dimensional embedding vectors and then
used in both training and prediction. Their algorithm requires the nonlinear mapping
f because the dimensionality of the raw user vector is greater than the item vectors
in the embedding space.
We could choose to mimic the method of Covington et al. (2016) by applying
dimensionality reduction techniques to the item vectors and letting the matrix B be
a mapping structure to the low-dimensional space. However, in our case, the user
profile (i.e., the dimension-wise choice probability) and the items share the same
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dimensionality from the beginning, and therefore, compressing the vector will result
in an unnecessary loss of information in further steps. If the user profile vector is
extended by incorporating more information, we can make the matrix B learn a
mapping that allows low-dimensional embeddings of the users.

2.2.4

Feature-level Personalization

In addition to personalizing items to be presented, we can also consider personalizing the order of feature presentation according to a learner’s preference. In this
study, we had to apply a simple strategy that relies on the user profile vector, instead
of applying algorithms that already exists and has been applied. Many personalization algorithms aim to make an item-level suggestion but features are only indirectly
addressed. For example, the ranking method of Covington et al. (2016) weighs more
on the features of video clips, but its ultimate purpose is still fine-tuning the candidate set to maximize the video-watching probability. Some personalization methods
have been used to emphasize a selected aspect of the item (e.g., personalization of
news headlines; Beam, 2014). However, we chose to use a simpler approach.
Feature-level personalization also uses the user profile vector u (Equation 2.2),
which represents the expected value of the dimension-wise encoding probabilities.
Simply saying, the curator shows features of each item in descending order of dimensionwise encoding probability stored in u. In other words, if feature-level personalization
is applied, dimensions with the higher encoding probability would be proposed earlier
within each trial.
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2.3

Procedure of Self-driven Curation

We compare algorithmically personalized learning sequences to active learning
processes. In this condition, participants have the freedom to choose items or dimensions to encode and study, and this active exploration is the only factor that
determines information affecting attention, representation, and decision.
Note that the procedure of self-driven curation in this experiment is slightly different from that of typical active learning tasks. In many active learning studies (e.g.,
Markant & Gureckis, 2014), participants are allowed to explore a feature space freely
by determining a combination of feature values that one hopes to study. Then, the
participants make a query about its target information (e.g., category labels). However, as we pursued to make the learning environment between different conditions
as similar as possible, participants in this study will not have such freedom to sample
items from a feature space directly. Instead, as personalization algorithms determine
either items among a stimulus set or the order of feature presentation, we will allow
learners to explore a subregion of the stimulus set or the feature presentation order.
When an item-level manipulation is applied, participants can choose one of the
categories to be studied, and then one item will be randomly selected for the next
trial from the chosen category. The order of feature presentation will be randomized.
When a feature-level manipulation is applied, items are randomly chosen, but participants can choose dimensions to sample. Especially, participants can stop sampling
without exploiting all accessible dimensions whenever they feel it is needed.
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Chapter 3: Behavioral Experiment

In this chapter, we test the effect of algorithmic personalization and self-driven
active learning that fine-tunes learning sequences for individuals using an online behavioral experiment. First, we briefly introduce the procedure for participant recruitment, the basic structure of the task and stimuli, and experimental design. Next,
summaries of behavioral data will be reported. Lastly, we discuss the implication of
the results and possible questions that can be addressed using computational modeling.

3.1
3.1.1

Methods
Participants

We recruited 225 participants for this experiment via Prolific (https://prolific.co).
Participants who completed the task were paid $10. The study was approved by the
Institutional Review Board of The Ohio State University.
28 out of 225 participants were excluded from data analysis due to the quality
of their learning-phase data. Specifically, these participants did not sample any features for 14 or more trials during the learning phase. Although this kind of irregular
behavior can emerge due to several reasons that are irrelevant to fatigue or lack of
motivation, feature sampling is still necessary for participants to learn the stimulus
38

set. If participants fail to sample features too frequently, we cannot guarantee that
their performance in the post-learning phase tasks is a result of what they learned
during the learning phase. For this reason, we decided to discard data from participants who skipped more than 10% of the learning phase trials (≈ 13 trials) without
sampling any features.
Three participants were found to have participated in the experiment twice. However, they have never been assigned to the same condition again, and especially, were
not exposed to the same stimulus type (see Section 3.1.2). Also, accuracy in the
post-learning categorization task suggested no evidence that repeated participation
improved their performance. Therefore, we decided to preserve their data for analysis.

3.1.2

Stimuli

In this task, participants were requested to learn about hexagon-shaped ‘primitive
aliens’ that have six organs in their corners. Differences in the characteristics of the
organs created eight subgroups (or categories) of the aliens. It is noteworthy that the
number of categories was relatively larger than common categorization tasks that often use two to four categories. This study requires category structures that can induce
biased sampling based on the personalization algorithm and that are complex enough
to avoid any clear-cut distinction relying solely on one or two dimensions. It was
not promised that a smaller number of categories would create such personalization
effects efficiently, which led us to use eight categories in this study.
From each category, we presented four members during the learning phase and
used four different members for the post-learning categorization task. Therefore,
the size of the stimulus set is 32 in both learning and post-learning phases. For
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simplicity, the stimulus set used during the learning and post-learning phases will be
often referred to as training and test sets, respectively.
Stimulus sets with Different Structural Forms
We generated stimuli such that the relationship between the eight subgroups reflect different data generation procedures, or specifically, structural forms (Kemp &
Tenenbaum, 2008; Saxe, McClelland, & Ganguli, 2019). Specifically, among major
structural forms discussed in the work by Saxe et al. (2019), we chose two different
stimulus sets in which their two-dimensional multidimensional scaling (MDS) solutions would form either a set of clusters without any systematic patterns or a so-called
‘cross-cutting’ structure. By ‘cross-cutting,’ we mean a complex tree-structure where
some features (e.g., gender) can bind items that are separated by hierarchy (e.g., a
phylogenetic tree of animals).
The main purposes of using stimulus sets with diverse structural forms are twofold.
First, each structural form with a distinctive data generation process can represent
categories that can be encountered in everyday life. For example, categories of animals
or plants can be explained by tree-like structures, while the structure emphasizing
the ordered magnitudes of features can represent a concept of different generations
with increasing age. The color wheel defined by changes in hue may be expressed by
the ring structure.
Second, we can integrate out any effect caused by stimulus variability to a degree
by using multiple stimulus sets. Unlike offline experiments where an experimenter
can randomly generate stimulus sets instantaneously, many online experiment platforms require pre-defined sets of stimuli. Moreover, in this experiment, we lowered
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within-category variability across items to control the task difficulty. Therefore, using categories with different structural forms was one way to add the variability in
the stimulus sets so that we could avoid making any conclusions based on a single
characteristic.

Cluster

Crosscutting

Figure 3.1: Two-dimensional multidimensional scaling (MDS) solutions of
the stimulus sets with different structural forms. Each panel illustrates the
MDS solution of the ‘cluster’ form (left) and the ‘crosscutting’ form (right). For
visualization, each category consists of 40 instances. Categories are differently colorcoded.

Figure 3.1 illustrates different stimulus types in terms of their two-dimensional
MDS solutions. In the ‘cluster’ structure (left), categories are arbitrarily distributed
without any systematic pattern.

Categories constructing the ‘crosscutting’ form

(right) are separated into four large groups first, and each of them is divided into
two subgroups again.
The procedure for generating each stimulus set followed that of the study by
Saxe et al. (2019). However, we modified the data generation process to control
the difficulty of the task, or specifically, to ensure enough between-category distance
while reducing within-category variability. First, compared to the study by Saxe et al.
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(2019), the parameters for generating data were modified to control the difficulty of
the task. Second, we developed a systematic pipeline for the Monte Carlo simulation
of stimulus sets. We created 1,000 stimulus sets for each structural form using a
fixed set of random seeds. Then we chose one case that guarantees the minimum
between-category distance enough to separate clusters. The detailed procedure and
the modified parameters are described in Appendix B.
Note that participants did not need to learn anything about the structural form
itself during the experiment. That is, whether or not participants would understand
and report the underlying structure was not our interest in this study.
Feature Generation

Figure 3.2: An example of the stimulus used in the task. The feature dimensions are: (1) location on a horizontal straight line, (2) spatial frequency, (3)
curvature of a hyperbola, (4) orientation, (5) brightness on a grayscale spectrum, and
(6) radius of a circle (starting from the right corner, clockwise).
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Figure 3.2 illustrates an example stimulus used in the experiment. The stimulus
dimensions constructing the organ’s characteristics were: (1) location on a horizontal
straight line, (2) spatial frequency, (3) curvature of a hyperbola, (4) orientation, (5)
brightness on a grayscale spectrum, and (6) radius of a circle (starting from the right
corner, clockwise).
Once the raw feature values were generated using the modified version of the
procedure of Saxe et al. (2019), they were shifted and scaled so that the minimum
and maximum values will be zero and one, respectively. This approach is justified
because simple translation and scaling do not harm the latent structure assumed by
the MDS solutions that are already obtained. Then, the transformed values were
visualized in the following ways. Values in the location dimension was mapped on
the horizontal line taking zero and one as the left and right extremes. As for the
spatial frequency dimension, feature values were used as a frequency weight in the
following equation:
y = sin

h

(10 − 0.5)f + 0.5 x

i

where x ∈ [0, 2π] is the domain of the sine wave for plotting, y is the mapped sinusoidal

wave with frequency (10 − 0.5)f + 0.5 , and f ∈ [0, 1] is the feature value. As for
the curvature dimension, we used a following rectangular hyperbola:
y=

A
x

where A =

(10f )2
, x ∈ (0, 10]
2

and then rotated the generated hyperbola 45 degrees counterclockwise. For the orientation, we first generated a shape of dripping water defined as
n
o


(x, y) : x = 0.125 1 − sin(x) cos(x), y = 0.25 sin(x) − 1
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and then rotated it (90 + 180f ) degrees counterclockwise. The brightness was translated into the degree of transparency (also known as alpha level) of a black rectangular
where f = 1 means that the filling color is completely transparent and therefore looks
white on the monitor, while f = 0 refers to the original black rectangular. Lastly,
the radius of a circle was determined by
r = (0.5 − 0.05)f + 0.05

(3.1)

where r represents the resulting radius.

3.1.3

Design

Participant’s
choice
(A)
Active category learning +
Active feature sampling

Item-level
learning
Feature-level
learning
Exploration

Algorithm/
Sequence
(B)
Item-level curation +
Active feature sampling

Self-driven

(C)
Item-level curation +
Feature-level curation

Personalized

Active Sampling
(Self-driven)

Passive Sampling
(Personalized)
Yes

(D)
Item-level curation +
Randomized order

(E)
Control

Random
Passive Sampling
(Random)
No

Figure 3.3: Experimental design.

Figure 3.3 describes the basic experimental design using the architecture discussed
in Section 2.1. One out of five experimental conditions were assigned to each participant. These conditions differ in the degree to which participants and the personalization algorithm contribute to the construction of their learning sequence. On one
extreme, participants determine both items to study and features to encode (Condition A in Figure 3.3). On the other extreme, a randomization algorithm has complete
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control over the learning sequence without any personalization (Condition E) or with
minimal personalization (Condition D), which minimizes the influence of the learner’s
active choice. Between the two extremes, the personalization algorithm curates items
to be presented (Conditions B, C, D) while feature presentation is differently controlled.

Figure 3.4: Feature sampling procedures. Participants need to uncover gray
boxes covering the features of a stimulus by clicking on a separate button or the
cover, depending on the condition.

In all conditions, a stimulus is presented with the gray boxes that cover its features.
Figure 3.4 illustrates how a participant can remove the covers and encode the features
in different experimental conditions. In the active sampling conditions (A and B in
Figure 3.3), participants can click on the gray boxes to uncover the features. In the
passive sampling and control conditions (C, D, and E in Figure 3.3), participants can
instead click on a ‘Show’ button to reveal the features but have no control over the
order that features are uncovered.
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In the control condition (E), both a stimulus and the order of feature presentation
are randomized. Participants in the control condition were asked to reveal all six
features by clicking on the ‘Show’ button on the screen. Compared to other conditions,
participants in the control condition have no control over item-level or feature-level
exploration.

Figure 3.5: Passive-sampling curation conditions. At each time step within
a trial, a participant could make a decision of (1) sampling the target dimension
(‘Show’), (2) not sampling the target dimension and moving on to the next time
step (‘Pass’), and (3) terminating the trial without uncovering any more dimensions
(‘Done’). The target dimension was highlighted by a red square.

In the second class of conditions (C, D; see Figure 3.5), a curator selected an item
with a high utility score (Equation 2.7) and presented its features sequentially. At
each time step within a trial, the target dimension was highlighted as a red square.
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Participants were allowed to make different encoding decisions on the target dimension by clicking on one of the buttons: ‘Show,’ ‘Pass,’ and ‘Done.’ The ‘Show’ button
uncovered the dimension, while one could skip to the next dimension using the ‘Pass’
button. The ‘Done’ button terminated the current trial. The order of feature presentation was either completely randomized (D) or personalized based on the learner’s
profile containing the mean encoding probability (C). In Condition D, the learner’s
sampling decisions inform the personalization algorithm but only for selecting the
candidate items.
In the fourth condition (B), a curator selected an item, but feature sampling was
fully controlled by participants. Learners could choose dimensions of one’s interest
and uncover the features by clicking on the gray boxes that covered features. Like the
previous two conditions, participants were allowed to terminate information sampling
whenever they wanted.
In all curation conditions (B, C, D), the curator selected 12 items with the highest
utility (i.e., µ in Equation 2.7) as a preferred candidate set. One of the candidate
items was randomly selected based on multinomial sampling using the utility as sampling probabilities after normalizing them. That is, the stimulus for the next trial,
xt+1 , was determined as follows:
xt+1 ∼ Multinomial(µ∗ )
where µ∗ = (µ∗1 , · · · , µ∗32 )T ,
(
P
µk / κ∈(Candidate set) µκ
∗
µk =
0
and k = 1, · · · , 32.
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if k ∈ (Candidate set)
otherwise,

Figure 3.6: Active learning condition. A participant selected a category to explore. One member from the chosen category was presented, and the participant was
allowed to sample features by clicking on the gray boxes.

In the last condition (A; see Figure 3.6), participants could select items to study
and features to encode. At the beginning of each trial, a participant was asked
to choose one out of eight categories. Once the choice was made, one item from
that category was randomly selected and presented to the participant. Then, as in
Condition B, a participant could choose features to uncover and terminate sampling.

3.1.4

Task

All stimuli and instructions were presented by a JavaScript-based experiment
program based on jsPsych (de Leeuw, 2015), a JavaScript library for psychological
experiments.
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Each experimental session consists of two phases: (1) a learning phase of 128 trials,
and (2) a post-learning phase with two different tasks. During the main learning
task, a participant was shown a stimulus and asked to sample its features. Once the
sampling step was completed, the category label of the presented item was shown on
the screen. Depending on experimental conditions, a participant could view items
or features in a pre-determined order by the experiment program or choose items or
features to explore and study, as discussed in Section 3.1.3.

Figure 3.7: Post-learning same-different task. Given the two prototype stimuli,
participants were asked to provide their degree of belief about whether they are
coming from the same category or different categories using a continuous slider.

After completing the learning phase, participants were asked to finish a samedifferent task to evaluate their understanding of the stimuli (see Figure 3.7). In this
task, participants were instructed to respond whether a pair of stimuli comes from
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the same category or different categories by adjusting the position of a slider. The
left and right extremities represented the belief that two items are coming from the
same category and different categories, respectively.
The same-different task consisted of 44 trials. Twenty-eight trials (‘different’ trials
from here) compared the centroid of different categories, while the remaining 16 trials
(‘same’ trials from here) showed the stimuli coming from the same category. Within
the ‘same’ trials, eight stimulus pairs were the centroid of the same category, and the
other eight pairs compared the centroid of a category and another random sample
from the same category. Although it is conventional to use the keyboard press and
response time as target measurements in this task, we used a slider-based version
because the complexity of the stimuli made response time measurement unreliable.
In addition, we conducted a post-learning categorization task in which participants
were asked to predict the category label given a different stimulus set consisting of
another 32 items that had never been used during the learning phase (see Figure 3.8).
A participant made a categorization decision first (panel A) and then reported one’s
confidence level about the decision (panel B) ranging from 0 (not confident at all) to
10 (very confident).

3.1.5

Training the Item-level Curator

For item-level curation, the mapping variable B that transforms the user profile
vector must be estimated first using the data from other participants (i.e., Equation
2.5). In this experiment, participants in the active learning condition provided the
data for training the curator. Data from the active learning conditions were expected
to differentiate item recommendations because participants were allowed to explore
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Figure 3.8: Post-learning categorization task. (A) Categorization: Participants
were asked to categorize the presented test stimulus, given eight category labels.
(B) Confidence measurement: After making the decision, participants reported the
confidence level about their decision ranging from 0 to 10.

categories as they wished and could terminate feature sampling without exploiting
all six dimensions.
As the quality of data in the active learning condition was the key to successful
personalization, we discarded data from participants who did not encode any features
in more than 13 trials during the learning task. We continued data collection using
this criterion until it reached 20 participants.
Given the user profile vectors uj , the feature vectors of the presented items Xj =
[xj,1 , · · · , xj,128 ]T , and the vector containing the number of encoded features Yj =
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(Yj,1 , · · · , Yj,128 )T for the j-th participant (j = 1, · · · , 20), the mapping variable B
was optimized by maximizing the log likelihood:
B̂ = argmax
B

= argmax
B

20 X
128
X

log P (Yj,i = yj,i |xj,i , B, uj )

j=1 i=1
20 X
128
X

"

yj,i log sigmoid(xTj,i Buj )

j=1 i=1

#
+ (D − yj,i ) log 1 − sigmoid(xTj,i Bu)


where sigmoid(x) = 1/{1 + exp(−x)}. The Nelder-Mead method (Nelder & Mead,
1965) implemented in R (R Core Team, 2017) was used for numerical optimization.
To improve the quality of the estimate B̂, we set the relative convergence tolerance
as 10−12 , which is lower than the default value in R (≈ 1.49 × 10−8 ).
The objective function introduced above can have multiple local maxima. To find
the mapping that produces well-constrained candidate sets, we conducted a Monte
Carlo simulation with the following procedure. First, B̂ was estimated 100 times
with different starting points. For each B̂, user profile vectors {uj ; j = 1, · · · , 20},
and a matrix V consisting of feature vectors of the training-set items, we predicted
the personalization utility of each item using Equation 2.7:
µj = sigmoid(V B̂uj )

(3.2)

As discussed in Section 3.1.3, the curator selected 12 items with the highest curation score among 32 items in the training set. We transformed µj ∈ [0, 1]32 such that
only the dimensions corresponding to the selected items will have non-zero sampling
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probabilities:
µ∗j = (µ∗j,1 , · · · , µ∗j,32 )T
(
P
µj,k / κ∈(Candidate set) µj,κ
∗
where µj,k =
0

if k ∈ (Candidate set)
otherwise,

and k = 1, · · · , 32. Then, the Shannon entropy was evaluated for all µj ’s by
entropy(µ∗j ; B̂)

=−

32
X

µ∗j,k log µ∗j,k .

k=1

Finally, the inverse quality measure of the mapping variable was computed by averaging the evaluated Shannon entropy over all 20 participants:
20

1 X
invquality(B̂) =
entropy(µ∗j ; B̂).
20 j=1
Here, low values of this inverse-quality measure, invquality(B̂), mean that sampling
probabilities of the candidate items are biased toward a smaller subset.
The estimate B̂ with the lowest value of the inverse-quality measure was chosen
for item-level curation. However, note that all B̂’s obtained by maximum likelihood
estimation converged well into similar personalization utility scores due to the low
tolerance level of numerical optimization.

3.1.6

Comparing Mental Representations

How the internal representation of the environment changes over the course of
learning is one of our main interests in this study. The post-learning same-different
task was conducted for this purpose by providing a measurement of the ‘distance’
between categories defined as the location on the same-different slider. If a participant
thinks that a stimulus pair came from the same category (i.e., the left extremity of
the slider), the distance between the stimuli would be small. In the opposite case
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(i.e., the right extremity of the slider), the distance between the stimuli would be
larger.
Therefore, the data from the same-different task can be used to compare a participant’s mental representation and the true relationship between categories suggested
by stimuli. The basic idea is as follows: We can transform the ‘distance’ responses collected from the same-different task into a distance matrix, which can be reconstructed
as a multidimensional scaling (MDS) solution of eight categories. The similarity between this MDS solution and the category prototypes used in the task will tell us how
correct the internal representation has been developed.
To compare the latent representations constructed by encoded exemplars with the
ground truth (i.e., the category centroids used in the same-different stimulus set), we
use the modified RV coefficient (Smilde et al., 2009), which provides a way to compute
the dependence between two random vectors observed from the same observations,
or simply saying, correlation between two matrices.
Let X1 ∈ Rn×p and X2 ∈ Rn×q be two matrices consisting of p- and q-dimensional
random vectors observed from the same n individuals or items. The original RV
coefficient (Escoufier, 1973) evaluates the correlation between two sets of random
variables by comparing the relative positions of the n observations in the spaces
constructed by p and q random variables, respectively:
tr(X1 XT1 X2 XT2 )
RV (X1 , X2 ) = p
tr(X1 XT1 )2 tr(X2 XT2 )2
where tr(A) =

Pn

i=1

(3.3)

aii for a matrix A ∈ Rn×n , and the superscript T is the transpose

operator. The RV coefficient has the following properties: (1) it ranges from 0 to
1; (2) RV (X1 , X2 ) = 0 if and only if XT1 X2 = 0; (3) RV (X1 , X2 ) = 1 if X2 =
aRX1 + c for a ∈ R, RT R = RRT = 1 (i.e., R is orthogonal), and c ∈ Rn ; and
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(4) RV (X1 , X2 ) is invariant by overall scaling, orthogonal rotation, dimension-wise
sign flip, and shift (Josse & Holmes, 2016; Josse, Pagès, & Husson, 2008). However,
the original definition by Escoufier (Equation 3.3) has a strong bias toward significant
dependence even when there is actually no relationship between X1 and X2 , especially
with high-dimensional data and a small sample size (Smilde et al., 2009).
Smilde et al. (2009) proposed a modified RV coefficient that alleviates the bias
by excluding the diagonal elements of Xi XTi (i = 1, 2) from the consideration. Let
Yi = Xi XTi − diag(Xi XTi ) where i = 1, 2 and diag(A) is the operator constructing
a diagonal matrix consisting of the diagonal elements of A. Then, the modified RV
coefficient is defined as follows:
tr(Y1 Y2 )
mRV (X1 , X2 ) = p
tr(Y1 )2 tr(Y2 )2

(3.4)

Equation 3.4 preserves all other properties of the original RV coefficient but can have
negative values, which leads to −1 ≤ mRV (X1 , X2 ) ≤ 1.3

3.2

Results: Learning Phase

Before discussing the performance in the post-learning tasks, we briefly describe
the behavior of participants observed during the learning phase.

3.2.1

Stimulus Presentation

The most important manipulation in this experiment is to control the frequency
that each item (or category) is presented during the learning phase. As a summary
3

Later, Mayer, Lorent, and Horgan (2011) proposed an adjusted RV coefficient that completely
removes the bias, assuming that two matrices are standardized. As we apply centering to the
matrices but do not consider additional scaling to compare the latent representations of partially
encoded exemplars, the modified RV coefficient Smilde et al. (2009) will be used as a measurement
of matrix correlation in this study, acknowledging the risk of introducing the bias.
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statistic, we computed the Shannon entropy of category presentation frequencies. In
the control condition, the experiment shows each item in the training set four times
per session. Equivalently, participants see each category 16 times per session or the
probability of

16
128

= 18 . However, in other conditions, either a curator or a participant

oneself decides the category that would be presented in each trial. Therefore, it is
not guaranteed that eight categories are equally represented in personalization and
active learning conditions.
Let each element of a vector q = (q1 , · · · , q8 )T represent the frequency that category i ∈ {1, 2, · · · , 8} has been presented during the learning phase. Then, the
Shannon entropy of category presentation frequencies is defined as follows:
entropycategory

8
X
qi
qi
log
.
=−
128
128
i=1

(3.5)

The Shannon entropy is non-negative, and in our case with eight categories, has
an upper bound of 2.079442. Zero entropy means that only one category has been
exposed to the participant. On the contrary, the maximum entropy indicates that all
eight categories were presented the same number of times (i.e., 16 trials per session).
Figure 3.9 summarizes the Shannon entropy observed in all possible combinations
of experimental conditions and stimulus sets. Note that cases in the control condition always generate the maximum Shannon entropy by definition. Therefore, the
decrease in the Shannon entropy from this maximum value means that category presentation during the learning phase is biased toward a subset of categories. The plot
shows that all curation conditions successfully constrained the diversity of the items,
while participants in the active learning condition tried to sample all eight categories
equally.
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Figure 3.9: Shannon entropy of category presentation frequencies. Box plots
of the Shannon entropy (Equation 3.5) are provided across all experimental conditions
and stimulus sets (see the legend).

The reduction in the diversity of category presentation is more significant in the
cluster stimulus set. Unlike the cluster stimulus sets in which all categories are separated independently, the crosscutting set puts two categories on the last level of the
branching structure close together, which results in these categories sharing many
similar features. As a result, a curator is likely to propose more categories when
using the crosscutting set.

3.2.2

Sampling Profile

The sampling profile of the participant is essential to understand the learning
process because it explains which feature dimensions are more frequently revealed
during the task. Also, in the curation conditions, the sampling profile vectors are the
basis of personalization such that the expected number of encoded features will be
maximized.
Figure 3.10 illustrates the profile vectors of participants computed after finishing the learning phase (Equation 2.2). Rows of each panel represent participants’
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Figure 3.10: Sampling profiles. Row and columns of each panel represent individual participants and feature dimensions, respectively. Dense colors mean a higher
sampling probability (see the color bar). The rows of the matrices were reordered in
descending order of the overall sampling rate (i.e., the mean of each row).

dimension-wise sampling probability as six-dimensional vectors. Dense colors in the
figure mean that the corresponding dimension has been uncovered and encoded with
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a high probability. Note that participants in the control condition are asked to uncover all features, which is the reason that the sampling probability close to one is
assigned to all dimensions.
By visual inspection, participants in each condition can be roughly clustered into
two groups: unbiased samplers and selective samplers. Some unbiased samplers –
say, perfect samplers – tend to reveal all features and try to encode them, but other
unbiased samplers – say, sparse samplers – may sample a smaller number of dimensions but in an unbiased manner. On the contrary, selective samplers focus on only
a small subset of dimensions and consume them consistently. The item-level plus
feature-level curation condition (middle column) seems to create a large number of
selective samplers, followed by the item-level curation plus active sampling condition
(fourth column). The other item-level curation condition where feature presentation
is randomized (second column) tends to make participants unbiased samplers, regardless of their overall encoding probabilities. In particular, this condition creates more
perfect samplers compared to the active learning condition (fifth column).
Figure 3.11 shows the difference in the sampling profiles between conditions more
clearly by comparing the uncertainty in sampling behavior (y-axis) with the overall
encoding probability (x-axis) defined as the mean of the sampling profile vector elements. Specifically, we evaluated the Shannon entropy of the sampling profile vectors
for each individual to quantify the uncertainty in the participant’s sampling behavior,
similarly as in Equation 3.5. Given a user profile vector u = (u1 , · · · , u6 )T ,
entropysampling = −

6
X
i=1

ui
P6

j=1

uj

ui
log P6

j=1

uj

.

(3.6)

The Shannon entropy has an upper bound of 1.79176 for the sampling behavior.
Zero entropy means that a participant has sampled only one dimension throughout
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Figure 3.11: Shannon entropy of the sampling profile and the overall sampling probability. The overall sampling probability (i.e., the mean of the sampling profile vector elements; x-axis) and the Shannon entropy of the sampling profile
(Equation 3.6; y-axis) are compared across experimental conditions and stimulus sets.
Control conditions were omitted from the plot because both the encoding probability
and the Shannon entropy are fixed to the maximum. The Kendall rank correlation
coefficient (i.e., Kendall’s τ ) between them is provided at the bottom right corner of
each panel.

the learning phase (i.e., zero uncertainty). On the contrary, the maximum entropy
indicates that all six dimensions were sampled with equal probabilities.
In the curation conditions where the order of feature presentation is optimized
(second column; red) or a participant can sample features (third column; green),
the decrease in the overall encoding probability is associated with the decrease in
the Shannon entropy of the sampling profile. However, the item-level curation plus
active sampling condition (green) allows some unbiased but sparse samplers with low
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overall encoding probability and high Shannon entropy, unlike the condition where
both items and feature presentation are curated (red).
However, neither solely constraining the item diversity (curated item plus random
feature order; orange) nor allowing exploration of items and features to the fullest extent (active learning; blue) drastically changes the sampling behavior. In these cases,
many participants remain unbiased samplers with higher entropy, although the mean
number of sampled dimensions could differ. These findings suggest that curation can
strongly influence the sampling behavior when any sort of feature-level manipulation
has been added, not only constraining the diversity of learning materials.

3.3

Results: Categorization Task

Here we focus on accuracy and confidence of the post-learning categorization task.
A brief summary of the data will be provided, which is followed by generalized linear
modeling analyses.

3.3.1

Descriptive Analysis

Figure 3.12 shows scatterplots that compare the subject-wise mean accuracy and
confidence in the post-learning categorization task. Confidence responses were originally collected on the 11-point Likert scale ranging from 0 to 10. However, we shifted
the confidence measures by adding one due to the assumption of the ordinal regression model that dependent variables must be strictly positive. Therefore, confidence
responses in further discussions will be ranging from 1 to 11.
In general, across all conditions and stimulus sets, mean accuracy and confidence
values are positively correlated. However, compared to other conditions, the mean
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Figure 3.12: Post-learning categorization: Subject-level mean accuracy and
confidence. Mean accuracy and confidence measured in the post-learning categorization task are compared. Each panel describes the result from different experimental
conditions (see the panel title). Filled and empty circles represent the data collected
from the cluster and crosscutting stimulus sets, respectively.

confidence in the item-level plus feature-level curation condition (red, bottom center) is inflated even when participants barely responded to any categorization trials
correctly (i.e., low mean accuracy).
Figure 3.13 shows the same data but without subject-level aggregation. Box plots
in each panel compare the item-wise confidence between correct and incorrect trials.
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Figure 3.13: Post-learning categorization: Item-wise mean accuracy and
confidence. In each panel, box plots compare the confidence (y-axis) measured in
the post-learning categorization task between correct and incorrect trials (x-axis).

The positive relationship between accuracy and confidence is observed again. However, confidence levels measured in the curation conditions (yellow, red, green) are
relatively higher than in the control condition (gray). Also, we can see the increase
in confidence regardless of whether one categorized the test item correctly or not.
Although the variability of confidence levels is not fully explained yet, the observations discussed above imply that the curation mechanism would play a crucial role in
creating the across-condition differences in confidence.
The defining characteristic of personalization is the confinement of item/category
diversity. In the context of the post-learning categorization task, it means that categories of some test items may not have been presented during the learning phase.
Whether or not, or more specifically, how frequently a category has been shown during the learning phase would be an important variable to explain the performance in
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the post-learning tasks. For simplicity, we will call this frequency variable a ‘representativeness score.’ For example, if a test item belongs to a certain category ‘A,’
which has been presented 20 times during the learning phase, the representativeness
score of this item is 20.
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Figure 3.14: Confidence, accuracy, and representativeness score (cluster).
The frequency that each test item’s category has been presented during the learning
phase (‘representativeness score’; x-axis) is compared to the confidence (y-axis). Rows
and columns distinguish accuracy and experimental conditions, respectively. The
bottom two rows are two-dimensional joint density plots obtained by applying kernel
density estimation to the scatterplots on the top two rows. High-density areas are
densely colored.
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Figure 3.15: Confidence, accuracy, and representativeness score (crosscutting). The frequency that each test item’s category has been presented during the
learning phase (‘representativeness score’; x-axis) is compared to the confidence (yaxis). Rows and columns distinguish accuracy and experimental conditions, respectively. The bottom two rows are two-dimensional joint density plots obtained by
applying kernel density estimation to the scatterplots on the top two rows. Highdensity areas are densely colored.

Figures 3.14 and 3.15 illustrate the relationship between representativeness scores
and confidence values. Each figure contains (1) a set of scatterplots showing actual
distributions of the data points (top two rows), and (2) a set of heatmaps (bottom two
rows) showing the empirical density of the data points. The heatmaps were obtained
by applying two-dimensional kernel density estimation to the scatterplots. We will
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not interpret the plots for the control condition because the representativeness scores
are fixed to 16 for all test items.
In both figures, the plots for correct trials (first and third rows) reveal that, in the
personalization conditions (second, third, and fourth columns), the representativeness
scores of test items are positively correlated with the confidence scores. On the
contrary, in the results from the crosscutting set (Figure 3.15), the two variables for
incorrect trials are possibly negatively correlated with each other. This pattern is not
found clearly in the results from the cluster set (Figure 3.14). However, it is possibly
because the representativeness scores for incorrect trials were very low in general,
which makes it difficult to find out meaningful correlations.
Figures 3.14 and 3.15 reveal another problem in comparing conditions: The representativeness score has no variability in the control condition. It means that when
exploring the relationship between the representativeness score and other variables
using generalized linear models, any two-way or higher-order interaction effects including experimental conditions and representativeness scores will cause an identifiability
issue. This problem will be addressed in the following sections.

3.3.2

Generalized Linear Modeling: Accuracy

The performance in the post-learning categorization task tells us how accurately
participants learned categories. We compared the accuracy in this task across various experimental conditions and stimulus types using a generalized linear modeling
(GLM) approach.
As discussed in the previous section, the representativeness scores of all test items
in the control condition are fixed to the same value. As a result, if the control
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condition is included in the model, any two-way or higher-order interaction effects
between experimental conditions and representativeness scores will cause the model
identifiability issue. Therefore, we conducted the GLM analysis in this section with
two steps. Therefore, we conducted the GLM analysis in this section with two steps.
First, to compare the control and other conditions, we fitted simpler models only with
low-order interaction effects that do not include the interaction between experimental
manipulations and representativeness. We next fitted more complex models with
higher-order interaction terms after excluding the control condition from the dataset.
The best model is chosen among the candidate models in each step by comparing
their Akaike Information Criterion (Akaike, 1974) values.

Model index
A1
A2
A3
A4
A5
A6
A7

Variables
Experimental conditions (5 levels)
+ Stimulus types (2 levels)
+ Two-way interaction
A1 + Representativeness (continuous)
A2 + Stimulus types × Representativeness
(=A1)
(=A2)
(=A3)
All main, two-way, and three-way
interaction effects

Note

Control: Excluded
Control: Excluded
Control: Excluded
Control: Excluded

Table 3.1: Candidate models for the analysis of accuracy in the post-learning categorization task.

Table 3.1 shows the list of logistic regression models that we fitted with increasing
complexity. In Models A1 and A4, all main and interaction effects between experimental conditions and stimulus types are considered. Models A2 and A5 add the
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main effect of representativeness. Furthermore, A3 and A6 include the interaction
between stimulus types and representativeness. Lastly, Model A7 can be seen as a full
model considering all possible main and interaction effects between three variables.

600
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Increase in AIC

With the control condition
Without the control condition
Model with the lowest AIC

0

200

7500
6500

AIC

8500

800

When evaluating A4-A7, we excluded data collected from the control condition.

A1 A2 A3 A4 A5 A6 A7

A1 A2 A3 A4 A5 A6 A7

Models

Models

Figure 3.16: Comparison between accuracy models. Akaike information criterion (AIC) values were evaluated and compared across logistic regression models.
(Left) Raw AIC values were plotted. (Right) The increase in AIC was evaluated with
respect to the model with the lowest AIC (empty circles). Gray and black dots represent the models fitted with the control condition (A1-A3) and those fitted without
the control condition (A4-A7), respectively.

Figure 3.16 compares the AIC values across seven model variants. The result
indicates that A3 and A7 are the best models fitted with and without the control
condition, respectively. Although the estimated coefficients are reported separately,
we will primarily focus on the accuracy predicted by the model variants. The reasons
are twofold. First, the fitted models may be highly complex when trying to interpret
the coefficients one by one. Second, we have already achieved the goal of evaluating
higher-order interaction effects using AIC values. Therefore, we would like to avoid
the interpretation of individual coefficients based on the null-hypothesis testing.
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Stimulus Condition
(Intercept)
T
AL
cAS
cOS
cRS
T
T
T
T
T
Rp.
(Intercept)
T
AL
cAS
cOS
cRS
×

AL
cAS
cOS
cRS

Rp.

Estimate Std. Error z-value p-value
-0.3975
0.1077 -3.6914
2e-04
-0.7290
0.1470 -4.9583
0.0000
-0.1272
0.1213 -1.0488
0.2943
-0.8745
0.1289 -6.7838
0.0000
-0.5467
0.1286 -4.2504
0.0000
-0.1955
0.1294 -1.5111
0.1308
×
0.0787
0.0040
19.643
0.0000
0.2404
0.1656
1.4510
0.1468
0.7261
0.1740
4.1731
0.0000
0.7531
0.1731
4.3512
0.0000
0.2144
0.1739
1.2327
0.2177
×
-0.0264
0.0055 -4.8011
0.0000
Representativeness score of the test items
Cluster, Control, zero representativeness
Stimulus set: Crosscutting
Condition: Active learning
Condition: Curated item + Active feature sampling
Condition: Curated item + Curated feature order
Condition: Curated item + Random feature order
A continuous variable was added

Table 3.2: Estimated regression coefficients and test statistics of Model A3

Tables 3.2 and 3.3 present the regression coefficients of Models A3 and A7, respectively. Although more details of the models will be discussed using the model
prediction of accuracy, some main effects are noteworthy. First, the increase in the
representativeness score is positively associated with a higher log odds ratio (i.e.,
P (correct)
). Second, in general, participants’ accuracy in the categorization task
log 1−P
(correct)

is predicted to be lower when they learned the crosscutting set.
Figure 3.17 illustrates the model prediction by Models A3 (top) and A7 (bottom),
respectively. In addition to the mean prediction, shaded areas represent one standard error intervals. Note that part of the predictions made by the active learning
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Stimulus Condition
(Intercept)
T
cAS
cOS
cRS
T
T
T
T

cAS
cOS
cRS

T
T
T
Rp.
(Intercept)
T
AL
cAS
cOS
cRS
×

cAS
cOS
cRS
cAS
cOS
cRS

Rp.

Estimate Std. Error z value p-value
0.4201
0.3497
1.2014
0.2296
-1.2656
0.5042 -2.5100
0.0121
-1.5463
0.3702 -4.1766
0.0000
-1.4290
0.3702 -3.8599
1e-04
-1.1767
0.3695 -3.1845
0.0015
×
0.0186
0.0214
0.8709
0.3838
1.1166
0.5378
2.0763
0.0379
1.3049
0.5356
2.4364
0.0148
0.9507
0.5356
1.7751
0.0759
×
0.0232
0.0307
0.7557
0.4498
×
0.0489
0.0222
2.2009
0.0277
×
0.0662
0.0226
2.9329
0.0034
0.0798
0.0233
3.4297
6e-04
×
-0.0384
0.0320 -1.1972
0.2312
×
-0.0525
0.0323 -1.6263
0.1039
×
-0.0716
0.0328 -2.1846
0.0289
Representativeness score of the test items
Cluster, Active learning, zero representativeness
Stimulus set: Crosscutting
Condition: Active learning
Condition: Curated item + Active feature sampling
Condition: Curated item + Curated feature order
Condition: Curated item + Random feature order
A continuous variable was added

Table 3.3: Estimated regression coefficients and test statistics of Model A7

conditions (blue) was plotted using dotted lines to alert the possibility of extrapolation that is not supported well by the data. Representative scores were only rarely
observed in these areas (see Figures 3.14 and 3.15).
Categorization accuracy increases as the representativeness of the presented item
becomes higher. In other words, if the category of a test item has been presented
frequently during the learning phase, a participant is more likely to make a correct
categorization decision.
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Figure 3.17: Model prediction: Accuracy. The model prediction of accuracy
is plotted as a function of stimulus sets (panels; left: cluster, right: crosscutting),
conditions (color; see the legend), and representativeness scores (x-axis). Top and
bottom rows correspond to the output of Models A3 and A7, respectively (see Table
3.1). Shaded areas represent the one standard error interval of the prediction. In the
active learning condition, only the region within the 2.5%-97.5% percentile interval
of the representativeness score was plotted so that we can avoid extrapolation that is
not supported by data.

Also, overall predicted accuracy is higher in the cluster set conditions than in the
crosscutting condition. Unlike the cluster set in which all eight categories are separated with no implicit structure, the crosscutting set can produce erroneous responses
due to its branching patterns. Going back to the example of the phylogenetic tree,
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distinguishing butterflies and pigeons is an easy task, but distinguishing female and
male pigeons would be more difficult.
Apparently, the effect of experimental conditions interacts with stimulus types. In
the cluster set results from A3 (top left), the control condition allows the highest accuracy, which is followed by the active learning (order), curation plus random feature
order (orange), item-level plus feature-level curation (red), and curation plus active
sampling (green) conditions. This order is roughly preserved in A7 (bottom left) as
well. However, in the cross-cutting set results, the difference in accuracy is obscured
between conditions, even after excluding the control conditions and incorporating
higher-order interactions (A7; bottom right).

3.3.3

Generalized Linear Modeling: Confidence

To compare the confidence across experimental conditions, we fitted cumulative
ordinal logit models that address dependent variables on the ordinal scale appropriately (Bürkner & Vuorre, 2019). Treating Likert-scale measurements as metric
variables (i.e., variables on an interval or ratio scale) has been a popular approach in
psychology. However, this can cause serious problems in interpreting results, including false positives, false negatives, and the inverted direction of effects in cross-group
comparison (Liddell & Kruschke, 2018). The use of ordinal regression models can
avoid these problems, and therefore, is more preferred in our case in which confidence
is evaluated using the 11-point Likert scale.
A cumulative ordinal regression model assumes that the dependent ordinal variable Y is determined by classifying a latent continuous variable Ỹ (for the discussion
on other types of ordinal regression models, see Bürkner & Vuorre, 2019). By using
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a logit model, we assume that the latent scores Ỹ associated with individual observations follow a logistic distribution. The name of a logistic distribution originates
from the fact that its cumulative distribution function is a logistic function:
F (x; µ, s) =

1
,
1 + exp − (x − µ)/s


and the associated probability density function is

exp − (x − µ)/s
f (x; µ, s) = h
i2

s 1 + exp − (x − µ)/s
given a location parameter µ and a scale parameter s. A logistic distribution is
known to have fatter tails compared to the normal distribution with the same scale
parameter (i.e., standard deviation).
Simply saying, in a cumulative logit model, a linear combination of independent
variables plus a logistic noise constructs the latent score, which is mapped onto one
out of K ordinal responses based on K − 1 thresholds on the continuum of the latent
scores. Our goal is to estimate (1) regression weights that determine Ỹ , and (2) the
thresholds that map Ỹ to ordinal responses Y , although the thresholds are typically
not the main interest of researchers.
We fitted 11 cumulative logit models of increasing complexity to investigate the
contribution of experimental manipulations and other within-subject variables. Table
3.4 shows the list of candidate models. The first five models (C1-C5) included the
control condition. The remaining six models (C6-C11) excluded it and investigated
higher-order interaction effects between experimental conditions and representativeness scores.
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Model index
C1
C2

C3

C4

C5
C6
C7
C8
C9
C10
C11

Variables
Stimulus types (2 levels)
+ Experimental conditions (5 levels)
+ Accuracy (2 levels)
+ Two-way interactions
A1 + Three-way interaction
Stimulus types (2 levels)
+ Experimental conditions (5 levels)
+ Accuracy (2 levels)
+ Representativeness
+ Stimulus types × Experimental conditions
+ Accuracy × Representativeness
C3
+ Stimulus types × Representativeness
+ Stimulus types × Accuracy
+ Accuracy × Representativeness
C4
+ Stimulus types × Conditions × Accuracy
(=C1)
(=C2)
(=C3)
C3 + All two-way interactions
C9 + All three-way interactions
C10 + Four-way interaction

Note

Control:
Control:
Control:
Control:
Control:
Control:

Excluded
Excluded
Excluded
Excluded
Excluded
Excluded

Table 3.4: Candidate models for the analysis of confidence in the post-learning categorization task.

Models C1, C2, C6, and C7 focused on explaining the confidence only with stimulus types, experimental conditions, and accuracy. Model C3 incorporated the representativeness score and assumed that between-subject variables (i.e., stimulus types,
conditions) and within-subject variables (i.e., accuracy, representativeness) do not
interact. Models C4 and C5 intended to incorporate other interaction terms, but
any term including stimulus types and representativeness simultaneously had to be
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excluded. Lastly, Models C9, C10, and C11 included all interaction terms with in-
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creasing complexity at the cost of the control condition data.
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Figure 3.18: Comparison between accuracy models. Akaike information criterion (AIC) values were evaluated and compared across logistic regression models.
(Left) Raw AIC values were plotted. (Right) The increase in AIC were evaluated
with respect to the model with the lowest AIC (empty circles). Gray and black dots
represent the models fitted with the control condition (C1-C5) and those fitted without the control condition (C6-C11), respectively.

Figure 3.18 compares the AIC values across 11 model variants. The result indicates
that C5 and C10 are the best models fitted with and without the control condition,
respectively. In general, we need at least three-way interaction effects to explain
the differences in confidence between experimental groups. Rather than interpreting
the estimates of the regression coefficients within each model, we will compare the
accuracy predicted by the models. The estimates and test statistics can be found
from Tables D.2 and D.3 in Appendix D.
Figures 3.19 and 3.20 show the predicted probability of confidence scores by Model
C5. Uncertainty in the prediction (i.e., standard error) was omitted for visual clarity.
Confidence scores are plotted after applying the logit transformation and differently
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Figure 3.19: Model prediction: Confidence probability (C5). The probability
of confidence scores is plotted as a function of conditions (column), stimulus sets, accuracy (row), and representativeness scores (x-axis). Confidence scores are differently
color-coded, from blue (1) to high (11). One standard error interval was omitted for
visual clarity. In the active learning condition, only the region within the 2.5%-97.5%
percentile interval of the representativeness score was plotted using bold lines.

color-coded from blue (1) to red (11). If the red line occupies a higher position
compared to other lines given a certain x value, it means that a participant is likely
to produce higher confidence scores.
In both figures, it is difficult to find differences in the accurate trials, especially
between control and curation conditions. Also, the key to detecting overconfidence
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Figure 3.20: Model prediction: Confidence probability (C10). The probability
of confidence scores is plotted as a function of conditions (column), stimulus sets, accuracy (row), and representativeness scores (x-axis). Confidence scores are differently
color-coded, from blue (1) to high (11). One standard error interval was omitted for
visual clarity. In the active learning condition, only the region within the 2.5%-97.5%
percentile interval of the representativeness score was plotted using bold lines.

is to show that a participant is highly confident even when one is making a wrong
decision. Therefore, we focus on the rows for incorrect trials.
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When the control condition is compared with other conditions (Model C5; Figure
3.19), a participant is more likely to produce higher confidence scores in the personalization conditions (second, third, and fourth columns). This trend is observed more
clearly when a test item is coming from the category that has not been presented
during the learning phase (i.e., low representativeness scores). The only exception
is the condition showing curated items with random feature order in the cluster set
(second row, second column). The probability profile in this condition is very similar
to the control condition.
When the control condition is excluded (Model C10; Figure 3.20), the difference
between passive-sampling conditions (left two columns) and active-sampling conditions (right two columns) becomes apparent. When a curated participant is still
allowed to sample features by oneself (third column), the effect of overconfidence diminishes as the representativeness score increase in the cluster set (second row) but
not in the crosscutting set (fourth row). Overall, the condition with item-level plus
feature-level curation (second column) is the only setting that consistently shows the
evidence of overconfidence regardless of the stimulus set.
Lastly, Figure 3.21 shows the confidence scores predicted by Models C5 (top two
rows) and C10 (bottom two rows). The confidence score with the highest probability
in Figures 3.19 and 3.20 was chosen as the model prediction. Although the curves for
accurate trials (green) suffer from the ceiling effect, the differences between conditions
can be found clearly from inaccurate trials (red). Overall, the confidence scores
predicted for the ‘doubly curated condition’ (third column) are higher than those
for other conditions. The other two curated conditions also tend to show higher
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Figure 3.21: Model prediction: Confidence levels. The confidence score with the
highest predicted probability is plotted as a function of conditions (column), stimulus
sets (row), and representativeness scores (x-axis). Green and red lines represent
accurate and inaccurate trials, respectively. In the active learning condition, only the
region within the 2.5%-97.5% percentile interval of the representativeness score was
plotted using bold lines.

confidence scores at low representative scores, but this effect interacts with stimulus
types.
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3.4

Results: Same-different Task

In this section, we will discuss the representational changes induced by the learning
phase based on the results of the same-different task.

3.4.1

Descriptive Analysis

As discussed in Section 3.1.6, a comparison between the category stereotypes and
the corresponding internal representation relies on the modified RV (mRV) coefficient
(Smilde et al., 2009). We used the slider response as a substitute of the ‘distance’
measurement between the stimuli presented on each trial to derive the internal category representation. The slider position was linearly mapped onto the interval of
[0, 100], where the left extremity (i.e., the ‘same’ response) corresponds to zero. Then
we constructed an (8 × 8) distance matrix whose diagonal elements are zero and all
other (i, j) (i 6= j) elements are the slider location collected by comparing the centroids of categories i and j. Finally, we derived the two-dimensional multidimensional
scaling (MDS) solution using this distance matrix.
The mRV coefficients were evaluated between (1) the MDS solution obtained by
the previous step, and (2) a matrix whose i-th row is the six-dimensional feature vector
of the centroid of category i. Note that the RV coefficient and its modifications can
compare two matrices with different numbers of columns. We used the R package
MatrixCorrelation to compute the mRV coefficient.
Figure 3.22 shows the distributions of the mRV coefficients across different experimental conditions and stimulus sets. Higher mRV coefficients mean that the internal
representation constructed by the distance matrix is more similar to the actual distribution of categories. In the cluster set (panel A), the mRV coefficients do not
80
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Figure 3.22: Modified RV coefficients. Box plots of the modified RV (mRV)
coefficients are plotted, which are superimposed by actual coefficients (filled circles).
Experimental conditions are differently color-coded (see the legend).

show significant differences across conditions. On the contrary, in the crosscutting
set (panel B), the mRV coefficients in the curation conditions (yellow, red, green) are
relatively lower than those in the control (blue) or active learning (blue) conditions.
This observation would imply that the latent representation developed in the curation conditions is less correlated with the actual relationship between the category
centroids.

3.4.2

‘Binary’ Responses in the Continuous Same-different
Task

However, the slider data also suggested that at least some participants may have
treated the continuous measurement of this same-different task like a binary choice
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and rarely considered responses between the two extremities. To investigate the possibility that the low mRV coefficients are caused by the binary-like response patterns,
we compared the distance matrix of each participant with a hypothetical counterpart
that assumes binary-like responses.
Suppose that a participant follows a binary response scheme with which all slider
responses are either 0 (‘perfectly same’) or 100 (‘completely different’). In that case,
the distance matrix will consist of diagonal elements equal to zero and off-diagonal
elements equal to the maximum value allowed to the slider response (i.e., 100). The
dissimilarity between the distance matrices based on the participants’ responses and
that based on the binary response scheme was evaluated by the root mean square
distance between their lower triangle elements:
v
u
28
1 X
1 u
t
(zi − 100)2
dz =
100 28 i=1

(3.7)

where z = (z1 , · · · , z28 )T is a vector consisting of the lower triangular elements of the
participant’s distance matrix. The root mean square distance was scaled again by
dividing it by 100 so that the final output would have a value between zero and one.
Due to the nature of the variable used to define this distance measure, dz is
maximized when a participant provides a distance matrix with off-diagonal elements
that are equal to zero. On the contrary, if a participant provides reasonable estimates
of the distance between the category centroids, the resulting distance matrix will have
off-diagonal elements that are not close to zero. Therefore, we should not expect that
dz ’s will be distributed around one. dz under the assumption that a participant can
perfectly recover the distance between the category centroids can be calculated as
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follows:
dz∗

v
u
28
u1 X
 ∗
1
t
=
z − max(z∗ )
∗
max(z ) 28 i=1 i

2

(3.8)

where z∗ is an analogue of z constructed by the category centroids in the cluster or
crosscutting set. With the perfect recovery assumption, d∗z is 0.379 for the cluster set
and 0.455 for the crosscutting set.
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If the distance matrix is perfectly recovered

Figure 3.23: Distance between the participant’s distance matrix and the
‘binary’ response scheme. The root mean square distance between the distance
matrix collected from participants and the hypothesized distance matrix assuming
binary responses (i.e., ‘perfectly same’ or ‘completely different’) was evaluated across
experimental conditions and stimulus sets. Box plots of the distance are plotted,
which are superimposed by actual values (filled circles). Gray horizontal broken lines
represent the distance expected if a participant has recovered the distance matrix
perfectly.

Figure 3.23 shows the distributions of dz ’s across different experimental conditions
and stimulus sets. Low values of dz suggest that participants have responded to the
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same-different task as in a binary choice task. Overall, participants’ slider responses
are more similar to the binary response scheme when compared to the ideal assumption (gray horizontal broken lines). In the cluster set (panel A), the distributions
of dz ’s do not show significant differences across conditions. On the contrary, in the
crosscutting set (panel B), dz values are relatively lower in the curation conditions
(yellow, red, green).

Control

Curated Item +

Curated Item +

Curated Item +

Random Feature Order

Curated Feature Order

Active Feature Sampling

Active Learning

τ = 0.095

τ = 0.174

τ = 0.021

τ = −0.111

τ = −0.189

τ = 0.274

τ = 0.312

τ = 0.158

τ = 0.463

0.0

0.4

Cluster

0.0

0.4

0.8

Crosscutting

Distance from
the binary response scheme

0.8

τ = −0.126

0.0

0.4

0.8

0.0

0.4

0.8

0.0

0.4

0.8

0.0

0.4

0.8

0.0

0.4

0.8

Absolute modified RV (vs. Prototypes)

Figure 3.24: Similarity to the binary response scheme and modified RV
coefficients. Absolute values of the modified RV coefficients (x-axis) and the distance
from the binary response scheme (y-axis) are compared across experimental conditions
and stimulus sets. The Kendall rank correlation coefficient (i.e., Kendall’s τ ) between
them is provided at the top left corner of each panel.

Figure 3.24 shows that the degree to which one relies on the binary response
scheme is correlated with the mRV coefficients in some conditions. In each panel, the
distance of the participant’s slider response from the binary response scheme (y-axis)
is compared against the absolute mRV values (x-axis). Most curation conditions (and
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the active learning condition with the crosscutting set) show a positive correlation
(Kendall’s τ ) between them.

3.4.3

Between-condition Comparison

The purpose of the same-different task is to test whether participants in the curation conditions can recover the category representation that is less similar to the
ground truth provided by the category centroids, compared to other control or active
learning conditions. To this aim, we compared the mRV coefficients, which suggests
the similarity between the ground truth and the participant’s representation, across
different conditions.
As mRV coefficients are not compatible with the assumption of normality, we
conducted the Wilcoxon-Mann-Whitney test with a one-sided alternative hypothesis
and the Bonferroni correction. In the Wilcoxon-Mann-Whitney test given two independent samples X and Y , the null hypothesis is that X and Y comes from the
same distribution (Hollander, Wolfe, & Chicken, 2014). In this study, we predicted
that the mRV coefficients would be larger in the control condition compared to other
curation conditions. This led us to use a one-sided alternative hypothesis that the
mean location of the mRV coefficient is greater in the control condition than in other
curation conditions.
Among all possible 20 null hypothesis tests (i.e.,

5×4
2

condition pairs × 2 stim-

ulus sets), we focused on the comparison between the control condition and three
curation conditions. Given the base significance level α = 0.05, a test must have a
p-value smaller than αBonferroni = 0.05/(3 × 2) = 0.00833 to reject the null hypothesis. Although it is difficult to observe ties from a continuous variable in general, the
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Stimulus
Cluster

Crosscutting

Condition
Curated item
+ Random feature order
Curated item
+ Curated feature order
Curated item
+ Active feature sampling
Curated item
+ Random feature order
Curated item
+ Curated feature order
Curated item
+ Active feature sampling

Test statistic

p-value

220

0.301

185

0.661

211

0.389

244

0.121

252

0.082

253

0.079

Table 3.5: Test statistics of the Wilcoxon-Mann-Whitney test for the same-different
task data.

data from our experiment had tied values, possibly because of the participants who
shared the same binary response scheme. In this case, the R implementation of the
Wilcoxon-Mann-Whitney test applies the normal approximation by default.
Table 3.5 shows the result of the Wilcoxon-Mann-Whitney test. None of the
tests successfully rejected the null hypothesis given the corrected significance level
αBonferroni = 0.00833. Although Figure 3.22 suggested that personalization of the
learning sequence might distort one’s internal representation, the current dataset
failed to provide evidence supporting this alternative hypothesis.

3.5
3.5.1

Discussion
Sampling Behavior, Accuracy and Overconfidence

The results showed that participants in the curation conditions tend to be overconfident about their categorization decision even when they are making wrong choices.
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This trend was evident especially when a test item came from categories that a participant has never or rarely seen during the learning phase (i.e., less representative
items). The inflated confidence gradually decreases when a test item is from frequently encountered categories (i.e., more representative items).
That said, this curation effect is likely influenced by the complexity of the environment (i.e., underlying structures of the stimulus set) and the differences in personalization methods. If categories are arbitrarily distributed without any underlying
structure (i.e., cluster), participants who were exposed to curated items but randomized feature sampling barely showed the evidence of high confidence in incorrect trials.
Their confidence profile was similar to that of the control-group participants.
On the other hand, if categories are created based on the crosscutting tree structure, overconfidence observed from some participants did not disappear even when
the test items came from categories they had learned well. This interaction was
found from the active-sampling curation condition where participants were exposed
to curated items but allowed to sample features as they wanted. At this cost, the magnitude of the inflated confidence observed with less representative items was weaker
compared to other curation conditions.
The only condition that showed the strong overconfidence effect consistently was
the one where both items and feature presentation order were personalized based
on the sampling profile. Although the overconfidence disappeared more quickly in
the cluster set as test items became more representative, participants were still more
likely to be confident in both stimulus sets when they encountered less representative
test items.
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3.5.2

Same-Different Task

In this experiment, we used a modified version of the same-different task where a
slider-based continuous response replaced keyboard presses. One of the major issues
that led us to deviate from a conventional setting of the task was the reliability of the
response time measurement. In addition to the online-based format of the experiment
where participants can be easily distracted, the complexity of the stimuli increased
the time required for making the decisions. For these reasons, we made a continuous
measurement representing the degree of belief that the presented stimuli are from the
same category serve as a distance measure instead of the response time data.
This reformatted same-different task revealed an issue that some participants produced ‘binary’ responses in this task. Considering the experimental setting in which
participants can be exposed to biased subsamples of learning materials, the binary
responses provided by learners may reflect the participants’ true state of knowledge
about the stimulus set. However, if the participants in the control condition can generate binary responses, the distortion in the latent representation caused by curation
may not be the only driving force of this irregular response pattern.
A critical confounding factor is that the interpretation of ‘the degree of belief’
that two stimuli come from the same category may have been clearly different across
participants. Figure 3.25 illustrates this problem by using a hypothetical example
consisting of 240 items from six categories. Depending on how participants interpret
the meaning of the continuum of the slider task, the degree to which the two presented items are different can be represented on completely different positions on the
scale. The light gray triangles represent the case where a participant interprets the
continuum as an expression of different degrees of similarity. On the other hand, the
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Adjacent but different

Distant

Interpretation of
the continuum
Similarity
Same

Different

Same

Different

Same vs. Different

Figure 3.25: Possible interpretations of the same-different task based on a
continuous measurement. In the two-dimensional multidimensional scaling representation of the items (top row), categories are color-coded differently.

dark gray triangles represent the opposite case where participants only perceive the
two extremities of the continuum meaningfully.
Our expectation is that the degree of belief gradually changing on the continuum
would be translated into the similarity between the two stimuli. In this case (light
gray triangles in Figure 3.25), if a stimulus pair consists of members from categories
that are adjacent to each other in the stimulus space (‘Adjacent but different’), the
response will be closer to the ‘same’ side. On the contrary, if the presented stimuli
are coming from distant categories (‘Distant’), the slider will move toward the end of
the ‘different’ side.
However, some participants can only focus on the two ends of the slider (dark
gray triangles in Figure 3.25), regardless of the instruction stating that they were
allowed to place the slider between the two extremities. If the presented stimuli are
not coming from the exact same category, these participants will move the slider
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toward the end of the ‘different’ side, regardless of the relative distance between the
items (or equivalently, the categories represented by the presented items).

Interpretation of
the continuum

Distance Matrix

Multidimensional
Scaling

Similarity

Same vs. Different

Instantaneous
Pattern Matching

Figure 3.26: Representation of the items based on different interpretations
of the same-different task. According to how a participant interprets the continuous measurement in the modified same-different task, the distance matrix constructed
by the data (middle column) and the corresponding multidimensional scaling solution
(right column) can be different. In the visualization of the distance matrices, darker
colors mean higher values (i.e., large distances between items).
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Different interpretations of the continuous same-different task drastically change
the ‘internal representation’ that we aimed to recover, as illustrated in Figure 3.26
created using the same hypothetical example. If one interprets the continuous samedifferent task practically as a binary-choice task, the distance matrix will manifest a
block-diagonal-like structure (middle center). It ends up losing detailed information
about the pair-wise distances that should have been preserved if the continuum was
interpreted as a measurement of similarity (top center). The resulting MDS solution
(middle right) does not reflect the relationship between items (or categories).
In addition, the binary response scheme is not the only strategy that participants can use. Regardless of whether participants have understood the environment,
they may have responded by using instantaneous dimension-by-dimension pattern
matching, instead of using their category knowledge updated throughout the learning phase. For example, a participant may have counted the number of dimensions
in which features seem different (possibly based on a certain threshold) and used this
value as a rough estimate of the pairwise distance. (Note that this approach can be
seen as an approximation of the city-block distance between items.) Although the
MDS solution produced by this strategy (bottom right) would not be identical to
the similarity-based counterpart (top right), it still reflects the relative relationship
between categories to a degree.
In summary, it is not impossible that the MDS solutions constructed based on
participants’ responses may not reflect their knowledge about categories. Therefore,
it is risky to interpret the result of the same-different task in this study without
careful reflection.
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Chapter 4: A Model-based Explanation of Personalized
Learning

In this chapter, we propose model-based explanations of personalized learning
and associated representational changes. As a learning component, we first discuss
the recent dynamic extension of exemplar-based category learning models, namely
the Adaptive Attentional Representation Model (Galdo et al., 2021). Given this
starting point, we build up additional components for feature encoding, inferences
with partially encoded features, and item-level active learning.

4.1

Model of Representational Learning

We use the Adaptive Attention Representation Model (AARM; Galdo et al., 2021)
as the model of learners in this study. AARM explains category learning based on
the instance-based approaches of learning and automatization (Logan, 1988; Nosofsky, 1986). In addition, compared to the traditional Generalized Context Model
(GCM; Nosofsky, 1986), it also employs temporal changes in memory (Turner, 2019;
Turner, Van Zandt, & Brown, 2011) and attention (e.g., Kruschke, 1992; Love et al.,
2004) to fully realize dynamics of trial-level learning. Lastly, AARM addresses how
a learner pursues efficient use of cognitive resources for attentional learning, which
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is implemented as various simplicity-inducing bias. We will explain mathematical
specification of AARM’s components throughout this section.

4.1.1

Memory and Similarity Evaluation

Exemplar-based learning models such as GCM and ALCOVE (e.g., Kruschke,
1992; Nosofsky, 1986), which are proposed based on the instance theory of cognition,
assume that each experience is encoded, stored, and retrieved independently from
other experiences (Logan, 1988). AARM also follows these assumptions and uses
a memory structure similar to that of GCM. At trial t, a N × D matrix Xt =
[xi,j ](i=1,··· ,N ; j=1,··· ,D) represents a set of N stored exemplars, the rows of which consist
of the feature vectors of the items presented on previous trials, xi ’s (i = 1, · · · , N ).
From here, the subscript t refers to the trial index.
Another principle of exemplar-based categorization models is that similarity between a presented probe et and the stored exemplars Xt predicts the category membership of the probe. When evaluating the pairwise similarity between et and rows
of Xt , we will assume that the distance between them is computed using a city-block
distance metric. A dimension-wise attention weight vector αt = (αt,d )(d=1,··· ,D) determines the contribution of each dimension by amplifying or weakening the difference
between features on a certain dimension. In addition, a memory strength matrix
Mt = [mt,i ] scales the similarity between the probe and any stored exemplar. The
multiplicative combination of the pairwise similarity and the memory strength weight
determines the activation of the exemplars given a probe. This process is formally
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expressed as follows:
lt,i,d = αt,d |et,d − xi,d |,
St,i = exp

−δ

D
X

(4.1)
!

lt,i,d ,

(4.2)

d=1

at,i = St,i mt,i

(4.3)

where lt,i,d is the dimension-wise distance between et and xi on dimension d, and St,i is
the similarity between et and xi influenced by the shape parameter δ that determines
the decay of the exponential function. at,i is the activation of the exemplar xi induced
by presenting et . The memory strength weight (also called the ‘temporal salience
weight’ in AARM) models temporal decay and other sequential effects of retention,
the details of which will be discussed in Section 4.1.3.
As in GCM, the probability that the probe et is a member of category c is proportional to the aggregated activation for the category c. Let an N × 1 feedback matrix
Ft = [fi ](i=1,··· ,N ) store the category label associated with rows of Xt . That is, the
i-th element of Ft , fi ∈ {1, · · · , C}, refers to the category that xi belongs to. Then,
the probability that et belongs to c is defined as follows:
PN
P (et ∈ c) =

at,i I{fi =c}
.
PN
a
t,i
i=1

i=1

(4.4)

where I{P } is the indicator function which returns one if the statement P is true
and returns zero otherwise. Although some exemplar-based categorization models
can predict both choice and response time simultaneously (e.g., Nosofsky & Palmeri,
1997; Turner, 2019), we do not consider the response time as the measurement of our
interest in this study.
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4.1.2

Gradient-based Attentional Dynamics

Like ALCOVE (Kruschke, 1992) and SUSTAIN (Love et al., 2004), AARM uses
the gradient produced by prediction error to update the attentional state over trials.
AARM is different from previous models with temporal attentional dynamics in that
it uses the gradient based on a cross-entropy loss, instead of the “humble teacher
rule.” Let pt be the one-hot-encoded category membership vector of the probe et ,
only the c-th element of which is one and all other elements are zero if et belongs to
category c. Also, let qt be the vector consisting of the predicted category membership
probability using Equation 4.4. Note that (1) both pt and qt can be understood as
discrete probability distributions, and (2) given the category label of the probe et , ft ,
only the ft -th element of pt is one. Then, the cross-entropy loss of qt with respect to
the reference distribution pt is defined as follows:
H(pt , qt ) = −

X

pt (c) log qt (c)

c∈{1,··· ,C}

= − log qt (ft )

(4.5)

where pt (c) and qt (c) refer to the c-th element of pt and qt . The output suggests that
the cross-entropy loss for classification is the negative log-transformed probability
that et is a member of category ft .
After each trial, the attention weight αt is updated using the error gradient, which
is obtained by taking a partial derivative of the cross-entropy loss (i.e., Equation 4.5):
αt+1 = αt + γα ∇α log P (ft |αt , Ft , Xt , Mt )
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(4.6)


where ∇α log P (ft | · · · ) ≡ ∇α log P (ft |αt , Ft , Xt , Mt ) =

∂
∂αt,c


log P (ft | · · · )
(C×1; c=1,··· ,C)

and γα is the learning rate parameter. Galdo et al. (2021) derived the partial derivative of the loss with respect to the attention weights as follows: For d = 1, · · · , D,
"
!
#
X
X
∂
∂
log P (ft | · · · ) =
log
at,i I{ft =fi } − log
at,i
∂αt,d
∂αt,d
i
i
!
!
X
X
1
∂
1
∂
=P
at,i I{ft =fi } − P
at,i ,
∂αt,d
∂αt,d
i at,i I{ft =fi } i
i at,i i
D
Y
∂
at,i = −δ
exp(−δlt,i,d )mt,i |et,d − xt,d |
∂αt,d
d=1

(4.7)

where lt,i,d is the dimension-wise distance between et and xi defined as in Equation
4.1. (See Galdo et al., 2021, for the complete derivation.)
In earlier studies verifying AARM (Galdo et al., 2021; Weichart et al., 2021), the
authors used gaze data to impose statistical constraints to the attentional dynamics
described above. Therefore, unlike other category learning models with dynamic
attention (Kruschke, 1992; Love et al., 2004), attentional dynamics are not simply
treated as latent variables. Although this study does not collect eye-tracking data,
dimension-wise sampling decisions can serve as a substitute.

4.1.3

Simplicity-inducing Biases

In addition to the constraint imposed by encoding decisions (i.e., gaze data) on
the attention weights, AARM pursues cognitive economy by limiting the cognitive
resources used for storing exemplars and allocating attention. The simplicity bias
in memory is realized by controlling the memory strength Mt . AARM implements
primacy and recency biases, which are both well known in memory literature, using
a weighting function proposed by Pooley, Lee, and Shankle (2011):


Nt −i+1
) (1 − η) + η
mt,i = 1 − (1 − iprimacy )(1 − recency
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(4.8)

where primacy , recency ∈ [0, 1] are weights for primacy and recency effects, η is the
lower bound of the memory strength, and Nt is the number of rows of Xt (i.e., the
number of stored exemplars).
The primacy and recency biases control the cognitive load by assuming that activation of stored exemplars reduces depending on their serial position, or in other
words, order of entry to the internal storage. The larger the value of primacy , the
better the items presented in earlier trials are remembered. Similarly, the larger the
value of recency , the better the items presented recently are remembered. We assume
that all other items presented in the middle of the experiment are less remembered,
and the probe-induced activation at,i is affected by this memory decay. η provides its
lower bound.
AARM considers two types of simplicity biases in attention: regularization and
competition. The basic motivation of regularization comes from that in statistical
inference. Regularization methods such as LASSO (Park & Casella, 2008; Tibshirani,
1996) pursue parsimony to improve the predictability and interpretability of regression
models and avoid overfitting. As this regularization pulls regression coefficients toward zero, it serves as a mechanism for selecting the most important regressors while
ignoring negligible contributions from other variables – in short, feature selection.
This is the exact same role played by attention weights in categorization models, and
hence, the regularization might provide a way to limit cognitive resources for efficient
allocation of attentional resources. In other words, imposing statistical regularization
on attention weights may lead them to be distributed more sparsely, selecting only a
subset of important dimensions.
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On the other hand, the idea of competition between activation units has been
one of the core mechanisms that enable neural computation and therefore has been
applied to cognitive models (e.g., Usher & McClelland, 2001). Given a pool of interacting activation units (e.g., accumulators in a decision model, attention weights in
a categorization model), the competition among the units allows a dominating one
to suppress activation of the others. In the context of cognitive economy, this results
in saving cognitive resources that may have been assigned to ‘unnecessary’ aspects
of the environment. Moreover, competition based on lateral inhibition makes the
dominating unit(s) more active (also known as the winner-take-all mechanism; see
O’Reilly, 1998), which may explain self-reinforcing information search and encoding.
The attentional biases are implemented by adding computational constraints to
the updating rule (i.e., Equation 4.6). As for regularization, AARM uses a Bayesian
interpretation of LASSO regularization which applies a Laplace prior to the attention
weight αt :
π(αt |λα ) =

D
Y
λα
j=1

2


exp − λα |αt,d | .

This modifies the updating rule in Equation 4.6 as follows:
αt+1

n
o
= αt + γα ∇α log P (ft |αt , Ft , Xt , Mt ) + log π(αt |λα )
= αt + γα ∇α log P (ft |αt , Ft , Xt , Mt ) − γα λα 1(D×1)

(4.9)

where λα ∈ [0, ∞) is the scaling parameter that determines the regularization penalty,
1(D×1) is a column vector consisting of D ones, and D is the dimensionality of the
feature space. Meanwhile, competition based on lateral inhibition is implemented by
a simple matrix multiplication, which modifies the updating rule (i.e., Equation 4.6)
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as follows:
αt+1 = αt + Γ∇α log P (ft |αt , Ft , Xt , Mt )
(
γα
if i = j,
where Γ = [Γij ] ∈ R(Nt ×Nt ) , Γij =
−ια otherwise

(4.10)

where Nt is the number of rows of Xt , ια ∈ [0, ∞) is the parameter representing the
strength of lateral inhibition.
Combining Equations 4.9 and 4.10, the attentional dynamics with regularization
and competition is expressed in the following form:
αt+1

h 
i
= αt + Γ ∇α log P (ft |αt , Ft , Xt , Mt ) + log π(αt |λα ) .

(4.11)

Note that the regularization method in Equation 4.9 is applied before taking matrix
multiplication with Γ because the regularization is implemented as a Laplace prior,
which must always accompany the log-likelihood function.

4.2

Partial Encoding and Attentional Reallocation

In this study, learners are allowed to encode only a subset of features, unlike
typical categorization experiments assuming that learners observe and encode all
features. One problem caused by this experimental manipulation from the perspective
of exemplar-based modeling is that the model has to evaluate the distance between
exemplars considering unobserved features to compute pairwise similarity.
To solve this problem, one might consider ignoring the dimension that includes
unencoded features when computing the similarity. Or, one can instead fix the unencoded features as a certain constant. However, these approaches cause different
problems. If you ignore the dimensions that include unencoded features, you end up

99

underestimating the dimension-wise distance between items and therefore exaggerating their pairwise similarity. If you replace unencoded features with a fixed value,
then the dimension-wise distance between items is arbitrarily determined without any
solid justification for evaluating pairwise similarity.
Turner et al. (2021) proposes a more principled approach based on similarity
evaluation with partial encoding, which originates from the idea of Estes (1994).
Equation 4.2 suggest that the pairwise similarity based on the city-block distance can
be expressed as a product of exponential similarity evaluated at stimulus dimensions.
Suppose we compare two vectors xi , xj ∈ RD . Then, the similarity between xi and
xj , Si,j , is:
Si,j := exp

−δ

D
X

!
αd |xid − xjd |

d=1

= exp

D
X

!
−δαd |xid − xjd |

d=1

=
≡

D
Y
d=1
D
Y

!
X  Y
∵ exp
ai =
exp(ai )


exp − δαd |xid − xjd |

i

exp − δli,j,d



i

Equation 4.1



d=1

If both xid and xjd exist, exp(−δ|xid − xjd |) can be evaluated without any problem. If
at least one of them does not exist due to partial encoding, we replace exp(−δ|xid −
xjd |) with a freely estimable parameter ξ ∈ (0, 1]. That is, a learner assumes that two
items may be similar to a certain degree (quantified as ξ0 ) even when the learner has
imperfect information:
Si,j =

D
Y

ξd ,

(4.12)

d=1

(


exp − δli,j,d = exp − δαd |xid − xjd | if both xid and xjd exist,
ξd =
(4.13)
ξ0
otherwise.
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Turner et al. (2021) reorganize Equation 4.13 to make the derivation of attentional gradient easier. Recall that Rd represented the binary encoding decisions for
dimensions d in Section 2.2.2. Let Rkd refer to the same binary encoding decision but
specifically for the vector xk (k = i, j). Then, Equation 4.13 is rewritten as follows:
Si,j =
=

=

D
Y

ξd

d=1
"
D
Y
d=1
"
D
Y

#

exp − δli,j,d hi,j,d + ξ0 · gi,j,d
#

exp − δli,j,d hi,j,d + ξ0 · (1 − hi,j,d )

d=1

where hi,j,d = I{Rid =1 and Rjd =1} ,
gi,j,d = I{Rid =0 or Rjd =0} .
As suggested above in Equation 4.12, ξ can be extended as a D-dimensional vector
ξ = (ξ1 , · · · , ξD )T to model the case in which a learner assumes different baseline
similarity for each dimension. However, for simplicity, we use a single parameter ξ0
for all dimensions in this study.
In addition, we assume that the activation of the exemplar xi is proportionate
to the number of dimensions encoded in both xi and the probe et . This trick limits
(f )

the influence of partially encoded exemplars. Let nt,i be the number of dimensions
encoded in both xi and the probe et . Then, the exemplar activation (Equation
4.3) and its partial derivative with respect to the dimension-wise attention weights
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(Equation 4.7) are modified as follows:
(f )

at,i

∂
at,i
∂αt,d

nt,i
=
St,i mt,i
D
!
(f )
D
nt,i Y
=
ξd mt,i ,
D d=1
!
(f )
D
∂ nt,i Y
=
ξj mt,i
∂αt,d D j=1
!
#
" (f )
nt,i Y
∂
ξd
ξj mt,i ·
=
D j6=d
∂αt,d
#
" (f )
!
#
"

nt,i Y
∂
=
ξj mt,i ·
exp − δli,j,d hi,j,d + ξ0 · (1 − hi,j,d )
D j6=d
∂αt,d
!
#
"
#
" (f )

nt,i Y
∂
ξj mt,i ·
exp − δαd |xid − xjd | hi,j,d
=
D j6=d
∂αt,d
" (f )
!
# 


nt,i Y
=
ξj mt,i · exp − δαd |xid − xjd | hi,j,d
D j6=d

∂
− δαd |xid − xjd |
∂αt,d
" (f )
!
# 


nt,i Y
=
ξj mt,i · exp − δαd |xid − xjd | hi,j,d (−δ|xid − xjd |).
D j6=d
×

4.3

Encoding Mechanisms: Attention-based Approaches

A learner encodes features of a presented item and stores them in the memory. Gaze data are a typical measurement that represents overt attention (Deubel
& Schneider, 1996) and have been investigated in categorization studies (e.g., Blair,
Watson, Walshe, & Maj, 2009; Rehder & Hoffman, 2005a, 2005b). However, eye
movement is not typically collected in the environment in which personalization algorithms are implemented. Instead, traditional measurements such as mouse clicks are
more common. Although AARM (Galdo et al., 2021) includes the generative model
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that explains fixation data, dimension-wise encoding decisions in this experiment is
not a perfect analogue of gaze due to the task design and therefore must be explained
by separate models that approximate feature encoding.
That said, simple probabilistic decision rules can serve as a good starting point.
Here we assume that the attention weight for one dimension is directly translated
into the encoding probability but without normalization. Let Rd (d = 1, · · · , D) a
Bernoulli random variable representing the encoding decision for dimension d at the
current trial. Then, the probability of encoding a presented feature on dimension d
can be defined by the logistic transformation of the attention weight:
P (Rd = 1|α, θloc , θslope ) =

1


1 + exp θslope (αd − θloc )

(4.14)

where θslope is the parameter that determines the steepness of a logistic curve, and
θloc is the parameter for specifying the attention weight value that maps onto the
probability of 0.5.

4.4

Self-driven Curation: An Attention-driven Explanation

In addition to the mechanism for feature-level sampling, an active-learning agent
requires another mechanism for category-level exploration. This process will also be
implemented based on the logic of AARM’s attentional dynamics, similarly to Section
4.3.
The major reason that we propose an attention-based exploration mechanism is
a problem of sampling costs in the optimal experimental design (OED) principle,
which is a typical modeling approach for active learning and exploration. OEDbased information sampling methods require the evaluation of utility considering all
possible combinations of possible queries and anticipated observations, or in other
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words, forward search (Nelson, 2005). Although some eye-movement models in this
principle consider sampling costs to define a stopping rule (Braunlich & Love, 2021;
Nelson & Cottrell, 2007), they do not typically take the cost for executing forward
search into account. Depending on how you interpret and conceptualize the sampling
cost, the OED principle can be the worst strategy in terms of cognitive economy.

4.4.1

Category-level Attention

The Theory of Visual Attention (TVA; Bundesen, 1990), which was inherited by
the Instance Theory of Attention and Memory (ITAM; Logan, 2002), provides a hint
for implementing category-level attention. In a visual attention problem where an
agent requires to classify a given object x into one of the candidate categories (e.g.,
‘target’, ‘distractor’), TVA and ITAM suggest that this categorization relies on the
strength of decision evidence. A common expression of the evidence for classifying
an object x to category i, v(x, i), is
v(x, i) = η(x, i)βi wx

(4.15)

where η(x, i) is the raw sensory evidence for supporting the decision, βi is the decisionwise bias, and wx is the probe-wise weighting factor. (We will ignore the probe-wise
weights wx from here as it plays no role in the model.) The raw evidence η(x, i) is
often defined as similarity between x and stored instances in category i (e.g., Equation
4.2).
ITAM interprets the bias parameter βi as attention to categories. As dimensionwise attention weights stretch or shrink the scale of stimulus dimensions and therefore
influence the psychologically perceived difference between exemplars, β’s can emphasize or weaken the contribution of probe-exemplar similarity to category decisions.
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In the active learning condition, we assume that learners rely on β’s to decide a
category to study on the next trial. Learners can choose only one category per trial,
unlike multi-step sampling decisions made within each trial, which leads us to use the
Luce choice rule:
P (“sample one item from category i”) = P

βi
j∈C

βj

(4.16)

where C refers to the set of all candidate categories in the task.

4.4.2

Gradient-based Attentional Dynamics

As in the case of dimension-wise attention, a mechanism for guiding attentional
reallocation across categories needs to be defined. Again, we apply the same principle
of gradient-based optimization – particularly the AARM’s implementation that relies
on the cross-entropy loss (Galdo et al., 2021). This specification suggests that a
learner will try to learn about categories to minimize the error, at least during the
learning phase.
Going back to the notation of AARM with partial encoding, the probability of
predicting that a probe et is a member of category c is as follows:
PN

at,i I{fi =c}
,
PN
i=1 at,i

(f )  D
nt,i Y
=
St,i mt,i βfi
D d=1

P (et ∈ c|αt , βt , Ft , Xt , Mt ) =
at,i

i=1

where α is the dimension-level attention vector, β is the category-level attention
vector, F is the feedback matrix that contains category labels of the stored exemplars
X, and M is the memory weight matrix. at,i is the activation of the i-th exemplar on
trial t, and fi is the category label of the i-th exemplar.
105

The updating rule for category-level attention weights is derived using gradientbased optimization:
βt+1 = βt + γβ ∇β log P (ft |αt , βt , Ft , Xt , Mt ),


∂
log P (ft | · · · )
,
where ∇β log P (ft | · · · ) =
∂βt,c
(C×1; c=1,··· ,C)
"
!
#
X
X
∂
∂
log P (ft | · · · ) =
log
at,i I{ft =fi } − log
at,i
∂βt,c
∂βt,c
i
!i
X
∂
1 X
1
at,i I{ft =fi } − P
=P
∂βt,c
i at,i I{ft =fi } i
i at,i i

(4.17)

∂
at,i
∂βt,c
(4.18)

where γβ is the learning rate parameter for category-level dynamics. Similarly as in
the derivation by Galdo et al. (2021), the attentional dynamics relies on the partial
derivative of exemplar activation with respect to the category-level attention,
!
(f )
n
∂
∂
t,i
at,i =
St,i mt,i βfi
∂βt,c
∂βt,c D
!
(f )
nt,i
∂
St,i mt,i ·
βf
=
D
∂βt,c i

∂
a :
∂βt,c t,i

(f )

nt,i
St,i mt,i I{fi =c}
=
D

(4.19)

The derivation suggests that exemplar activation itself (excluding the category-level
attention) influences the dynamics of category-level attention.
Simplicity-inducing biases such as competition and regularization can be applied
to the category-level dynamics as discussed in Section 4.1.3. Equation 4.17 will be
modified as follows:
n
o
βt+1 = βt + Γ ∇β log P (ft |αt , βt , Ft , Xt , Mt ) + log π(βt |λβ )
where Γ is a matrix whose diagonal elements are the learning rate parameter γβ and
off-diagonal elements are the negative lateral inhibition rate parameter −ιβ .
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!

A potential issue that has not been addressed yet is that β influences exemplar
activation as well. Therefore, βc increasing explosively or decreasing toward zero may
cause a significant problem in the model behavior. Moreover, unlike feature sampling
in which multiple dimensions are allowed to be queried, a participant can choose only
one category per trial. From this perspective, normalizing β such that the sum of its
elements becomes one seems reasonable. For stability of the model behavior, we add
another constraint that the sum of βc ’s (c = 1, · · · , C) is fixed to one:
βt+1,c
.
βt+1,c ← PC
i=1 βt+1,i

4.5

(4.20)

Self-driven Learning: An Optimal Experimental Design
Approach

Compared to the attention-based mechanisms discussed above, a utility-based
normative approach is more common in modeling information sampling in categorization and concept learning tasks (e.g., Braunlich & Love, 2021; Nelson & Cottrell,
2007; Yang, Lengyel, & Wolpert, 2016). Studies on Bayesian optimal experimental
design (OED) provide theoretical bases of this approach. Originally, OED methods
have been proposed to help researchers search for the stimulus that is most informative to parameter estimation, model comparison, and prediction (Cavagnaro, Myung,
Pitt, & Kujala, 2010; Myung & Pitt, 2009; Ryan, Drovandi, McGree, & Pettitt, 2016;
Smucker, Krzywinski, & Altman, 2018). An OED algorithm evaluates the informativeness or usefulness of stimuli or design candidates – often called utility – and selects
the one with the highest utility. The algorithm searches for the optimal experimental
sequence that serves the purpose of the target utility (e.g., parameter estimation,
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model discrimination, prediction) either before the experiment starts or sequentially
as experimenters collect data.
Normative cognitive models based on the OED principle treat objects or features
in the task as ‘design candidates’ and assume that an active sampling process within
a given task is guided by their utility (also called sampling norm). The choice of
sampling norm is left to researchers’ theoretical perspectives and decisions (for a
review, see Nelson, 2005). Expected information gain or mutual information, the
information-theoretic measure of utility, is one of the most common choices (e.g.,
Nelson & Cottrell, 2007; Yang et al., 2016). However, a more general type of utility
that does not rely on any specific theoretical perspectives can also be used (Braunlich
& Love, 2021; Körding, 2007).
To provide a normative standard that can be compared to the attention-based
mechanisms introduced above, we discuss a different modeling approach using the
principle of OED that explains both category-level and feature-level search processes.
In this study, mutual information will be the utility function of our main interest (Cavagnaro et al., 2010; Yang et al., 2016). Specifically, we apply the Adaptive Design
Optimization (ADO; Cavagnaro et al., 2010; Myung, Cavagnaro, & Pitt, 2013), which
has been proposed originally as a sequential Bayesian design optimization method, to
explain self-driven exploration of categories. Also, for self-driven feature exploration,
we modify the Bayesian active sensor (BAS) algorithm (Yang et al., 2016) that explains how the next fixation point is determined on a visual space. We can connect the
two approaches seamlessly due to the assumption that the “artificial agent” in these
models is a Bayesian learner. Also, the nature of these models relying on mutual
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information as their utility functions makes combining these two approaches more
justifiable.
Although the model discussed in this section is built upon the previous work that
has been proven successfully, a caveat must be given to readers, especially regarding
the application of ADO. First, ADO has been applied to situations where queries
are defined on a continuous variable for optimizing experiments using parametric
cognitive models, unlike our case in which queries are nominal variables. Therefore,
the application discussed here may not be the best possible implementation of the
OED principle. Also, we had to impose a strong assumption about a Bayesian learner
due to the scalability of the problem, which is relatively well justified in this study
but could be questionable to some readers.

4.5.1

Assumptions on the Bayesian Learner

An active learner must have a model of the environment associated with the
learner’s goal, regardless of whether it is parametric (e.g., Bahg et al., 2020; Cavagnaro
et al., 2010) or nonparametric (e.g., Chang, Kim, Zhang, Pitt, & Myung, 2021). In
this study, we assume that a learner is interested in the center µc = (µc1 , · · · , µcD )T
of category c (c ∈ {1, · · · , C}) in a feature space. The learner computes mutual
information that can be obtained by exploring each category and chooses one of the
higher mutual information. Once category c is chosen to be studied, an item i is
randomly selected among the members of category c. Then, the learner computes
mutual information again with respect to feature dimensions and chooses dimensions
to encode. A series of dimension-level sampling decisions within a trial serves as
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a query q = (q1 , q2 , · · · )T (qi ∈ {1, 2, · · · , D}), and the learner observes features,
fi(c) ∈ RD , accordingly.
Assumptions on the Prior
For simplicity, I introduce assumptions about the mutual-information-based active
learning model as follows. The first set of assumptions determines the shape of the
prior:
Assumptions on the OED-based Active Learning (1): Prior
• 1A. Each category can be represented by an independent, unimodal
probabilistic distribution.
• 1B. Specifically, the mean location of the categories are assigned
Gaussian-process priors:

µc ∼ ND 0, K(q, q) ∀c ∈ {1, 2, · · · , C}
(4.21)
where 0 is a D-dimensional vector consisting of zeros, and K(q, q) is an
‘identity’ covariance
 function with respect to queries made at different
time points, q = qi ∈ {1, · · · , D} i = 1, · · · , t , defined as


K(q, q) = k(qi , qj ) ij ,
(
1 if qi = qj
k(qi , qj ) = I{qi =qj } =
(4.22)
0 otherwise

Here we assume that the mean location of the categories is a D-dimensional function and can be modeled as a Gaussian process. The choice of the Gaussian process
prior was for developing a seamless connection between the category-level exploration
component and the Bayesian active sensor (BAS) algorithm (Yang et al., 2016) for
feature sampling. More details of the feature sampling component will be discussed
in Section 4.5.3.
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In a Gaussian process modeling framework (Williams & Rasmussen, 2006), we
can infer the shape of a function nonparametrically by using the association of collected inputs and outputs (in our case, queries and associated observations) under
the assumption that the function is expressed as a multivariate Gaussian distribution
with the mean and covariance function. The key of Gaussian process modeling is how
you define the covariance function (also known as the ‘kernel’), which constrains the
relationship between different input-output associations.
The covariance function is the biggest difference between the original BAS algorithm and the Bayesian observer model in this study. In the BAS algorithm, ‘queries’
were spatial locations, each of which has a spatial correlation to each other. To reflect this relationship between queries, the covariance function assumed that spatially
nearby points are more likely to share similar output values, which is very common
in Gaussian process modeling. However, in this study, queries are abstract feature
dimensions (e.g., size, brightness, orientation). Although each dimension can occupy
different spatial locations in the stimulus, there is no justification for imposing the
assumption of spatial correlation between dimensions. Therefore, the most important
issue in modeling the category centroid is whether or not observations collected at
different moments are from the same queries, which is formalized as a simple identity relationship (i.e., Equation 4.22). Also, given this assumption, the covariance
function in the Gaussian process prior (Equation 4.21) reduces to an identity matrix
I:
µc ∼ ND (0, I).

(4.23)

Note that the assumption of Gaussian process priors has been adopted due to
practical reasons – mostly to take advantage of the overall model structure of BAS
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and the closed-form solution of Bayesian posterior updating (Yang et al., 2016, also
see Section 4.5.3), which helps model implementation. Due to the nature of the unconventional covariance function that requires independence across feature dimensions,
function modeling based on Gaussian processes itself does not have a substantial
meaning from a theoretical perspective.
Assumptions on the Observations
The second set of assumptions determines the observation model:
Assumptions on the OED-based Active Learning (2): Observation
• 2A. Class of the distribution: Items in each category are normally distributed.
• 2B. Isotropic covariance matrix: Feature dimensions are uncorrelated.
Also, all dimensions share the same observation noise.
• 2C. Standard deviation: σf serves as a perceptual noise.

Based on the assumptions 2A-2C, the observation model is derived as
fi(c) ∼ ND (µc , σf2 I).
Assumptions on the Posterior
Lastly, the third set of assumptions determines the updating procedure:
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(4.24)

Assumptions on the OED-based Active Learning (3): Updating
• 3A. Posterior of the category mean: Given a set of queries with respect
to an item from category c, q(c) , and the associated observations, f(c) ,
the posterior of the category mean (denoted µ̃c ) is updated as follows:

µ̃c ∼ ND µ∗c , Σ∗c

−1
where µ∗c = K(q∗ , q(c) ) K(q(c) , q(c) ) + σf2 I f(c) ,
−1

Σ∗c = K(q∗ , q∗ ) − K(q∗ , q(c) ) K(q(c) , q(c) ) + σf2 I K(q(c) , q∗ ),
and q∗ = (1, 2, · · · , D)T .
• 3B. Posterior predictive distribution: Based on 3A, the posterior predictive distribution of category c is
fi(c) ∼ ND (µ∗c , Σ∗c + σf2 I).

The most important characteristic of this updating procedure is that each dimension is updated independently because of the ‘identity’ kernel (Equation 4.22).
Observations in one feature dimension do not affect the posterior of the others. Also,
any unobserved dimension will not be updated.
One more issue in the currently discussed model of category means is that we
don’t expect to find centers beyond the range of the observed features. This constraint
should impose upper and lower bounds to the range of the elements of µc ’s and makes
both prior and observation models truncated normal distributions. However, we
prioritize the advantage of the closed-form solution of the posterior distribution, which
comes from the assumption of Gaussian likelihood (Equation 4.24) and Gaussian prior
(Equation 4.21).
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4.5.2

Category-level Selection

In this model, we evaluate the utility of learning about category c by computing
its mutual information. The implementation of this approach follows the grid-based
Adaptive Design Optimization (ADO; Cavagnaro et al., 2010; Myung et al., 2013).
ADO is proposed as a Bayesian method for optimizing the experimental design in
real-time, but its information-theoretic nature allows it to serve as a cognitive model
of active learning as well. Specifically, both the expected information gain model in
active learning (e.g., Nelson, 2005) and ADO in optimal experimental design research
rely on the mutual information or expected information gain. The mutual information
is defined as
I(Θ; Y |d) = H(Θ) − H(Θ|Y, d)
≡ H(Θ) − Ep(y|d) H(Θ|y, d)
" Z
# " Z Z
#
= − p(θ) log p(θ)dθ − −
p(θ|y, d) log p(θ|y, d)dθdy , (4.25)
which is the difference between the Shannon entropy of the parameter or hypothesis
random variable Θ, H(Θ), and the conditional entropy of Θ when a choice d and
associated observations Y were made, H(Θ|Y, d). In ADO for parametric models,
the mutual information for design d∗ serving as a global utility, denoted U (d∗ ), is
specified as follows (Myung et al., 2013):
∗

p(θ|d1:t , y1:t , d∗ , y ∗ ) ∗
p(y |θ, d1:t )p(θ)dθdy ∗
p(θ|d
,
y
)
1:t 1:t
y ∗ ∈Y θ∈Θ
X
1
p(θ|d1:t , y1:t , d∗ , y ∗ ) ∗
≈
log
p(y |θ, d1:t )p(θ)
Ng θ,y∗
p(θ|d1:t , y1:t )

U (d ) =

Z

Z

log
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(4.26)

where d1:t and y1:t represent the previously presented designs and associated responses,
d∗ and y ∗ are the design candidate and expected responses, and θ is a generic expression of model parameters. The second line of Equation 4.26 shows the discrete
approximation of U (d∗ ) with Ng grid points.
In our normal-distribution model of category means, each category c serves as
‘design candidate’ and features f ∈ RD are observations. Each category has a separate
normal model, and choosing a category in the learning process results in updating the
model of the selected category. For a category c∗ , the mutual information is computed
by
∗

p(µc∗ |fI(ci =c∗ ;i=1,··· ,t) , f ∗ ) ∗
p(f |µc∗ )p(µc∗ )dµc∗ df ∗
∗
∗
p(µ
|f
)
∗
c
I(ct =c ;i=1,··· ,t)
f ∈F µc∗ ∈M
p(µc∗ |fI(ci =c∗ ;i=1,··· ,t) , f ∗ ) ∗
1 X
≈
log
p(f |µc∗ )p(µc∗ )
(4.27)
Ng µ ∗ ,f ∗
p(µc∗ |fI(ct =c∗ ;i=1,··· ,t) )
Z

Z

log

U (c ) =

c

∗

where I(ct = c ; i = 1, · · · , t) is an indicator function to find out the trials on which
the category c∗ was selected for learning. Given Equation 4.27, the category to be
explored on the next trial is determined by
ct+1 = argmax U (c∗ ).

(4.28)

c∗

In addition, we consider a weight parameter wlag associated with the category-wise
sampling lag lc to prevent a certain category from not being sampled. Equation 4.28
is modified by incorporating the sampling lag as follows:


ct+1 = argmax U (c∗ ) + wlag lc∗ .

(4.29)

c∗

The lag variable lc is initialized as zero at the beginning of the experiment, increases
by one when category c is not selected, and set to zero again when a category is
chosen. As wlag increases, the lag becomes more important than the utility and all
categories are guaranteed to be sampled equivalently.
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4.5.3

Feature-level Search

Given the representation of category centroids, the learner generates queries and
selects the feature to be encoded. This process is also explained by mutual information, as Yang et al. (2016) suggested. Let Yt be the set of attended dimensions
(i.e., previously made queries) and observed feature values over during trial t. Also,
Y (c) = {q(c) , f (c) } is the set of fixated dimensions and observations regarding category
c for all previous (t − 1) trials.
At trial t, the dimension-wise utility u(q ∗ |Yt ) (q ∗ ∈ {1, 2, · · · , D}) expresses the
mutual information obtained by attending to a dimension q ∗ given within-trial observations Yt , which is defined as follows:
u(q ∗ |Yt ) = H(c|Yt ) − EP (f ∗ |q∗ ,Yt ) H(c|f ∗ , q ∗ , Yt )

(4.30)

where the H(c|Yt ) is the entropy of the category prediction with the current observations Yt , and EP (f ∗ |q∗ ,Yt ) H(c|f ∗ , q ∗ , Yt ) is the conditional entropy when a dimension q ∗
was attended. In short, Equation 4.30 computes the reduction of uncertainty in category predictions by observing a feature on the dimension q ∗ . However, this equation
is difficult to compute because it requires integration over a continuum.
Consider the following two facts. First, u(q ∗ |Yt ) is the conditional mutual information between c and f ∗ given the within-trial observation Yt and the query d∗ (denoted
I(c, f ∗ |d∗ , Yt )). Second, mutual information is symmetric (i.e., I(X, Y ) = I(Y, X)),
and so is conditional mutual information (i.e., I(X, Y |Z) = I(Y, X|Z)). Based on
these facts, we can rewrite Equation 4.30 with lower computational burden (Houlsby,
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Huszár, Ghahramani, & Lengyel, 2011; Yang et al., 2016):
u(q ∗ |Yt ) = H(c|Yt ) − EP (f ∗ |q∗ ,Yt ) H(c|f ∗ , q ∗ , Yt )
(c)

= H(f ∗ |q ∗ , Yt ) − EP (c|Yt ) H(f ∗ |q ∗ , Yt )

(4.31)

We can further rewrite Equation 4.31 so that it will be expressed by a limited
number of terms:
(c)

u(q ∗ |Yt ) = H(f ∗ |q ∗ , Yt ) − EP (c|Yt ) H(f ∗ |q ∗ , Yt )
X
1
=
P (f ∗ |q ∗ , Yt ) log
∗
P (f |q ∗ , Yt )
f∗
XX
(c)
P (c|Yt )P (f ∗ |q ∗ , Yt ) log
−
c

=

f∗

"
X X
f∗

−

c



(c)

P (f ∗ |q ∗ , Yt )


(c)
∗ ∗
P (c|Yt )P (f |q , Yt ) log P

XX
c

1

(c)

c

(c)

P (c|Yt )P (f ∗ |q ∗ , Yt ) log

f∗

#

1
P (c|Yt )P (f ∗ |q ∗ , Yt )
1
(c)

P (f ∗ |q ∗ , Yt )
(c)

∵ P (f ∗ |q ∗ , Yt ) = EP (c|Yt ) P (f ∗ |q ∗ , c, Yt ) = EP (c|Yt ) P (f ∗ |q ∗ , Yt )



where
(c)

P (f ∗ |q ∗ , Yt ) = N (f ∗ |µ̃c , Σ̃c ),
−1 (c)
(c) 
(c)
(c)
µ̃c = K(q ∗ , q1:t ) K(q1:t , q1:t ) + σf2 f1:t ,
−1
(c) 
(c)
(c)
(c)
Σ̃c = K(q ∗ , q ∗ ) − K(q ∗ , q1:t ) K(q1:t , q1:t ) + σf2 K(q1:t , q ∗ ) + σf2 ,
(c)

q1:t = (q(c) , qt ),
(c)

f1:t = (f (c) , ft ),
qt = (queries made during the previous sampling steps on trial t),
ft = (observed features during the previous sampling steps on trial t),
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P (Yt |c)P (c)
,
∗
∗
c∗ P (Yt |c )P (c )

P (c|Yt ) ≡ P (C = c|Yt ) = P
P (Yt |c) = N (ft |µc(t) , Σc(t) ),


−1
µc(t) = K(qt , q(c) ) K(q(c) , q(c) ) + σf2 I f (c) ,
Σc(t) = K(qt , qt )
−1

− K(qt , q(c) ) K(q(c) , q(c) ) + σf2 I K(q(c) , qt ) + σf2 I,
P (c) = 1/(the total number of categories) ∀c ∈ {1, 2, · · · , C}.
Note that the evaluation of u(q ∗ |Yt ) requires at least one observation because qt
and ft should exist from the beginning of each trial. For this reason, we assume that a
learner always sees a fixation mark at the beginning, which is treated as a (D + 1)-th
“hidden” dimension. Therefore, qt = (D + 1) and ft = (an arbitrary constant) when
a trial is initialized. This initial “query” is not reflected in updating the posterior
distribution of category means, which prevents the fixation mark from biasing the
sampling process due to a completely task-irrelevant noise.
Also, to make the sampling process constrained along the task structure, we impose additional constraints:
Feature-level sampling constraints
• 4A. Sampling without replacement: The same dimension cannot be sampled multiple times within a trial.
• 4B. Sampling costs: A learner samples a decision only when the utility u(q ∗ |Yt ) is higher than the sampling cost z(q ∗ ). (For simplicity, we
assume that z(q ∗ ) is same across all dimensions.)

Let Qt is a set of previously made queries within the trial t. Then, given the set
of dimension-level utility u(q ∗ |Yt ) and the sampling cost z(q ∗ ), the next dimension to
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be sampled, q̃, is determined as follows:

q̃ = argmax u(q ∗ |Yt ) − z(q ∗ )
q∗

for any q ∗ ∈ {1, 2, · · · , D} \ Qt and u(q ∗ |Yt ) > z(q ∗ )

(4.32)

However, if all possible q’s do not satisfy the assumptions 4A and 4B, feature sampling
is terminated.

4.5.4

Numerical Integration

The definition of utility measures discussed in the previous sections suggest that
numerical integration is required if observed features are continuous variables. This
problem is relatively easier to handle in the dimension-level feature sampling process
because the numerical integration is performed for each feature dimension separately.
However, in the category-level exploration, all possible features in the D-dimensional
space must be integrated.
It is common in the practice of ADO to define a grid space representing the expected observations and parameters {Y, Θ} for computing mutual information (e.g.,
Bahg et al., 2020; Myung et al., 2013). The biggest problem of the strict grid-based approach is the curse of dimensionality – the number of grid points increases explosively
according to the number of dimensions in {Y, Θ}. This issue is particularly critical in
our active-learning case because both the category mean µc and the observed features
f are D-dimensional vectors, resulting in a 2D-dimensional grid space for computing
mutual information. If we assume six-dimensional stimuli and put ten grid points per
dimension, the total number of grid points required for ADO is 1012 points, which is
unreasonably large. Although the model with a closed-form posterior updating rule
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can help reduce the computational burden in computing Equation 4.27, this trick
does not alleviate the difficulty in numerical integration on a high-dimensional space.
As a remedy, we use quasi Monte Carlo (QMC; Dutang & Savicky, 2013; Leobacher
& Pillichshammer, 2014) samples to replace the grid-based approximation. QMC
sequences offer deterministic samples that are more evenly spaced within an interval
compared to random samples and therefore are more representative. Therefore, the
QMC samples can lead to more stable numerical integration with a relatively smaller
number of grid points.
In addition, adjusting the coverage of the QMC samples can help improve the
estimate of the mutual information when the posterior is constrained enough (e.g.,
Bahg et al., 2020). As observations accumulate and posteriors get constrained, some
grid points might end up having posterior densities that are close to zero. The term
p(µc∗ ) in Equation 4.27 suggests that the utility evaluated at a grid point with the low
posterior density will eventually be close to zero, and therefore will not contribute to
summation significantly. The basic motivation of dynamic adjustment of the QMC
samples is to make the active learning algorithm more efficient by minimizing the
number of grid points that do not contribute to numerical integration due to low
posterior densities.
If the posterior distribution does not have a closed-form solution and therefore
must be estimated via MCMC sampling or variational inference, shrinking the coverage of the grid space is a risky choice. It is because the space might end up excluding
its subregions that could have given us plausible candidates of the parameter estimates. However, as our model of category locations has the closed-form solution of
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updating, it is safe to narrow down the coverage of the QMC samples over trials
without any risk of missing other possible candidates of mean locations.
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Chapter 5: Simulation

How can formal models of human adaptive learning explain and predict the dynamic learning affected by the curator? This chapter discusses the simulation experiment that mimics the curator-learner interaction using computational cognitive models. Adaptive Attention Representation Model (AARM; Galdo et al., 2021) serves
as the model of representational learners, while the simplified modification of the
‘Personalization-as-classification’ method (Covington et al., 2016) proposed in Section 2.2 is used as the curation method. Although our discussion will focus mostly on
the simulated behavior of AARM, the Bayesian active learner model will be compared
with it as a representative of the information-theoretic models of active search and
learning.

5.1
5.1.1

Design and Procedure
Design

Table 5.1 describes the design of the simulation experiment. Simulated learners
will provide the data for (1) the control condition in which all features must be sampled and encoded, (2) the curation condition in which partial encoding is allowed and
stimuli are determined by the external curator, and (3) the active learning condition
where learners can choose a category to study, in addition to feature sampling. In
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Model
Adaptive
Attention
Representation
Model

Feature sampling only

Active feature sampling +
Active category exploration
Bayesian active learner

No ξ0
ξ0
ξ0
ξ0
ξ0

= 0.1
= 0.9
= 0.1
= 0.9

Condition
Control
(Perfect encoding)
Item-level curation
Active learning
Active learning

Table 5.1: Design of the simulation experiment.

addition, the Bayesian active learner model will be compared as an implementation of
the standard modeling approach based on the optimal experimental design principle.
In the simulation experiments, we will mainly focus on the effect of item-level curation compared to the control condition in which participants observe all features of
randomly presented stimuli. As discussed in Section 4.3, encoding decisions based on
the logistic transformation of attention weights are assumed to explain the sampling
behavior across all three feature-level manipulations. Even though incorporating the
sequential sampling mechanism may be crucial to understand how curated learners
accept or reject to encode information (e.g., Blair et al., 2009; Braunlich & Love,
2021; Rehder & Hoffman, 2005a; Yang et al., 2016), we leave the extension of AARM
for future work.

5.1.2

Procedures: AARM

For the AARM simulation, 100 simulated learners replicated the experiment with
a 128-trial learning phase and another 32-trial post-learning categorization task. The
control condition showed the training set consisting of 32 items randomly, repeating
the cycle four times. In the curation condition, we used the curator’s mapping variable
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B trained for the behavioral experiment to guide the simulated learning sequence. In
the active learning conditions, a variant of AARM with category-level attention was
used. Table 5.2 lists the parameter values used for the simulation experiment.

Parameter
α0

Component

Control

γα
λα
ια

Initial attention weights
Internally assumed
dimension-wise similarity
when features are
only partially encoded
Primacy/recency weight of
the memory function
Lower bound of
the memory function
Learning rate (dimension)
LASSO penalty (dimension)
Inhibition weight (dimension)

γβ

Learning rate (category)

λβ

LASSO penalty (category)

ιβ

Inhibition weight (category)

θslope
θloc

Logistic function: Slope
Logistic function: Location

ξ0

pri/rec
η

Curated

Active
Learning

1
N/A

0.1 or 0.9

0.1 or 0.9

0.99
0.1
exp(−3) ≈ 0.05
exp(−4) ≈ 0.018
exp(−7) ≈ 0.0009
exp(−4)
N/A
N/A
≈ 0.018
exp(−5)
N/A
N/A
≈ 0.0067
exp(−8)
N/A
N/A
≈ 0.00034
3
1

Table 5.2: List of parameter values used for AARM simulation. AARM: Adaptive
Attention Representation Model. N/A: Not applicable.

5.1.3

Reconstructing the Latent Representation

As discussed regarding the same-different task, mental representations of the environment changing over time is one of our main interests in this study. Therefore, we
attempted quantification of the internal representations using the learning sequence
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exposed to each learner. The basic idea is as follows: When the whole stimulus set
is mapped onto the multidimensional scaling (MDS) space derived by the individual
learning sequence, the similarity between the mapped stimuli and the ground truth
(i.e., two-dimensional MDS solutions of the stimulus set) will tell us how correct the
developed internal representation has been developed over the course of learning.

Encoded exemplars

Multidimensional
scaling

Learner’s
representation

Test set

Landmark
MDS

Mapped test set

Multidimensional
scaling

Ground truth

Figure 5.1: An illustrative example of comparison between learned internal
representations and the true relationship between stimuli. To compare the
test items and a simulated learner’s internal representation, multidimensional scaling
(MDS) first constructs a low-dimensional embedding space of stored exemplars. Using
these exemplar embeddings as ‘landmarks’, the landmark MDS method (de Silva &
Tenenbaum, 2004) maps the test items onto the subject-wise embedding space. The
similarity between the mapped items and the ground truth (i.e., original item vectors)
can be directly evaluated by using RV coefficients and visualized by comparing the
MDS solutions.
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Figure 5.1 illustrates this approach using an example where a learner was exposed
to a biased set of learning items. We first compute the two-dimensional MDS solution
of encoded exemplars and derive a learner’s internal representation (left). We wish
to know how a set of items (top right) whose latent embeddings are already known
(bottom right) maps onto the learner’s representation (bottom center). By doing
this, we can compare two MDS solutions with the same items, which will indicate the
difference between the characteristics of the environment and the internal representation of a learner. In this specific example, due to the bias and missing features in
the encoded exemplars, we predict that the test set mapped onto the learner’s MDS
space may not align well with the MDS solutions solely based on the items.
Landmark MDS (LMDS; de Silva & Tenenbaum, 2004) was used to map the
stimulus set onto the learner’s MDS space. LMDS, which was originally proposed to
address the scalability issue of MDS, uses a small subset of data as landmark points
and computes the MDS solution based on them. The remaining data points can then
be mapped onto this MDS space based on their distance to the landmark points. In
our case, the learned exemplars serve as landmark points.
One problem in using LMDS for this experiment is that learned exemplars are
often partially encoded in the feature-level manipulation, which creates missing values and causes issues in evaluating pairwise distances. Imputation techniques (for
a recent review, see Donders, Van Der Heijden, Stijnen, & Moons, 2006) and case
removal are the most popular options in handling missing values. As an alternative,
one could consider estimating the distance under a specific assumption on the probabilistic distribution of data points (Eirola, Doquire, Verleysen, & Lendasse, 2013).
However, if all cases (i.e., encoded exemplars) are likely to have some missing values,
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these approaches may not be reasonable. Also, most importantly, the assumptions
of imputation methods and distance estimation are made solely from the perspective of data generation, and therefore, might not be relevant to a learner’s internal
representation.
Therefore, we use a simple heuristic implemented in the R programming language
(R Core Team, 2017). When computing a distance between two vectors that include
missing values using this trick, we first compute the distance using the dimensions
with valid values. Then, the output is scaled up proportionally to the dimensionality
of the original vector. The details of this heuristic are described in Appendix C.
Although this approach is not flawless, we use this method because it does not impose
any specific assumption on the structure of data or the number of encoded dimensions
and can be applied uniformly.
Unfortunately, this trick requires that two partially informed vectors must have at
least one shared dimension where both vectors have valid values so that the method
can compute the distance. If this condition is not met, the pairwise distance between
two items cannot be computed in principle. However, the partial encoding parameter
ξ0 might provide a way to justify assuming their distance internally. It is because
high ξ0 may inflate the similarity between two partially encoded items, or in other
words, try to ignore the dissimilarity between them, and vice versa. In this simulation
experiment, given the maximum distance dM that could be computed between the
stored exemplars, the simulated learner with high and low ξ0 values filled the elements
of the distance matrix that could not be evaluated by 0.1dM and 0.9dM , respectively.
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5.1.4

Procedures: Bayesian Active Learner

Similarly as in Section 5.1.2, we simulated 20 Bayesian learners (see Section 4.5)
participating in the 128-trial learning task. The stimulus sets and parameters were
set as in the following discussions to make the Bayesian learner model function appropriately.
First, the feature values were shifted and scaled so that the prior distributions on
the cluster centroids (Equations 4.21 and 4.22) will cover them. Recall that the feature
values had been once shifted and scaled after being generated by the procedure of Saxe
et al. (2019) so that their range will be [0, 1]. However, the Bayesian learner model
assumes that the priors on the cluster centroids are ND (0, I) (Equation 4.23), which
does not capture the feature values in [0, 1] appropriately. To solve this problem,
the original feature value f ∈ [0, 1] was transformed as (f − 0.5) × 2 so that feature
values will be (at least roughly) centered at zero and spread within the ±1 standarddeviation range of the prior.
Second, we used the same sampling cost z(q ∗ ) (in Equation 4.32) and lag weight
wlag (in Equation 4.29) for all simulated stimulus sets. These parameters are assumed
to describe the characteristics of individual Bayesian learners, and therefore, to be
less influenced by the external environment (i.e., stimulus sets). Specifically, this simulation used z(q ∗ ) = 0.04 and wlag = 0.0005. Instead, the perceptual noise parameter
σf2 differs across stimulus sets as follows: σf2 = 0.045 for the cluster set, and σf2 = 0.05
for the crosscutting set.
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5.2

Results

5.2.1

Content Diversity

Considering the purpose of the personalization algorithm, whether the curator
successfully constrained the diversity of presented categories needs to be checked. To
this end, we quantified the uncertainty in the category presentation frequency using
the Shannon entropy. For each simulated experiment, the presentation probability
was calculated for each category and then summarized as the Shannon entropy as
follows:
entropycategory

8
X
p∗
p∗c
log c
=−
128 128
c=1

where p∗c is the frequency that any items from category c has been presented during
the learning phase.

Crosscutting

Condition (see the legend)

Condition (see the legend)

1.8
1.6
1.4
1.2
1

(Category Presentation)

0

Shannon Entropy

2

Cluster

Control
Curated: Low x0
Curated: High x0

Active Learning: Low x0
Active Learning: High x0
Bayesian Active Learner

Figure 5.2: AARM Simulation: Shannon entropy of the category presentation probability. Box plots summarize the Shannon entropy of the category
presentation probability for simulated participants in each experimental condition.
AARM: Adaptive Attention Representation Model.
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Figure 5.2 summarizes the Shannon entropy. Compared to the control condition (leftmost column in each panel) that always achieves the maximum entropy by
definition, curated participants are more selectively exposed to a smaller subset of
categories. On the other hand, when participants are allowed to explore categories
as they want, the entropy in this condition is similar to the control group.

Curation
(Low 𝜉! )

Curation
(High 𝜉! )

Active Learning
(Low 𝜉! )

Active Learning
(High 𝜉! )

Bayesian
Active Learner

4
3
2
1
8
1

2

3

4

5

6

7

Crosscutting

Presented Category

5

Cluster

6

7

8

Control

1

20

40

60

80

100

120

1

20

40

60

80

100

120

1

20
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60

80

100

120

1
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60

80

100

120

1
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40

60

80

100

120

1

20

40

60

80

100

120

Trials

Figure 5.3: AARM Simulation: Stimulus sequences. The category of the items
presented during the simulation experiment (y-axis) is presented against their trial
indices (x-axis). AARM: Adaptive Attention Representation Model.

Some examples of differentiated stimulus sequences are illustrated in Figure 5.3.
This figure shows the time series of the category membership of the presented items.
Compared to the control (leftmost) or active learning (fourth and fifth columns)
conditions, items are strongly biased toward 3-5 categories in the curation condition
(second and third columns). The sampling decisions from the Bayesian active learner
(sixth column) mimics the pattern observed from the control condition but seem less
noisy than other groups. It is likely because the Bayesian learner simulation used the
deterministic decision rules.
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Figure 5.4: AARM Simulation: Category-level attentional dynamics.
Category-level attentional dynamics simulated from the AARM variant for active
learning are plotted. Categories are differently color-coded. AARM: Adaptive Attention Representation Model.

Figure 5.4 describes the category-level attention weights changing over trials in
the AARM variant for active learning. Unlike the Bayesian active learner model, this
AARM variant does not rely on not the principle of optimal experimental design but
its category-level attentional dynamics driven by the prediction error. Even though
the normalization trick constrains the value of category-level attention weights, the
trajectories reflect different degrees of attention assigned to each category. Interestingly, the AARM learners with low ξ0 values tend to generate more noisy attentional
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dynamics than those with high ξ0 . The category-level attentional dynamics of the
learners with high ξ0 are stabilized in the early stage of the learning phase.
In summary, the personalization algorithm implemented in this study clearly confines the content diversity. On the contrary, the attention-driven category exploration
mechanism tends to sample categories without strong biases.

5.2.2

Attentional Dynamics and Encoded Features

Next, we discuss the attentional dynamics driven by the AARM’s learning mechanism. This section will focus on two aspects of attentional dynamics: (1) individual
differences in attentional allocation induced by curated learning, and (2) sampling
probability of each dimension evaluated by ideal simulated learners.
One way to investigate how AARM allocates attentional resources under the influence of personalization is to compare the resulting attention profiles. In the control
condition, participants are exposed to the same information (except for the item presentation order), and therefore, will develop similar attention profiles that are closer
to the optimal weights. Ideally, the attention profile obtained in this condition would
be ‘optimal’ from the perspective of error-driven learning. However, we cannot guarantee the same result if the learning sequence deviates from this controlled setting
due to the influence of the curator or self-driven learning.
Figure 5.5 shows the multidimensional scaling (MDS) solution of simulated learners based on their attention weight vectors at the end of the learning phase. In
common, attentional reallocation achieved by curated and active learners (filled and
empty circles, respectively) is significantly different from the result of the control
group. Moreover, compared to the control-group learners who form a homogeneous
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Active Learning: High x0

alpha.mds[,2]

Dimension 2

Cluster

Dimension 1

Figure 5.5: AARM Simulation: Multidimensional scaling of simulated
AARM learners based on the attention weights. Based on the attentional
weight vectors computed at the end of the learning phase, a mutidimensional scaling
solution projects simulated learners onto a two-dimensional embedding space. Experimental conditions are coded using different colors and marker types (see the legend).
AARM: Adaptive Attention Representation Model.

cluster, curated learners have much more variability in their attention profiles. Notably, the variability of the attention profiles is greater in the curated condition than
in the active learning condition. This observation suggests that personalization can
disperse learners who originally shared the same attentional state.
Then, do the AARM learners who employ error-driven attentional reallocation
successfully figure out the relevance of the stimulus dimension? To answer this question, we compared the attentional dynamics of the AARM learners to the sampling
probability of the Bayesian active learners. Recall that the Bayesian active learner
also pursues the same goal of learning the relevance of dimensions but by learning to
minimize the uncertainty in classification. If AARM achieves its goal successfully, its
attentional dynamics must resemble the encoding profile of the Bayesian learner.
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Figure 5.6: AARM Simulation: Attention weights and encoding profiles.
The heatmaps show the magnitude of attention weights changing over trials in AARM
(first three columns), juxtaposed by the dimension-wise average sampling rate obtained by the Bayesian active learner (fourth column) as a counterpart. The results
of the second and third columns come from the AARM variant that employs the
category-level search process. Dense color means higher attention weights in AARM
or higher sampling probability in the Bayesian active learner model. AARM: Adaptive Attention Representation Model.

Figure 5.6 presents the heatmaps of temporally changing attention weights (AARM)
or sampling decisions (Bayesian) averaged across simulation replicates. The dimension filled in dense colors is the one with a higher attention weight (AARM) or a higher
sampling probability (Bayesian). Overall, all three models (i.e., basic AARM, AARM
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with category exploration, Bayesian active learner) converge to similar sampling patterns. In the cluster set, Dimension 5 is considered the most informative dimension,
while Dimensions 3 and 4 are least focused or sampled by simulated learners. In the
crosscutting set, Dimension 2 is most important, followed by Dimensions 4 and 5.
Dimension 3 is the least attended dimension in this stimulus type.
Combining the results discussed so far, we can conclude that the AARM learners
can figure out the diagnostic dimensions using error-correcting attentional reallocation in the control condition (Figure 5.6). However, when they are exposed to the
personalization algorithm, many curated learners deviate from this ‘optimal’ attentional dynamics (Figure 5.5).
Then, how do the curated learners’ attention deviate from the optimal allocation?
Figure 5.7 shows the attentional dynamics of such curated learners. Personalization
can misguide learners’ attention such that less relevant dimensions would be prioritized. In other cases, personalized learning sequences can still facilitate attentional
reallocation close to the optimal setting. However, the dimension with a higher attention weight can be reinforced excessively throughout the learning process, leaving
all other dimensions ignored depending on how one translates the attention weights
into the sampling probability (third row, fourth column).

5.2.3

Categorization Test: Accuracy and Confidence

In this study, the post-learning categorization task provides important insights on
the representational learning of categories. Therefore, we analyzed the accuracy and
confidence of the simulated learners during the post-learning categorization task. For
this purpose, we operationally defined the confidence of categorization decisions as the
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P (x∗ ∈ c) log P (x∗ ∈ c).
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Shannon entropy of the predicted category membership probability. This approach

would be well justified because the Shannon entropy can express the uncertainty in

possible categorization decisions.

When a learner predicts the probability that a test item x∗ belongs to category

c ∈ {1, · · · , 8}, denoted P (x∗ ∈ c), the Shannon entropy based on the predicted

The Shannon entropy has an upper limit of 2.079 when the predicted membership
probability values are

1
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for all categories, which means that a learner has no idea

about which category the test item belongs to. Therefore, the confidence score is
defined as the distance of the computed entropy from the upper limit:
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Figure 5.8 compares the accuracy (top) and confidence (bottom) in the postlearning categorization task predicted by AARM learners. In general, curated and
active learners are less accurate when classifying test items based on their learned
representations. Compared to the baseline confidence provided by the control-group
learners, curated learners tend to be more confident about their decision. Especially,
this trend is clear when the value of ξ0 is low. On the contrary, active learners exhibit
lower confidence regardless of ξ0 .
According to the observed experimental data, the frequency that each item’s category has been presented during the learning phase – or the so-called ‘representativeness score’ – reveals more complex interactions between experimental manipulations
and learners’ performances. How would AARM explain the effect of representativeness?
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Figure 5.9: AARM Simulation: The influence of representativeness on accuracy. Mean categorization accuracy (y-axis) is compared with the representativeness
score of test items (x-axis). Each panel represents different combinations of stimulus
sets and experimental manipulations.
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When AARM-based learners finish the post-learning categorization task, we computed the mean accuracy of the test items that share the same representativeness
score. Figure 5.9 describes the relationship between the mean accuracy values (y-axis)
and the associated representativeness scores (x-axis). When compared to Figure 3.17,
the simulation results replicate the positive relationship between the representativeness scores and the mean accuracy values for curated learners. Moreover, curated
learners with high ξ0 tend to show lower accuracy even when they were advantaged
by high representativeness scores.
Figure 5.10 illustrates the relationship between the confidence levels (y-axis) and
the associated representativeness scores (x-axis) predicted by AARM learners during the post-learning categorization task. When compared to Figure 3.21 in which
the trend of overconfidence was very clear from the incorrect trials, the results of
the AARM simulation show the overall positive relationship between the representativeness scores and the confidence levels in the curation conditions. The operational
definition of confidence in this simulation experiment could be one reason that caused
this difference.
However, the simulated confidence consistently shows an irregular pattern in the
incorrect trials. The confidence level continues to decrease as the representativeness
score of the test item becomes smaller. However, when the representativeness score
approaches zero, the simulated confidence level slightly increases. In other words,
when a learner has never or rarely been exposed to certain categories, they are somewhat more confident when making categorization decisions.
Considering that the operational definition of confidence relies on the Shannon
entropy of predicted category membership probabilities, this irregular observation
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Figure 5.10: AARM Simulation: The influence of representativeness on
confidence. For each condition and stimulus set, mean confidence levels (y-axis) are
compared with the representativeness scores of test items. Green dots/lines and red
dots/lines represent correct and incorrect trials. Bold lines in the curation and active
learning conditions (second, third, fourth, and fifth columns) are the cubic smoothing
splines estimated from the data points.

seems reasonable. Any categories that have never been stored in the memory cannot be accessed and activated by the test probe. Therefore, with k(< C) missing
categories during the learning phase, the number of options (i.e., categories) of the
post-learning categorization task reduces from C to C −k. This will decrease the overall uncertainty in the probabilistic predictions of the category membership because
the k unobserved categories will never be in the learner’s consideration.
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5.2.4

Representational Change

Lastly, we compare the reconstructed latent representation within the simulated
learners. After 5, 10, 15, 20, 40, 80, and 128 trials, we mapped the test items onto the
subject-wise embedding space using landmark MDS (de Silva & Tenenbaum, 2004).
To quantify their similarity to the test items, we computed the modified RV coefficient
(mRV; Smilde et al., 2009) between the MDS solution and the feature vectors of the
test items.
Figure 5.11 compares the mRV coefficients across conditions after the learning
phase (top) or as a function of trials (bottom). Overall, the MDS solutions recovered
from the curated learners are less closer to the ground truth (i.e., the test item vectors)
compared to those from active learners. Also, learners with large ξ0 tend to develop
more accurate representations with respect to the test items. However, the timeseries plot (bottom) suggests that the curated learner will never achieve better mRV
coefficients even when they continue learning.
Figure 5.12 shows selected examples of the latent representations recovered by
this analysis. Compared to the leftmost column in which the two-dimensional MDS
solutions of the test items are plotted as the ground truth, scatter plots from other
conditions clearly show different degrees of distortion.
However, this reconstruction analysis must be interpreted with great caution. As
discussed in Section 5.1.3, this analysis made many assumptions to compute the pairwise distance between partially encoded items and apply landmark MDS. Although
the general idea that personalized learning sequences may have a risk to distort learners’ understanding of the environment may still be preserved, the degree of distortion
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Figure 5.11: Modified RV coefficients between the reconstructed representations and the test item set. Modified RV coefficients (mRV; Smilde et al.,
2009) between the reconstructed latent representations of the simulated learners and
the test item set were compared across conditions. The top row shows the result
after the learning phase is completed. The bottom row presents the mRV coefficients
averaged across 100 replicates after finishing 5, 10, 15, 20, 40, 80, and 128 trials.

quantified by mRV coefficients and visualized as in Figure 5.12 can vary depending
on how you adjust these assumptions.
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Chapter 6: Model Fitting

In this chapter, we continue our discussion on how the Adaptive Attention Representation Model (AARM, see Chapter 4; Galdo et al., 2021) explains participants’
behavior in the experiment by fitting the model to the data. The model fitting procedure will be discussed first. Then, in addition to the basic summary, estimated model
parameters will be compared with behavioral data discussed in Chapter 3.

6.1

Procedure

In this study, we only fitted AARM to the collected data. The Bayesian observer
model (Section 4.5) can indeed provide insights on the learning mechanism from
a normative perspective. However, fitting this model is computationally infeasible
because it requires massive numerical integration to evaluate the global utility for
category selection.

6.1.1

Shared Model Assumptions and Priors

Unlike other traditional categorization experiments where participants classify the
presented items, our experiment only collected dimension-wise sampling decisions in
most cases (except in the active learning condition). Considering this limitation, we

144

imposed additional constraints on model parameters, hoping that the data can inform
model parameters enough.
The original article that proposed AARM (Galdo et al., 2021) recommended setting the primacy and recency parameters (i.e., primacy , recency ) for modeling the memory weight function (Equation 4.8) as the same value. In other words, the memory
weight function is assumed to be ‘symmetric.’ The authors also suggested setting the
kernel shape parameter δ (Equation 4.2) to one.
In addition to the recommendations by Galdo et al. (2021), we imposed additional
constraints as follows. First, we fixed the initial attention weights α0 (for dimensions)
as one and β0 (for categories) as 81 . Although α0 can be the parameter of our interest
to explain initial biases caused by perceptual salience, we simplified this initialization
process to reduce the model complexity. Also, regarding the category-level attention
weights β, imposing any initial biases would not be easily justified because we assume
participants have no knowledge of the categories in the experiment. Second, we fixed
the lower bound parameter η of the memory weight function (Equation 4.8) to 0.1.
The trials with no sampled features are another concern in model fitting. We have
already excluded participants who did not sample any features for more than 13 trials
from any analyses. However, such trials still exist in the dataset occasionally due to
many different reasons (e.g., understanding of the instruction, unintended mistakes
caused by the network condition). As one of the AARM’s core mechanisms is to
update attention weights based on the prediction error, the trials without sampled
features can cause a problem when adjusting the attention parameters. Therefore, if
a participant did not sample anything, we assumed that the attentional gradient is a
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vector of zeros. In other words, the attention weights will not change except by the
effect of regularization.

Parameter
ξ0

pri/rec
γα
γβ
λα
λβ
ια
ιβ
θslope
θloc

Model Component
Internally assumed
dimension-wise similarity
when features are only
partially encoded
Primacy/recency of
the memory weight
Dimension-level learning rate
Category-level learning rate
Dimension-level LASSO penalty
Category-level LASSO penalty
Dimension-level inhibition weight
Category-level inhibition weight
Slope of the logistic function
Location of the logistic function

Support

Transformation

[0,1]

probit

[0,1]

probit

(0, ∞)
(0, ∞)
(0, ∞)
(0, ∞)
(0, ∞)
(0, ∞)
(0, ∞)
(0, ∞)

log
log
log
log
log
log
log
log

Table 6.1: Parameters of the Adaptive Attention Representation Model (AARM)
considered in model fitting.

Table 6.1 summarizes the parameters considered in model fitting. We ensured that
the optimization algorithm searched for the estimates in an unbounded real number
space by applying mathematical transformations to the parameters. If a parameter
must be strictly positive, the log-transformed value was the target of optimization.
If a parameter is bounded in [0, 1], the probit-transformed value was the target.
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We also imposed priors on each parameter as follows:
probit(ξ0 ) ∼ N (0, 12 ),
probit(pri/rec ) ∼ N (0, 12 ),
log(γα ), log(γβ ) ∼ N (−3, 42 ),
log(λα ), log(λβ ) ∼ N (−4, 22 ),
log(ια ), log(ιβ ) ∼ N (−7, 42 ),
log(θslope ) ∼ N (0, 12 ),
log(θloc ) ∼ N (0, 12 ).
The priors for dimension-level attention parameters (i.e., γα , λα , ια ) and the primacy/recency parameter (pri/rec ) were the recommendations by Galdo et al. (2021)
based on their previous model fitting practices. As for the priors for category-level
attention parameters (i.e., γβ , λβ , ιβ ) that are newly introduced into AARM, we used
the same priors suggested for the dimension-level counterparts. The prior distribution of ξ0 was set such that the prior on the original support of the parameter will
be uniform on [0, 1]. The priors on the logistic function parameters (i.e., θslope , θloc )
were set such that the mode of the priors on the original support would be located
at one.
Our biggest concern about model fitting was that sampling decisions might not
be enough to inform the model parameters. In typical categorization experiments,
participants classify the presented item among candidate category labels. This step
is crucial to evaluate one’s latent representation, which provides the probabilistic
predictions of category membership in combination with the associated feedback.
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However, due to the purpose of this study, we could not include the categorization
task and lost an important source of statistical constraints to the model.
To alleviate this problem, we used the post-learning categorization task data to fit
the model. However, the test-phase data were treated as a component for calibrating
some parameter estimates, rather than directly constraining the major part of the
model – the internal representation. When the model finishes evaluating the likelihood for the learning phase, it makes probabilistic predictions of each test item and
evaluates their likelihood. However, these test items are never stored in the model’s
memory structure, and attention parameters are also not updated during the test
phase. Therefore, the only role of the test items in this model fitting procedure is to
help the model adjust attention parameters that can explain both training and test
data. We acknowledge the concerns and risks about circular analyses (also known as
‘double dipping’; e.g., Kriegeskorte, Simmons, Bellgowan, & Baker, 2009). However,
we tried to minimize the possibility that the test items directly influence the internal
representation component while pursuing better model fits.
We estimated maximum a posteriori (MAP) estimates of the model parameters
using the Nelder-Mead method (Nelder & Mead, 1965) implemented in R (R Core
Team, 2017). The optimization algorithm was run for 15,000 iterations at maximum,
and the relative tolerance level was set to 10−11 .

6.1.2

Condition-specific Constraints

Figure 6.1 illustrates the model variants considered in this study. When AARM
is fitted to the data from the control condition, the parameter ξ0 is not used and
therefore discarded from the model (‘Reduced’ model in Figure 6.1). ξ0 represents
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Figure 6.1: Variants of the Adaptive Attention Representation Model
(AARM) applied to experimental conditions.

the hypothetically assumed dimension-wise similarity for when a feature was not
encoded in either the probe or the stored exemplars. However, participants were asked
to uncover all features in the control condition, and we assume that any uncovered
features are encoded and stored in the memory. Therefore, the partial encoding
mechanism doesn’t need to be applied here and can be removed from the model.
When AARM is fitted to the data from the active learning condition, we included all category-level attention parameters (i.e., γβ , λβ , ιβ ) to explain categorylevel search processes, as discussed in Section 4.4.1.

6.2
6.2.1

Results
Descriptive Analysis

First, we summarize the MAP estimates. Figures 6.2, 6.3, and 6.4 provide box
plots of the MAP estimates obtained from the participants in each condition. Rows
and columns represent model parameters and stimulus sets, respectively. Experimental conditions are differently color-coded within each panel (see the legend).
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Figure 6.2: MAP estimates: Logistic function parameters. (A) Top and bottom rows present the results for the slope parameter θslope (top) and the location
parameter θloc (bottom), respectively. Left and right columns represent the cluster
and crosscutting sets, respectively. The scale of the y-axis is log-transformed with
base 10. (B) Logistic functions with different θslope values are plotted. θloc is fixed to
one.

Figure 6.2 shows the logistic function parameters: the slope parameter θslope and
the location parameter θloc . These parameters are of less interest than the others, as
their role is to translate attention weights into sampling probability values. However,
high θslope indicates that the logistic function may look like a step function with a
threshold θloc , which suggests the possibility that a participant samples features based
on a strictly threshold-based, deterministic rule.
One notable difference between conditions is that the location parameter is smaller
in the control condition than the other conditions. This result is reasonable because
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the control group participants always provide complete sampling responses (i.e., uncover all six dimensions), and AARM must explain this behavior regardless of attention weights. A reasonable approach for AARM is to lower the ‘threshold’ such that
any attention weights can be translated into high sampling probabilities.
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Figure 6.3: MAP estimates: Partial encoding and memory weight parameters. (A) Top and bottom rows present the results for the partial encoding parameter
ξ0 (top) and the primacy/recency parameter pri/rec (bottom), respectively. Left and
right columns represent the cluster and crosscutting sets, respectively. Note that ξ0 is
not estimated for the control condition. (B) Memory weight functions with different
pri/rec values are plotted.

Next, Figure 6.2 summarizes the partial encoding parameter ξ0 and the memory
weight parameter pri/rec . Both parameters are relatively dispersed over their domain
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(i.e., [0, 1]), which implies the presence of significant individual differences within each
condition.
The partial encoding parameter ξ0 determines the internally assumed level of similarity when distance-based similarity evaluation becomes impossible due to partial
encoding. In general, ξ0 seems similar across all conditions in the cluster set experiment (panel A, right column). However, in the crosscutting set (panel A, right
column), ξ0 tends to increase in the ‘doubly curated’ condition (red) where both
items and feature presentation order are personalized, followed by the curated item
plus active feature sampling condition (green).
The memory weight parameter pri/rec determines the degree to which stored exemplars are activated as a function of time. With higher values of pri/rec , learners
can remember items presented at the beginning and the end of the learning sequence.
Moreover, weights for all other items between them also increase due to the influence of the primacy and recency effects (see panel B of Figure 6.3). Compared to
the control condition, the distribution of pri/rec is spread over the domain in the
‘doubly curated’ condition (red) and the curation with active feature sampling condition (green). This result might suggest that personalization of learning sequences
can induce different memory burdens, resulting in large individual differences in the
memory weights.
Figure 6.4 summarizes the dimension-level attentional dynamics parameters: the
learning rate γα , the LASSO regularization penalty λα , and the inhibition weight ια .
It is noteworthy that the range of these parameters is extremely broad compared to
the others.
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Figure 6.4: MAP estimates: Dimension-level attention parameters. Top,
middle, and bottom rows present the results for the learning rate γα (top), the LASSO
penalty λα (middle), and the inhibition weight ια (bottom), respectively. Left and
right columns represent the cluster and crosscutting sets, respectively. The scale of
the y-axis is log-transformed with base 10.

It is difficult to detect the difference between conditions due to the variability
of the estimates. However, the learning rate γα tends to be greater in the ‘doubly
153

curated’ condition (red) and the curation plus active sampling condition (green) than
the control condition.
The range of the LASSO regularization penalty (λα ) estimates seems relatively
similar across four non-control conditions (yellow, red, green, blue), which are greater
than the estimates in the control condition. The role of the LASSO penalty is to drag
the attention weights down toward zero in pursuit of sparsity. Therefore, smaller λα
in the control condition may cause relatively inflated attention weights.
The lateral inhibition weight ια realizes the sparsity of the attention weights using
the competition between dimension-wise weights. If the value of this parameter is
high, it is likely that only a smaller number of dimensions are assigned high attention
weights, while the attention for other dimensions approach zero. Overall, the control
condition has smaller ια values compared to the two curation conditions (red, green)
and the active learning condition (blue) in both stimulus sets. Therefore, the trajectories of attention weights for all dimensions are more likely to increase together in
the control condition.
Before moving further, we should clarify that the AARM variant that includes
category-level attention parameters (i.e., the learning rate γβ , the LASSO regularization penalty λβ , and the inhibition weight ιβ ) failed to find the MAP estimates. This
result does not necessarily imply that the new variant for category-level attention and
exploration cannot be fitted to the data at this moment. Section 5.2 also showed that
the new AARM variant could simulate the behavior when given appropriate parameters. However, the model behavior might still have had unresolved instability due
to the interaction between exemplar activations and category-level attention weights.
It is also possible that the search pattern was so extraordinary that the model could
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not explain it appropriately. We will not discuss any results from the new AARM
variant, leaving its improvement for future work.

6.2.2

Data Reconstruction: Sampling Behavior

We attempted to reconstruct the sampling decisions using the MAP estimates to
evaluate how well AARM explains the behavior. For each subject, we simulated the
sampling decisions and associated attentional dynamics 100 times. Both attentional
dynamics (i.e., α’s accumulated over time) and sampling decisions (i.e., a series of
Bernoulli decisions based on the logistic-transformed α) were saved for comparison.
The control condition was excluded from this simulation because participants
in this condition were asked to sample all features every trial. Also, as our main
interest was to recover sampling decisions given the fixed stimulus sequence, the
active learning data were simulated by the AARM variant without active category
exploration.
One critical issue found in this simulation is that the data from some participants suffered from exploding gradients when simulating the sampling decisions from
scratch. When fitting the model, we constrained the likelihood function such that
any parameters that make attention weights approach infinity would be rejected.
However, this trick was not enough for restricting the model behavior without the
constraint from the behavioral responses. Any simulation replicates in which attention weights approached infinity were discarded from the report. Figure 6.5 shows
the proportion of simulation replicates that were successfully completed without the
problem of exploding gradients.
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Figure 6.5: Proportion of the simulation replicates that successfully simulated attentional dynamics without exploding gradients. Dense colors represent higher success probabilities. The ‘×’ mark represents the participant whose
parameter estimates failed to simulate the sampling behavior without exploding gradients in all 100 attempted simulation experiments.

Figures 6.6, 6.7, 6.8, and 6.9 show the simulated sampling probabilities (left four
columns of each panel) and the actual sampling decisions (right four columns of each
panel). The density of colors in each cell represents the average encoding probability (model predictions) or the observed sampling decisions (data). Dense colors are
associated with higher sampling probability and actually sampled dimensions.
Overall, the quality of model predictions is far from perfect recovery. AARM
often failed to capture the dimensions where participants were paying attention to,
or sometimes assigned high attention weights to the dimension where participants
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Figure 6.6: Model predictions of the sampling behavior and data (Curated
item plus random feature order). The predictions of the sampling behavior by
the Adaptive Attention Representation Model (AARM) are compared with the data.
The x- and y-axes represent the stimulus dimensions and experiment trials. The
model predictions (left four columns of each panel) were generated by averaging the
simulation outputs that did not produce exploding attentional gradients among 100
replicates. For any case that failed to meet this criterion, a text box of ‘Gradient
Exploded’ is shown instead. The actual data are plotted in the right four columns of
each panel. Cells filled with dense colors are the trials with high encoding probabilities
(model predictions) or actually sampled dimensions (data).
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Figure 6.7: Model predictions of the sampling behavior and data (Curated
item plus curated feature order). The predictions of the sampling behavior by
the Adaptive Attention Representation Model (AARM) are compared with the data.
The x- and y-axes represent the stimulus dimensions and experiment trials. The
model predictions (left four columns of each panel) were generated by averaging the
simulation outputs that did not produce exploding attentional gradients among 100
replicates. For any case that failed to meet this criterion, a text box of ‘Gradient
Exploded’ is shown instead. The actual data are plotted in the right four columns of
each panel. Cells filled with dense colors are the trials with high encoding probabilities
(model predictions) or actually sampled dimensions (data).
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Figure 6.8: Model predictions of the sampling behavior and data (Curated
item plus active feature sampling). The predictions of the sampling behavior
by the Adaptive Attention Representation Model (AARM) are compared with the
data. The x- and y-axes represent the stimulus dimensions and experiment trials.
The model predictions (left four columns of each panel) were generated by averaging
the simulation outputs that did not produce exploding attentional gradients among
100 replicates. For any case that failed to meet this criterion, a text box of ‘Gradient
Exploded’ is shown instead. The actual data are plotted in the right four columns of
each panel. Cells filled with dense colors are the trials with high encoding probabilities
(model predictions) or actually sampled dimensions (data).
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Figure 6.9: Model predictions of the sampling behavior and data (Active
learning). The predictions of the sampling behavior by the Adaptive Attention
Representation Model (AARM) are compared with the data. The x- and y-axes represent the stimulus dimensions and experiment trials. The model predictions (left
four columns of each panel) were generated by averaging the simulation outputs that
did not produce exploding attentional gradients among 100 replicates. For any case
that failed to meet this criterion, a text box of ‘Gradient Exploded’ is shown instead.
The actual data are plotted in the right four columns of each panel. Cells filled with
dense colors are the trials with high encoding probabilities (model predictions) or
actually sampled dimensions (data). Note that the AARM variant without category
exploration was used for this simulation because the sampling decisions were simulated based on fixed stimulus sequences.
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were not sampling frequently. For example, Participant 5 in the cluster set condition
(panel A) of Figure 6.7 tends to sample Dimensions 4 and 6, but AARM instead
predicted high encoding probabilities on Dimension 5.
Another issue is that AARM cannot replicate strategic or irregular sampling patterns. For example, some participants explore many dimensions simultaneously but
suddenly shift one’s focus to only one dimension (e.g., Participant 6, Panel A, Figure
6.7; Participant 15, Panel B, 6.8). Some other participants switch their attention
abruptly to different dimensions (e.g., Participant 2, Panel B, 6.8). Similarly, participants in the active learning condition (Figure 6.9) often employ an exploration
strategy to sample a certain decision consecutively for a couple of trials and then
switch to a different one. In most cases, AARM predictions failed to address this
type of sampling behavior appropriately.
The issue of the model prediction should not be attributed solely to the model
used in this study. As suggested by Figures 6.6, 6.7, 6.8, and 6.9, the sampling
behavior captured in this experiment may be different from what can be observed from
other categorization studies. Understanding the factors causing these irregular search
patterns could help us interpret how attentional dynamics are related to information
sampling under the curated environment and improve the computational model itself.

6.2.3

Dimension-level Attentional Dynamics

Although AARM could not mimic the sampling behavior perfectly when it simulated sampling decisions from scratch, the model can still reconstruct attentional
dynamics when informed by actual sampling responses. AARM assumes that learners can adjust attention weights assigned to each stimulus dimension, and especially,
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various attentional mechanisms such as lateral inhibition and regularization promote
sparsity in the distribution of attention weights. These simplicity-oriented mechanisms can explain selective attention that emerges during the learning phase.
Sum of Attention Weights
First, we discuss the sum of attention weights over dimensions as the summary
statistics of the six-dimensional attention dynamics. Compared to many previous categorization models (e.g., Generalized Context Model; Nosofsky, 1986) that assumed
that attention weights sum to a constant, AARM does not necessarily impose this
constraint. Instead, one way to interpret the sum of attention weights assigned to
feature dimensions is the total amount of attentional resources being used for learning
categories.
Figure 6.10 compares the sum of attention weights between different experimental
conditions and stimulus sets. Gray and red lines represent individual participants
and the median weights. The range of the y-axis was truncated to [0, 60] due to
inflated attention weights, which can be seen as a forewarning of exploding gradients.
Although some of the plotted curves show high-frequency oscillations, the sum of
attention weights is stabilized after 128 trials in many cases. However, the sum of
attention weights estimated from many control-condition participants keeps increasing until the end of the learning phase. Note that this observation has been expected
from part of the simulation results as illustrated in Figure 5.7 and also reflects low
regularization and inhibition parameters in the control condition as in Figure 6.4. If
we accept to interpret the sum of attention weights as the total amount of attentional
resources being used at the moment, we can probably say that curated participants
or active learners are in general more parsimonious in utilizing their mental resources.
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Figure 6.10: Sum of attention weights. Each panel shows the sum of attention
weights (y-axis) changing over trials (x-axis) estimated by the Adaptive Attention
Representation Model (AARM). The range of the y-axis is truncated to [0, 60] due to
extraordinarily inflated attention weights in some conditions. Gray and red lines represent individual participants in each condition and the median weights, respectively.
Experimental conditions (column) and stimulus sets (row) are separately plotted.

That said, the interpretation of the attention weights in the control condition
is very risky because the data may not be suitable to provide enough statistical
constraints. Therefore, we exclude the control condition from our consideration from
here. (For a more detailed discussion on the control condition, see Section 6.3.1.)
Selectivity of Attention Weights
Next, we quantified the selectivity of attention, or in other words, the degree
to which a smaller number of dimensions dominate the others in terms of attention
weights by the Shannon entropy. Given the recovered attention weight vector αt =
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(αt,1 , · · · , αt,D )T , the Shannon entropy of αt is defined as follows:
entropyα = −

D
X
d=1

αt,d
αt,d
log PD
.
PD
i=1 αt,i
i=1 αt,i

Lower entropy values suggest that the participant is assigning higher attention weights
only to a fewer number of dimensions.
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Figure 6.11: Shannon entropy of attention weights. Each plot shows the Shannon entropy of attention weights (y-axis) changing over trials (x-axis) estimated by
the Adaptive Attention Representation Model (AARM). Gray and red lines represent
individual participants in each condition and the median entropy, respectively. Experimental conditions (column) and stimulus sets (row) are separately plotted.

Figure 6.11 illustrates the Shannon entropy of attention weights compared across
experimental conditions and stimulus sets. Gray and red lines represent individual
participants and the median entropy. In general, the Shannon entropy tends to decrease as the experiment proceeds, which means that participants gradually learn
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to concentrate on a smaller number of dimensions, regardless of whether they are
actually diagnostic or not.
When comparing the median curves (red) across conditions, the slope is steeper
in the curation conditions where items and feature presentation are both curated
(second column). This trend means that participants in this curation condition are
likely to be more selective. Moreover, the transition from distributed to selective
attention occurs faster in this ‘doubly curated’ condition compared to the others.
This model-based interpretation of selective attention confirms our interpretation of
the sampling profile vectors in Section 3.2.2 again.

6.2.4

Partial Encoding

Next, we discuss the influence of partial encoding by investigating the role of ξ0 ,
which represents the internally assumed (dimension-wise) similarity between a probe
and stored exemplars when features are only partially encoded. According to the
assumption of AARM, participants who did not encode certain feature dimensions
appropriately in a probe or stored exemplars assume a certain degree of similarity
when evaluating exemplar activation. Specifically, if features in the dimension d have
not been encoded in the probe et or the exemplar xi , the dimension-wise similarity
that relies on the distance between et,d and xi,d weighted by the attention weight,

exp αd (et,d − xi,d ) , cannot be evaluated and replaced by ξ0 because et,d or xi,d is
unknown.
In this section, accuracy and confidence observed in the post-learning categorization task will be the variables of our main interest. As in Sections 3.3.2 and 3.3.3,
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we will model accuracy and confidence using generalized linear models (GLMs) that
include ξ0 as one of the explanatory variables.
Accuracy
As for accuracy, we expanded Model A7 (see Table 3.4) by adding ξ0 and its
two-way, three-way, and four-way interaction effects with all other variables (i.e.,
stimulus types, experimental conditions, representativeness) into the model. Also, as
the AARM variant fitted to the control condition data does not have ξ0 , we excluded
the control condition data again from the GLM analysis.

Model index
A7
A7a
A7b
A7c
A7d

Variables
Experimental conditions (5 levels)
+ Stimulus types (2 levels)
+ Representativeness
+ All possible interactions
A7 + ξ0
A7a + Two-way interaction effects
A7b + Three-way interaction effects
A7c + Four-way interaction effect

AIC
6158.701
6112.697
6113.464
6115.077
6115.571

Table 6.2: Candidate accuracy models including ξ0 and their model comparison results. AIC: Akaike Information Criterion.

Table 6.2 describes new candidate models that include ξ0 as a new explanatory
variable. Model comparison results indicate that Model A7a with the lowest AIC,
which includes all possible interaction effects, is the best model.
Table 6.3 provides the estimates of Model A7a and their test statistics. The overall
trends found in the earlier Model A7 without ξ0 (Table 3.2) are still preserved: (1)
learning the crosscutting set was more difficult to participants, (2) curated learners
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Stim. Cond.
(Intercept)
T
cAS
cOS
cRS

Rp.

ξ0

×
×
T
T
T
T

cAS
cOS
cRS
cAS
cOS
cRS
cAS
cOS
cRS

T
T
T
Stim.
Cond.
Rp.
(Intercept)
T
cAS
cOS
cRS
×

Estimate
0.8397
-1.2731
-1.6111
-1.4588
-1.2549
0.0191
-0.7522
1.2198
1.4274
1.0018
0.0231
0.0504
0.0671
0.0799
-0.0399
-0.0533
-0.0718

Std. Error
0.3595
0.5089
0.3749
0.3748
0.3743
0.0216
0.1091
0.5428
0.5407
0.5403
0.0310
0.0225
0.0228
0.0235
0.0324
0.0326
0.0330

z value
2.3357
-2.5016
-4.2974
-3.8922
-3.3525
0.8819
-6.8932
2.2474
2.6400
1.8542
0.7456
2.2378
2.9371
3.3954
-1.2322
-1.6356
-2.1735

p-value
0.0195
0.0124
0.0000
1e-04
8e-04
0.3778
0.0000
0.0246
0.0083
0.0637
0.4559
0.0252
0.0033
7e-04
0.2179
0.1019
0.0297

×
×
×
×
×
×
Stimulus
Condition
Representativeness score of the test items
Cluster, Active learning, zero representativeness, ξ0 = 0
Stimulus set: Crosscutting
Condition: Curated item + Active feature sampling
Condition: Curated item + Curated feature order
Condition: Curated item + Random feature order
A continuous variable was added

Table 6.3: Estimated regression coefficients and test statistics of Model A7a.
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produced less accurate responses compared to the active learning condition, and (3)
the representativeness score is positively related to the accuracy. In addition, the new
explanatory variable ξ0 suggests that participants with higher ξ0 will be less accurate
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Figure 6.12: Model prediction: The influence of ξ0 on accuracy of the postlearning categorization task. Each panel shows the model prediction of accuracy
as a function of representativeness (x-axis) and ξ0 (y-axis) for different experimental
conditions (columns) and stimulus sets (rows). Contour lines represent different levels
of predicted accuracy. In the active learning condition, only the region within the
2.5%-97.5% percentile interval of the representativeness score was plotted.

Figure 6.12 shows the model prediction of accuracy as a function of representativeness (x-axis) and ξ0 (y-axis) for different experimental conditions (columns)
and stimulus sets (rows). The positive relationship between representativeness and
accuracy of Model A7 (also see Figure 3.17)has been replicated.
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A more intriguing finding is the simple main effect of ξ0 on accuracy: Higher ξ0 is
likely to produce low-accuracy decisions. This problem becomes more serious when
a curated learner has to classify an item that one has never or rarely seen (i.e., low
representativeness). Note that the decision accuracy that one can expect is already
low in this situation. If the person tries to generalize one’s knowledge even with
no expected support by stored exemplars, then one ends up making the inaccurate
classification.
Confidence
Similarly as in the previous section, we expanded Model C10 (see Table 3.4) by
adding ξ0 and its interactions with other variables. Again, the control condition data
were excluded from the GLM analysis.

Model index

C10

C10a
C10b
C10c
C10d

Variables
Experimental conditions (5 levels)
+ Stimulus types (2 levels)
+ Accuracy (2 levels)
+ Representativeness
+ All possible two-way and three-way interactions
C10 + ξ0
C10a + Two-way interaction effects with ξ0
C10b + Three-way interaction effects with ξ0
C10c + Four-way interaction effect with ξ0

AIC

20589.38

20559.66
20514.69
20458.31
20451.74

Table 6.4: Candidate confidence models including ξ0 and their model comparison
results. AIC: Akaike Information Criterion.

Table 6.2 describes new candidate models that include ξ0 as a new explanatory
variable. Model comparison results suggest that Model C10d with the lowest AIC is
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the best model. This model includes all two-way, three-way, and four-way interaction
effects between stimulus sets, experimental conditions, representativeness, accuracy,
and ξ0 . Due to the complexity of the model, we directly interpret the model predictions instead of the coefficients. The estimates and test statistics can be found in
Table E.1 of Appendix E.
Figure 6.13 shows the model prediction of confidence as a function of representativeness (x-axis) and ξ0 (y-axis) for different experimental conditions (columns) and
stimulus sets (rows). The predicted confidence levels are differently color-coded from
blue (1) to gray (6) and red (11). The negative relationship between representativeness and confidence in the incorrect trials of Model C10 (also see Figure 3.21) has
been replicated. In other words, as the representativeness of the test item increases,
the probability that higher confidence levels are observed decreases.
In addition, the interaction between representativeness and ξ0 suggests that participants with high ξ0 will be more confident about their decision compared to those
with low ξ0 in the curation condition. This effect is somewhat influenced by the stimulus set and experimental conditions. However, importantly, the ‘doubly curated’
conditions where participants are exposed to curated items and fine-tuned feature
presentation (second column) consistently show this pattern. That is, when a person
has been exposed to this type of curation and has to classify an item that one has
never or rarely seen (i.e., low representativeness), participants who tend to assume
higher similarity between any unencoded information are more confident.
Compared to the ‘doubly curated’ condition, participants in the other curation
conditions tend to suffer less from this problem of overconfidence. Although they
would still be confident about their categorization, participants who does not treat
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Figure 6.13: Model prediction: The influence of ξ0 on confidence of the postlearning categorization task. Each panel shows the model prediction of confidence
as a function of representativeness (x-axis) and ξ0 (y-axis) for different experimental
conditions (columns) and stimulus sets (rows). Each Likert-scale score was differently
color-coded from blue (1) to gray (6) and red (11). In the active learning condition,
only the region within the 2.5%-97.5% quantile interval of the representativeness score
was plotted to avoid extrapolation that is not supported by data.

any unobserved information similarly (i.e., low ξ0 ) tend to be more confident about
their decisions.
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6.3
6.3.1

Discussion
Sampling Behavior and Attentional Dynamics

When we simulated the sampling behavior only using the MAP estimates, the
results showed that some of the estimates caused exploding gradients. It is easy to
attribute this problem simply to the quality of data that was not enough to inform the
model parameters. Data quality can actually be a big issue because this experiment
was conducted in an online environment where participants can be easily distracted.
However, the fact that we could obtain parameter estimates from data and recover
attentional dynamics using the collected responses still shows that AARM can explain
the sampling behavior to a degree.
Then, how could we explain the failure in simulating the sampling behavior from
scratch? When participants are allowed to freely sample the features rather than
making ‘sample/ignore’ decisions, participants can explore the features with different
strategies that are not considered in the current implementation of AARM, as Figures
6.8 and 6.9 suggest. The data showed that participants might systematically shift
their locus of attention and repeat this cycle, rather than making smooth transitions
by decreasing the sampling probability of certain dimensions. Some participants
sometimes narrow down their search range and focus on one or two dimensions, and
then suddenly start again to explore all six dimensions.
One possibility is that the fundamental principles of AARM’s attentional dynamics – error correction and simplicity-inducing biases – cannot fully explain the
participants’ sampling strategies. In this case, the current version of AARM may not
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be the best model that addresses the dynamics of attention and representations during active search. Sequential sampling rules may be required as a further extension
of AARM.
Also, a unique learning environment created by personalization may be another
reason for AARM’s imperfect explanation of the sampling behavior. The simulation
results showed that biased training items are already expected to misguide attentional
dynamics (see Figure 5.7). Feature-level manipulation can make the problem worse
because the fine-tuned order of feature presentation can lead participants to sample
features without carefully thinking. This kind of trap imposed by the external environment is not assumed in the AARM’s mechanism, which might make it difficult to
explain the sampling behavior observed in the experiment.
As for the control condition, we should be cautious when attempting to interpret
any results about attentional dynamics. Of course, It does not necessarily mean that
the explosive increase in attention weights is catastrophic by itself. Inflated attention
weights are not bad as far as the data provide enough statistical constraints to the
model parameters and the estimated dynamics are well justified. In many category
learning experiments, category decisions made at the end of trials are the fundamental
source of such constraints.
However, except for a small number of trials from the post-learning categorization
task, sampling decisions are the only information that can be used to train the model.
To be worse, unlike other conditions where participants are allowed not to sample
features, the control condition requires participants to reveal all features no matter
what, which results in the failure to differentiate a participant’s responses that could
have informed the model parameters otherwise.
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6.3.2

Partial Encoding and Generalization

The results of the GLM analyses emphasize the influence of partial encoding. The
AARM parameter ξ0 – the internal assumption of similarity between items when only
a learner has not encoded complete feature information – is crucial in understanding
the accuracy of one’s categorization.

Test item
Encoded

Stored Exemplar
Not encoded

Dimension-wise
Similarity

𝜉!

𝜉!

𝜉!

High 𝜉!

Evaluated
Similarity

Actual
Distance
Low 𝜉!

Figure 6.14: The role of ξ0 in evaluating the exemplar activation and generalizing the current knowledge. In this illustration, three dimensions of a stored
exemplar (white empty dot) have not been encoded. Its dimension-wise similarity
with a test item (red filled circle) is determined by ξ0 . If ξ0 is large, the test item is
considered more similar to the existing exemplar. However, if ξ0 is small, the distance
between the test item is possibly exaggerated.

How would the partial encoding parameter ξ0 influence the performance in the
post-learning categorization task? Figure 6.14 provides a possible explanation. In
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this example, a test item (red circle) is perfectly encoded, but an exemplar (empty
circle) has only three features encoded during the learning phase. The overall similarity between the test item and the exemplar is determined as the product of their
dimension-wise similarity values. For the dimensions where features are not encoded
in the exemplar, this dimension-wise similarity is substituted by ξ0 . If ξ0 is high, the
overall similarity between the items increases, and so does the magnitude of exemplar
activation. On the contrary, if ξ0 is low, the perceived dissimilarity between the items
can be exaggerated.
The basic assumption of the exemplar-based categorization models is that exemplars that are more similar to the test item contributes to category activation more
significantly. In this sense, participants with higher ξ0 are more likely to generalize
their existing knowledge to make an inference about any unknown stimuli. However,
if ξ0 is relatively lower, it means that participants would be reluctant to apply their
knowledge to classify unknown stimuli.
One important issue to note separately is that humans and AARM have a huge
difference in categorization: AARM relies solely on exemplar-based category activation, while humans can work with their metacognition and apply various cognitive
strategies that do not necessarily conform to the exemplar-based decisions. If a certain category has never been shown to the learner, AARM cannot predict that a test
item may belong to the unseen category even if it knows the presence of the category
itself.
On the other hand, although human subjects may have been exposed to only a
small set of categories, participants with low ξ0 may think of alternative possibilities
when they encounter items from unseen categories and were provided choice options
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that include unknown category labels. That is, if a participant is unsure about the
category membership of a test item, the item might be a member of the categories
that one has never seen before. If people using this strategy are lucky enough, they
may respond to all test items correctly and will show high accuracy even when the
information has been strictly curated.
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Chapter 7: General Discussion

This dissertation investigated how personalization can distort representational
learning in the context of categorization. To define the basic setting to test the effect of
curated category learning, we started with the proposal of the interactive architecture
(Chapter 2). An online behavioral experiment (Chapter 3) showed that curated
learners were exposed to a smaller number of categories compared to the control group
and developed selective information sampling. Moreover, curated participants were
more confident about their post-learning categorization decisions even when they were
actually making incorrect judgments. Generalized linear modeling analyses revealed
that the frequency that a learner has been exposed to certain categories during the
learning phase, or ‘representativeness,’ is the key to understanding the overconfidence
observed from the curated participants. When curated participants were asked to
classify items that they had never seen, their decision accuracy was low, but the
associated confidence level was extremely high.
Next, we attempted a more formalized explanation of curated learning by using computational cognitive models. The Adaptive Attention Representation Model
(AARM; Galdo et al., 2021) was introduced as a model of learners who can store
encoded exemplars and reallocate their attentional resources to different stimulus
dimensions, in addition to the Bayesian counterpart (Chapters 4). The simulation
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experiment (Chapter 5) replicated some important findings of the behavioral experiment: Curated learners make less accurate categorization but tend to be more
confident about their decision. The interactions between accuracy, confidence, and
the representativeness of test items were also replicated to a degree.
The model-fitting results (Chapter 6) were somewhat mixed for two reasons. The
estimated model parameters could not replicate the sampling responses appropriately. Also, a new variant of AARM proposed for category-level exploration was not
fitted successfully. However, we could find from the attentional dynamics recovered
by AARM that curated learners tend to develop more selective attention, especially
when both items and the order of feature presentation were personalized. In addition, generalized linear modeling analyses using the AARM’s parameter revealed
the importance of partial encoding assumptions in understanding the overconfidence
of curated learners. Specifically, the increase in ξ0 , which models the internally assumed similarity when regular distance-based similarity evaluation is impossible due
to partial encoding, is associated with lower accuracy and higher confidence when
categorizing items with low representativeness.
In the rest of this chapter, we discuss the limitations and possible extensions of
this study.

7.1
7.1.1

Limitations
Personalization: Strategies and Purposes

The personalization method used in this study is based on YouTube’s collaborative
filtering algorithm (Covington et al., 2016). Although the result of the experiment
showed that the curator successfully confined the content diversity (see Figure 3.9),
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one can question whether the curator algorithm in this study is a good adaptation of
the original method.
In particular, unlike other implementations of the personalization methods in the
real world, a completely independent set of participants provided the basis for training the curation algorithm (i.e., active learning condition). Of course, this decision
was made for a practical purpose. However, it could still raise concerns that the sampling decisions observed in the data have a big difference between active sampling
groups (see Figures 6.8, 6.9) and passive sampling groups (see Figures 6.6 and 6.7).
Although the important functionality that we expected from the curation algorithm
was the confinement of content diversity, whether the learned curation strategy (i.e.,
the mapping between user profiles and candidate sets) seemed reasonable and kept
participants engaged into the task is a completely different issue.
More fundamentally, the purpose of personalization can be questioned in this
category learning task. Although personalization in the educational setting has been
discussed (see Section 1.2.3), the majority of the applications still focus on consumer
choices. In this context, personalization methods aim to maximize the possibility
that a user continues watching video clips, purchasing goods, or using a certain service
platform. From the perspective of such service providers, whether one develops correct
understandings of the environment may not be the main interest. In short, the
objective of personalization is different between this study and real-world applications
of personalization.
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7.1.2

Task

The task environment of the learning phase was different from typical category
learning tasks where participants (1) view a stimulus, (2) make a category decision,
and (3) receive feedback. In this study, participants were not supposed to know a complete list of category labels during the learning phase because realizing the presence
of unseen categories may significantly reduce the effect caused by the personalized
learning sequence. The current setting fulfills this purpose but at the cost of data
that could have allowed us to monitor participants’ learning trajectories. Moreover,
the lack of the learning-phase data may have made model fitting difficult because the
model would have solely relied on the sampling responses if we didn’t include the
test-phase data for the last calibration. Different memory tasks such as a free recall
task could have been a good alternative to the learning-phase categorization.
Also, the structure of the task might deviate from the environment where we can
encounter personalization algorithms. We chose to show the category label after participants finished feature sampling to make sure that they learned something from the
stimuli, which is supported by the logic of supervised learning. However, separating
a category ‘label’ from a set of ‘features’ might not be found well in the real world
unless you are in the educational setting, and it is the same on the internet as well.
All properties of items may be presented at once without clear distinctions between
‘features’ and ‘labels.’ Or, the teaching signal (e.g., category labels in the regular
categorization experiment) may be determined among numerous features solely by
contingency – for example, the consistent temporal order of feature presentation. In
this sense, the category learning task in this study may be enough to observe the
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effect of personalization but needs improvement to attain better ecological validity
and answer important questions about learning in the real world.
Lastly, the strategy for controlling the task difficulty may have led participants to
be less engaged in the task. We strongly constrained the within-category variability
of items because distinguishing between eight categories that are defined by six continuous features would be difficult. However, this also means that all stimuli within
each category might look very similar to each other, which can make learning faster
for some participants who figured out optimal strategies or diagnostic dimensions
quickly. Some participants excluded from the data analysis due to a large number of
skipped trials may have genuinely thought that they had nothing more to learn and
just wanted to move on to the next phase.

7.1.3

Model

One of the limitations in AARM used in this study is that it does not address
sequential sampling decisions. In the current version, attention weights are logistictransformed into the sampling probability, and sampling decisions are made at once.
However, the basic setting of the task may already guide learners to sample a new
feature based on information already collected within a trial. Unlike many categorization studies where participants can access all features at once, our experiment asks to
uncover features one by one. Every time learners sample a feature, they would have a
rough guess of the category to which the presented item belongs, and this conjecture
can guide people in a specific direction. A recent extension of AARM shows that sequential sampling within a trial can be explained by the same architecture (Weichart
et al., 2021), which possibly opens the door for future steps.
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Another issue to be noted is the difference between sampling and encoding in our
experiment. Even when participants uncover the features of an item, it is not guaranteed that they will clearly encode and store it in the memory. However, AARM
used in this study assumes that sampled information is always encoded. Although the
memory weight parameter pri/rec can be used to model different degrees of imperfect
encoding, the memory weight function is originally set up to explain temporally decaying memory traces. Future work can investigate the impact of imperfect encoding.
Lastly, the new variant of AARM for category-level exploration revealed unsolved
issues in handling the error-driven attentional gradients. As suggested by the simulation study (Section 5.2), the new AARM variant for category-level active learning
can generate the behavior with appropriately chosen parameters. Also, this model
mimicked the simulated behavior of the Bayesian active learner model well, which relies on a completely different computational principle for active learning and search.
However, we could not estimate the category-level attention parameters when the
model was fitted to the active learning condition data.
In fact, the preliminary work showed that AARM with category-level attention
weights might be very sensitive to the problem of exploding gradients due to the
following reasons: (1) the category-level attention weights work as a multiplicative
factor of exemplar activation, and (2) the gradient for the category-level attention
is based on the weighted sum of exemplar activation. In addition, the unique and
strategic patterns of feature sampling in the active learning condition might have
hindered the achievement of model fitting, especially considering that the estimated
parameters in other conditions also showed mixed results when AARM predicted the
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sampling behavior. Better strategies for controlling the category-level attentional
gradient would be desired for future work.

7.2
7.2.1

Future Directions and Suggestions
Unsupervised Learning

As discussed above, alternative tasks based on unsupervised learning can benefit
us by improving ecological validity and investigating the curation effect in greater
detail. In general, self-organized learning without supervision is another important
mechanism for learning concepts and categories (e.g., Rosenthal, Fusi, & Hochstein,
2001). Also, previous studies have shown that unsupervised category learning is affected by the sequence of stimuli (e.g., Clapper & Bower, 1994; Zeithamova & Maddox,
2009). In particular, when category learning was facilitated implicitly (i.e., incidental learning), participants who were shown a series of items from the same category
in a row (‘blocked’ sequencing) learned categories better than the other participants
who saw items from different categories in an intermixed sequence. These findings
suggest that personalization is a very efficient way to bias one’s category learning
even without supervision because of the two reasons: (1) personalized items tend to
be similar by its nature, and (2) the confinement of content diversity would make
the environment similar to blocked sequencing (i.e., similar items are recommended
consecutively).
Unsupervised learning is an interesting setting from the perspective of implementing algorithms as well. Recall that the curation algorithm used in this study solely
relied on feature vectors representing stimuli, without using category labels. Although
category labels can be included as a feature representing each item in the corpus, it
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is in principle not necessary. Also, considering the nature of unsupervised learning,
the distinction between ‘features’ and ‘labels’ already becomes less meaningful.
From the modeling perspective, AARM needs to be extended such that it would
be compatible with unsupervised learning. Unsupervised category learning has been
mostly approached by the Bayesian rational model (Anderson, 1991), clustering models (Lake, Vallabha, & McClelland, 2009; Love et al., 2004), or a decision bound model
(e.g., Ashby, 1992; Zeithamova & Maddox, 2009). These models often impose different assumptions on internal category representations compared to exemplar-based
models (Galdo et al., 2021; Kruschke, 1992; Nosofsky, 1986; Turner, 2019). However, applications of exemplar-based models to unsupervised learning (e.g., Pothos &
Bailey, 2009) could provide insights on possible extensions of AARM.

7.2.2

Self-imposed Filter Bubbles

In this study, the self-imposed filter bubble (SIFB) hypothesis (Ekström, 2021;
Yom-Tov et al., 2014) could not be tested enough. The goal of the task (‘learn the
categories of aliens’) would have activated a different mindset that led participants
to explore as many categories as possible, which was not optimal for testing the selfdriven confinement of content diversity. The idea of self-imposed filter bubbles cannot
be easily neglected because it is one of the most important counterarguments against
the original concept of filter bubbles hypothesized in news personalization or search
engines (Pariser, 2011).
One of the difficulties in realizing the test for the SIFB hypothesis is that the
experiment in this study does not have appropriate settings for implicit personalization that does not involve a learner’s choice. For example, GPS-based location
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information has no place in the task classifying artifact categories created only for
lab-based experiments. We don’t collect any search queries in natural language because our experimental setting is not compatible. These conditions significantly limit
the approaches available for us to introduce implicit personalization. However, an
experiment must have a way to constrain content diversity without using decisions
from a participant.
As an alternative way to test the SIFB hypothesis, participants could go through
learning sequences that one of the active or curated learners has already experienced.
If a previously collected learning sequence is oriented toward a specific subset of items
or features, it is likely that the learning experiences will result in biased attention and
representations. If measured accuracy and confidence in the post-learning tasks are
significantly different between this new condition and the other curated conditions
with explicit personalization, it implies that the confinement of content diversity is
not the only cause of biased learning. In other words, the action of selecting something
is another crucial factor that explains the personalization effect.

7.2.3

Willingness to Extrapolate

In the model-based analysis using AARM, the filler parameter for evaluating the
similarity between dimensions with neglected features, ξ0 , played an important role in
explaining the performance in the post-learning categorization task. The effect of ξ0
becomes critical in combination with the test items with low representativeness scores
– the learner tries to ‘extrapolate’ one’s knowledge even when there is no justification
or support.
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This study assumed that ξ0 is a static parameter that explains each individual’s
behavior. However, it is not difficult to imagine that the value of ξ0 can change with
development or even during a short lab-based experiment. It is because, in addition to the accumulation of experiences, many developmental studies have shown the
developmental trajectories of attention in category learning. Infants use distributed
attention for category learning but learn to selectively focus on important aspects of
the stimulus as they grow up into adulthood (e.g., Best et al., 2013; Deng & Sloutsky,
2015).
The developmental changes in attention and learning can create conditions for a
cognitive agent to automatically assume that anything not perceived or encoded (i.e.,
low representativeness) would be similar to what has been already known (i.e., high
ξ0 ). First, when the agent learns about the environment for a long time, one would
already have plenty of exemplars that can be accessed as needed with completely
encoded features, which provides the evidence for categorization (or any other cognitive tasks, in general). Second, the development of selective attention implies the
increasing probability of partial encoding, and accordingly, the increasing difficulty
(or even impossibility) in typical similarity-based generalization. If one hopes to benefit from existing knowledge and representations, assuming high similarity between
what is already known and what has not been encoded would be an effective strategy.
In the context of curated learning, whether curation of contents would facilitate
the increase of ξ0 compared to the controlled environment would be an interesting
question. Although replications and thorough investigations are required, the descriptive summary of the maximum a posteriori estimates of AARM parameters suggested
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that the values of ξ0 estimated from curated participants were higher than that of active learners at least in some environments (i.e., crosscutting set). If this effect turns
out to be valid and is replicated well, the detrimental effect of curation can be further
discussed in the context of personalization that facilitates unsupported extrapolation.

7.3

Conclusion

Motivated by the popular applications of personalization algorithms and their
side effects found in the real world, this study aimed to collect empirical evidence
of the detrimental effects of curation in category learning. Especially, using the
computational cognitive modeling approach, we pursued a dynamic and mechanistic
explanation of how personalization could distort learning and why cognitive agents
influenced by curation are overly confident about their decisions. The contribution
of our study is that we could discover some key components and causes of curation
effects from a cognitive perspective. However, further investigations are required to
fully understand how they are interconnected and put a cognitive agent into the
‘personalization trap.’
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Appendix A: Gradient of the Mapping Variable B

Let’s assume that we model the overall encoding probability P (Yi = yi |xi , B, u∗ )
using binomial regression. For the optimization of B, the gradient of l(B|X, Y, u∗ ) is
derived as follows. First, we start from computing the log-likelihood function:
∗

P (Y |X, B, u ) =

N
Y

P (Yi = yi |xi , B, u∗ ),

i=1
∗

⇒ l(B|Y, X, u ) = log P (Y |X, B, u∗ )
"
#
 
N
X
D
=
log
+ yi log µi + (D − yi ) log(1 − µi )
y
i
i=1

N 
X
=
yi log µi + (D − yi ) log(1 − µi )
i=1

+ (irrelevant constant).
Therefore,
" N 

∂ X
∂
∗
l(B|Y, X, u ) =
yi log µi + (D − yi ) log(1 − µi )
∂B
∂B i=1
#
+ (irrelevant constant)

=

N
X
i=1

"

#
∂
∂
yi
log µi + (D − yi )
log(1 − µi ) .
∂B
∂B
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Recall that µi is a function of xTi Bu∗ . Let hi = xTi Bu∗ . Then, by applying the
chain rule, you obtain
∂
log µi =
∂B
=
=
∂
log(1 − µi ) =
∂B
=

∂
log µi
∂µi

!

∂
µi
∂B

·

!

!
!
!
∂
∂
∂
log µi ·
µi ·
hi
∂µi
∂hi
∂B
!
!

1
∂
·
µi · xi (u∗ )T ,
µi
∂hi
!
!
∂
∂
log(1 − µi ) ·
(1 − µi ) ·
∂(1 − µi )
∂hi
!
!

∂
1
· −
µi · xi (u∗ )T
1 − µi
∂hi

In binomial regression, µi =

1
1+exp(−hi ).

!

Then, writing zi = 1 + exp(−hi ),

∂
∂
1
µi =
∂hi
∂hi 1 + exp(−hi )
!
!
∂ −1
∂
=
z
zi
·
∂zi i
∂hi
"
#
n
o
∂
= −zi−2 ·
1 + exp(−hi )
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o
1
= −n
o2 · exp(−hi )(−1)
1 + exp(−hi )
1
=n
o2 · exp(−hi )
1 + exp(−hi )
=

∂
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1
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·
1 + exp(−hi ) 1 + exp(−hi )

= µi (1 − µi )
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(∵ Chain rule)

(∵ Chain rule)

Therefore,
∂
log µi =
∂B

1
µi

!


· µi (1 − µi ) · xi (u∗ )T


= (1 − µi ) xi (u∗ )T ,
!


∂
1
log(1 − µi ) =
· − µi (1 − µi ) · xi (u∗ )T
∂B
1 − µi

= −µi xi (u∗ )T ,

"
#
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X


∂
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i=1
=

N h
X
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Appendix B: Monte Carlo Simulations for Creating Stimulus
Sets

To control the task difficulty, we adjusted the tuning parameters that Saxe et al.
(2019) used to generate the stimuli. For the cluster model, we used σ = 0.20 and
eb = 0.24. As for the crosscutting structure, Saxe et al. (2019) explicitly defined
the input-output correlation matrix, which connects each item (e.g., animals) to the
presence (or absence) of certain characteristics. In this study, we used the same inputoutput correlation matrix (page S13, Saxe et al., 2019) to develop the basic structure.
In addition, as the original study aimed to explain the process of learning concepts,
individual cases within each concept have not been considered. Therefore, we added
a small variance (σ 2 = 0.001) to the diagonal elements of the covariance matrix
constructed by the input-output correlation matrix so that it can create independent
cases that manifest the concept (or in our case, category). Any interested readers
are referred to the supplementary material of Saxe et al. (2019) to see the stimulus
generation model.
For each structural form (i.e., clusters, cross-cutting, ordered, ring), we created
1000 stimulus sets consisting of 320 items (eight categories, 40 items per category)
using the procedure of Saxe et al. (2019) and a fixed set of seeds for the random
number generator. The values of the random sees were fixed to natural numbers
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greater than zero and equal to or smaller than 1000. When a dataset was simulated,
a prototype of each category was computed by averaging 40 items that belong to the
same category, which was used later to evaluate the quality of the dataset in terms
of the minimum distance between categories.

B.1

Distance between Categories

We aimed to generate the dataset so that all categories are separated enough
and therefore behaviorally discriminated. A standardized minimum distance between
categories was used to evaluate the quality of data from this perspective. First, for
each dataset generated with the random seed m ∈ {1, · · · , 1000}, we computed the
pair-wise distance between the prototype categories in the two-dimensional multidimensional scaling (MDS) space, denoted dm,i,j (i, j ∈ {1, · · · , 8}). This distance was
scaled by average sample standard deviation, s̄m , which was computed by taking a
mean of the sample standard deviations obtained from eight categories in the twodimensional MDS space. Then, for 1000 simulated datasets, we created a histogram
of the scaled minimum distance between categories, d˜m = (min dm,i,j )/s̄m .

B.2

Selecting the Dataset

For the cluster and cross-cutting datasets, the minimum distance between categories was the only criterion for choosing the dataset. We selected cluster and
cross-cutting datasets with the value of d˜ that is closest to its 90% and 99% percentile among 1000 simulated stimulus sets, respectively. The reason that we used a
lower quantile in the cluster is to allow categories distributed with randomness. If the
minimum distance between categories is maximized, the MDS solution of the dataset
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looks like a grid. However, we did not want to impose such systematic patterns in
the cluster-based datasets, which led us to use the 90% percentile as a criterion.
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Appendix C: Computing the Pairwise Distance with Missing
Values

As an example, suppose that we want to compute either a Euclidean, Manhattan
(i.e., city-block), Canberra, or Minkowski distance between two vectors including
missing values:
a = (0, 1, NA, 0)T ,
b = (1, 0, 1, NA)T .
The ‘dist’ function in R (R Core Team, 2017) first computes the distance after
excluding all dimensions on which a or b have no valid values. In this example, only
the first two dimensions of a and b are accounted for calculating the distance between
a and b because a and b have a null value on the third and fourth dimensions,
respectively. The ‘reduced’ vectors consisting of the first two dimensions will be
denoted a∗ = (1, 0)T and b∗ = (0, 1)T , respectively. Then, the distance between a∗
and b∗ , d(a∗ , b∗ ), can be computed using the distance metric of one’s interest (i.e.,
Euclidean, Manhattan, Canberra, Minkowski).
Finally, the ‘dist’ function scales d(a∗ , b∗ ) up proportionally to the dimensionality of a (or equivalently, b) to address the excluded dimensions that could not be
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considered when computing d(a∗ , b∗ ). In detail, d(a∗ , b∗ ) is first divided by the dimensionality of a∗ (or equivalently, b∗ ) and then multiplied by that of a. In the
example above, the final output, d(a, b) is computed as follows:
(the dimensionality of a)
× d(a∗ , b∗ )
(the dimensionality of a∗ )
4
= × d(a∗ , b∗ )
(∵ a∗ ∈ R2 , a ∈ R4 ).
2

d(a, b) =
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Appendix D: Regression Coefficients and Test Statistics of
Models C5 and C10

In Section 3.3.3, we fitted ordinal regression models to explain how experimental
design variables and characteristics of the test items are related to the confidence
levels collected during the post-learning categorization task. Here we provide the
estimates of the parameter estimates and their test statistics of Models C5 and C10.
In both Tables D.2 and D.3, the following notations are used to represent the main
and interaction effects:
Expression
Stim.
Cond.
Rp.
Acc.
T
AL
cAS
cOS
cRS
×
O

Component
Stimulus
Condition
Representativeness score of the test items
Accuracy of the test-phase responses
Stimulus set: Crosscutting
Condition: Active learning
(Both category exploration and feature sampling are allowed.)
Condition: Curated item + Active feature sampling
Condition: Curated item + Curated feature order
Condition: Curated item + Random feature order
Representativeness: A continuous variable was added
Accuracy: Correct items

Table D.1: Notations used in Tables D.2 and D.3.
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Stim.
T

Cond.

Rp.

Acc.

AL
cAS
cOS
cRS
×
O
T
T
T
T
T
T

AL
cAS
cOS
cRS
×
AL
cAS
cOS
cRS
×

T
T
T
T

AL
cAS
cOS
cRS

O
O
O
O
O
O
O
O
O
O

Estimate
-0.3578
-0.0185
0.4716
0.4417
-0.4829
-0.0196
1.3814
0.3289
0.0491
0.4706
1.2698
0.0038
-1.1913
-0.4246
-0.5757
-0.1407
0.5547
0.0428
0.9978
0.8000
0.3308
-0.5071

Std. Error
0.1913
0.1945
0.1881
0.1946
0.203
0.004
0.1931
0.2316
0.2248
0.2309
0.2365
0.0043
0.2229
0.2292
0.2374
0.2418
0.2452
0.0043
0.2988
0.3088
0.3094
0.3107

z value
-1.8700
-0.0953
2.5072
2.2700
-2.3789
-4.9352
7.1536
1.4199
0.2185
2.0378
5.3683
0.8690
-5.3443
-1.8529
-2.4246
-0.5820
2.2624
9.8558
3.3392
2.5904
1.0693
-1.6321

p-value
0.0615
0.924
0.0122
0.0232
0.0174
0.0000
0.0000
0.1556
0.8270
0.0416
0.0000
0.3849
0.0000
0.0639
0.0153
0.5606
0.0237
0.0000
8e-04
0.0096
0.2849
0.1027

Table D.2: Estimated regression coefficients and test statistics of Model C5. For the
meaning of notations, see Table D.1.
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Stim.
T

Cond.

Rp.

Acc.

cAS
cOS
cRS
×
O
T
T
T
T
T

cAS
cOS
cRS
×
O
cAS
cOS
cRS
cAS
cOS
cRS

×
×
×

×
T
T
T
T
T
T
T

cAS
cOS
cRS
cAS
cOS
cRS
cAS
cOS
cRS

×
×
×
×
×
×
×

O
O
O
O
O
O
O

O
O
O
O

Estimate
0.503
1.2372
1.306
0.3968
0.0281
2.0436
-0.9937
-0.4441
0.2857
-0.0296
0.2123
-0.0465
-0.0648
-0.0643
-1.5038
-0.9231
-0.1971
-0.0256
-0.1948
-0.8186
-1.6819
0.0477
0.0472
0.0512
-0.0234
0.0785
0.087
0.0846

Std. Error
0.4187
0.3466
0.3474
0.3514
0.0192
0.4325
0.4445
0.4452
0.4475
0.0246
0.2447
0.0201
0.0207
0.0207
0.4741
0.4754
0.4721
0.0254
0.3011
0.3120
0.3111
0.0256
0.0257
0.0257
0.0088
0.0262
0.0264
0.0264

z value
1.2015
3.5694
3.7593
1.1293
1.4617
4.7248
-2.2356
-0.9975
0.6384
-1.1999
0.8678
-2.3149
-3.137
-3.1049
-3.1717
-1.9416
-0.4176
-1.0043
-0.647
-2.6237
-5.4067
1.8647
1.8329
1.9901
-2.655
2.9926
3.2932
3.2038

p-value
0.2295
4e-04
2e-04
0.2588
0.1438
0.0000
0.0254
0.3185
0.5232
0.2302
0.3855
0.0206
0.0017
0.0019
0.0015
0.0522
0.6763
0.3152
0.5176
0.0087
0.0000
0.0622
0.0668
0.0466
0.0079
0.0028
0.0010
0.0014

Table D.3: Estimated regression coefficients and test statistics of Model C10. For the
meaning of notations, see Table D.1.
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Appendix E: Regression Coefficients and Test Statistics of
Model C10d

In Section 6.2.4, we fitted ordinal regression models that include ξ0 , one of the
parameters of the Adaptive Attention Representation Model (AARM; Galdo et al.,
2021). The goal of this analysis was to investigate whether ξ0 is a crucial variable
that explains the confidence levels collected during the post-learning categorization
task, especially considering its interaction with the experimental design variables and
other characteristics of the test items.
Here we provide the estimates of the parameter estimates and their test statistics
of Model C10d. For the basic notations used in Table E.1, readers are referred to
Table D.1 in Appendix D. Any rows in which the ‘ξ0 ’ column is filled with a ‘×’ mark
represent the main or interaction terms that include ξ0 .

Table E.1: Estimated regression coefficients and test statistics of Model C10d.

Stim.
T

Cond.

Rp.

Acc.

cAS
cOS
cRS
×
O

ξ0

Estimate
-0.75
-0.308
-1.005
-1.044
-0.012
-0.725
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Std. Error
1.031
0.566
0.579
0.581
0.029
0.976

z value
-0.727
-0.545
-1.737
-1.799
-0.394
-0.743

p-value
0.467
0.586
0.082
0.072
0.693
0.458

×
T
T
T
T
T

cAS
cOS
cRS
×
O
cAS
cOS
cRS
cAS
cOS
cRS

×
×
×

×

O
O
O
O

T
cAS
cOS
cRS
×
T
T
T
T
T
T
T

T
T
T
T
T

cAS
cOS
cRS
cAS
cOS
cRS
cAS
cOS
cRS
cAS
cOS
cRS

O
O
O
O
×
×
×
×
×
×
×

O
O
O
O

×
O
cAS
cOS
cRS
cAS
cOS
cRS

×
×
×

×

×
×
×
×
×
×

O
O
O
O

×
×
×
×
×
×
×
×
×
×
×
×

-2.921
0.843
1.466
2.316
0.091
-0.18
-0.002
-0.039
-0.066
2.034
3.312
2.749
0.096
2.515
3.263
4.576
2.981
0.104
5.223
0.876
-1.089
-2.27
-0.071
-0.073
-0.037
-0.038
-0.048
-0.024
0.016
-3.499
-3.751
-3.941
-0.241
0.727
-0.117
-0.080
-0.015
-6.984
-7.783
-5.561
-0.236
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0.959
1.095
1.102
1.106
0.062
0.537
0.031
0.036
0.035
1.043
1.069
1.037
0.058
1.723
1.013
1.030
1.045
0.057
1.564
0.639
0.736
0.672
0.064
0.065
0.065
0.021
0.060
0.061
0.061
1.803
1.812
1.866
0.105
0.871
0.060
0.066
0.067
1.693
1.714
1.685
0.093

-3.045
0.770
1.33
2.094
1.467
-0.335
-0.078
-1.097
-1.893
1.951
3.097
2.650
1.645
1.459
3.221
4.445
2.852
1.821
3.339
1.37
-1.479
-3.38
-1.107
-1.115
-0.572
-1.766
-0.801
-0.394
0.257
-1.94
-2.07
-2.112
-2.303
0.834
-1.958
-1.222
-0.227
-4.124
-4.54
-3.300
-2.519

0.002
0.442
0.183
0.036
0.142
0.738
0.938
0.273
0.058
0.051
0.002
0.008
0.100
0.145
0.001
0.000
0.004
0.069
0.001
0.171
0.139
0.001
0.268
0.265
0.568
0.077
0.423
0.694
0.797
0.052
0.038
0.035
0.021
0.404
0.050
0.222
0.821
0.000
0.000
0.001
0.012

T
T
T
T
T
T
T

cAS
cOS
cRS
cAS
cOS
cRS
cAS
cOS
cRS

O
O
O
×
×
×
×
×
×
×

O
O
O
O

×
×
×
×
×
×
×
×
×
×

-1.871
0.574
1.191
0.242
0.234
0.171
0.029
0.257
0.218
0.127
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1.030
1.140
1.178
0.108
0.109
0.110
0.035
0.096
0.099
0.100

-1.816
0.504
1.010
2.254
2.158
1.554
0.84
2.669
2.213
1.276

0.069
0.614
0.312
0.024
0.031
0.120
0.401
0.008
0.027
0.202
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