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Context effects are phenomena of multiattribute, multialternative decision-making that
contradict normative models of preference. Numerous computational models have been
created to explain these effects, communicated through the estimation of model
parameters. Historically, parameters have been estimated by fitting these models to
choice response data alone. In other contexts, such as those conventionally studied in
perceptual decision-making, the times associated with choice responses have proven
effective in improving understanding and testing competing theoretical accounts of
various experimental manipulations. Here, we explore the advantages of incorporating
response time distributions into the inference procedure, using the most recent
model of context effects—the multiattribute linear ballistic accumulator (MLBA)
model—as a case study. First, we establish in a simulation study that incorporating
response time data in the inference procedure does indeed produce more constrained estimates of the model parameters, and the extent of this constraint is
modulated by the number of observations within the data. Second, we generalize
our results beyond the MLBA model by using likelihood-free techniques to estimate model parameters. Finally, we investigate parameter differences when choice
or choice response time data are used to fit the MLBA model by fitting different
model variants to real data from a perceptual decision-making experiment with
context effects. Based on likelihood-free and likelihood-based estimations of both
simulated and real data, we conclude that response time measures offer an important source of constraint for models of context effects.
Keywords: response time distributions, multiattribute linear ballistic accumulator
model, context effects, probability density approximation, likelihood-free inference
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Context effects are recent phenomena of
choice preference that have been observed in
multiattribute, multialternative decision-making
tasks. The predominant context effects are the
similarity effect (Tversky, 1972), the compro-
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mise effect (Simonson, 1989), and the attraction
effect (Huber, Payne, & Puto, 1982). The three
effects typically occur when a third option distorts the preference share for two existing
equally preferable options that vary along at
least two attribute dimensions. Depending on
the attribute values of the third option relative to
the other two options, a variety of different
effects emerge. The similarity effect is how
adding a third equally preferable option that is
similar to one of the first options, results in the
least similar option being chosen more often.
The compromise effect is how adding a third
option equally preferable to the original options
such that there is one middle option equidistant
in the attribute space from the other two op-
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tions, results in the middle option being chosen
more often than either of the extremes. Finally,
the attraction effect is how adding a third option
that is less preferred than both of the original
options, results in the option most similar to the
decoy option being chosen more often.
Context effects have been particularly intriguing for decision-making theorists because
somewhere in the extension from simple stimulus sets to multiattribute and multialternative
stimulus sets, putatively fundamental axioms
about human decision making are violated. The
systematic violation of these axioms has provided strong evidence against traditional utility
models (Krantz, 1989; Luce, 1959; Tversky,
1972) that rely on the assumption of a consistent
valuation of options across different contexts
(i.e., simple scalability).
Numerous models, such as the multialternative decision field theory model (MDFT; Roe,
Busemeyer, & Townsend, 2001), the associations and accumulation model (AAM; Bhatia,
2013), and the multiattribute leaky competing
accumulator model (MLCA; Usher & McClelland, 2004), have striven to account for these
context effects, with varying degrees of success
(Berkowitsch, Scheibehenne, & Rieskamp,
2014; Turner, Schley, Muller, & Tsetsos, 2018).
A more recent model is the multiattribute linear
ballistic accumulator model of decision-making
(MLBA; Trueblood, Brown, & Heathcote,
2014), which is an extension of the linear ballistic accumulator (LBA; Brown & Heathcote,
2008) model. One unique assumption in the
MLBA model is the linear accumulation of evidence over time, a feature that makes the mathematics of the model simple, and its likelihood
function easy to derive. Because of the MLBA
model’s tractability, it is easy to fit to data in a
fully Bayesian implementation, although such
efforts have not yet been reported. The tractability of the model makes it a prime candidate
for exploring parameter recovery, as Bayesian
posterior estimates simultaneously yield measures of parameter accuracy and uncertainty.
Each of the extant models was developed
with an eye toward explaining how choice preferences evolve with respect to time. Yet, historically, when fitting these models to data, only
the choice response probabilities have been
used to infer model parameters and test the
utility of the models. For example, Turner, Schley, Muller, and Tsetsos (2018) recently com-

pared all of the extant models of preference by
fitting either simple versions of the models to
aggregate group data, or fully hierarchical versions to the entire data set. However, one limitation of their analyses was that only choice
probabilities were analyzed, and response
times— consistent with many other context effect studies—were neglected.
In other contexts, the joint distribution of
choice and response time has provided critical
tests of a model’s suitability. For example, the
relative speed of correct and incorrect response
times has proven effective in adjudicating
among competing models of perceptual decision making (Luce, 1986; Ratcliff & Smith,
2004; Ratcliff, Van Zandt, & McKoon, 1999).
There are likely a few reasons for keeping up
with the choice probability convention when
studying context effects. First, when evaluating
hedonic or consumer goods, feature information
such as size or cost is typically displayed together with all items in the choice set, creating
a visual search cost that is unlikely to be systematically related to the valuation of the items
themselves. As such, response times become
difficult to analyze because the effects that comprise the total time involves a mixture of stimulus-specific and display-specific processes.
Second, when developing a new model, it is
often good practice to compare the model to an
existing one. When a tradition in model fitting is
established, such as using choice probability
exclusively, the tradition is likely to continue
due to the ambiguity involved in fitting an old
model to new types of data. Third, all of the
models except MLBA are computationally
costly to be fitted to data, requiring extensive
model simulations to evaluate the relative fidelity of the model parameters (Turner et al.,
2018). Only recently has methodology been developed for fitting simulation-based models to
data (Palestro, Sederberg, Osth, Van Zandt, &
Turner, 2018; Turner & Sederberg, 2014;
Turner & Van Zandt, 2012), and so the quality
of the parameter estimates as well as their uncertainty could not be evaluated properly.
Despite these concerns, models such as
MLBA are already equipped with the components necessary to generate predictions for
choice response time distributions for multialternative choice paradigms. For example,
Trueblood et al. (2014) showed that within each
context effect, the probability of choosing each
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alternative changes with respect to time. Specifically, for small time values, the probability
of selecting each alternative is approximately
equal. However, as time increases, the preference for each item changes, and the magnitude
of each context effect increases. Given that the
model’s predictions for the magnitude of each
context effect are intimately interwoven with
the deliberation time, it is natural to wonder
whether the model is intrinsically equipped to
produce accurate predictions for choice and response time simultaneously.
We hypothesized that incorporating response
time distributions into the inference procedure
for the MLBA model would help to identify the
model parameters and would provide a greater
test on the model’s ability to capture the mechanisms that underlie context effects. To assess
our hypothesis, we compared the accuracy and
uncertainty associated with the model parameters when fitting the model to choice-only (CO)
data, and when fitting the model to choice response time (CRT) data. Although there are
many ways to assess the accuracy and uncertainly of the model parameters (e.g., see Heathcote, Brown, & Wagemakers, 2015; van Ravenzwaaij, Dutilh, & Wagenmakers, 2011), we
approached the problem from a Bayesian perspective, and focused our efforts on comparing
estimated posterior distributions of the model
parameters. Posterior distributions are particularly convenient for our purposes as posteriors
convey both a central tendency (e.g., a mean),
as well as information about the uncertainty of
the model parameter through the spread of the
posterior distribution. Throughout the article,
we will compare the mean and standard deviations of the estimated posterior distributions
obtained when fitting the MLBA model to CO
and CRT data.
Although context effects are interesting
choice inconsistencies, we view them simply as
complex patterns of decision-making. As such,
our goal is not to study context effects per se, as
they are just one pattern among many in multiattribute decision making tasks. Instead, the
purpose of this article is to establish the importance of response times when studying multiattribute choice behavior. This article is organized
into four sections. First, we describe the MLBA
model in complete details. Second, we test the
limits of adding response time data to model fits
by first performing a few simulation studies.

173

Specifically, we investigate the degree of constraint offered by CRT data through freely estimating model parameters that were traditionally assumed to be fixed (Trueblood et al.,
2014), and generalize our results by manipulating the number of observations and the range of
the parameter values used to generate the data.
Third, we attempt to generalize the results to
other simulation-based models of context effects by investigating whether the constraint
offered by CRT data is invariant to using the
explicit likelihood function or approximating it
with the probability density approximation
(PDA; Turner & Sederberg, 2014) method.
Fourth, we fit the MLBA model to both CO and
CRT data from an experiment using perceptual
stimuli and context effect manipulations. Here,
we also investigate whether the MLBA provides a good account of CRT data, which has
not been addressed before. Finally, we close
with a general discussion of limitations of this
study as well as future endeavors.
MLBA Specification
We can conceptualize the MLBA model as
consisting of a front-end and a back-end process. The front-end process produces the response strengths in the form of drift rates,
whereas in back-end process, the response alternatives are represented as accumulators that
race toward a common threshold amount of
evidence, identical to the LBA model (Brown &
Heathcote, 2008). Ultimately, the model predicts a response to correspond to the accumulator that first reaches the threshold and a response time that equals the length of time
associated with determining the winning accumulator.
Suppose an observer is presented with an
item i that is comprised of two attributes, P and
Q. To produce the drift rates, the model assumes
a subjective mapping function u(·) that transforms the attribute values associated with item i
(i.e., (Pi, Qi)) to a subjective representation
(u(Pi), u(Qi)). The function u(·) essentially
curves the objective attribute space for all presented items, and the magnitude of the curvature is dictated by the parameter m. When m is
greater than 1, the curve is concave and intermediate options (i.e., options nearer to the center of the attribute space) are preferred over
extreme options. The MLBA model uses this
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concave function to capture the compromise
effect, where intermediate options are preferred
over extreme options. When m is between 0 and
1, the curve is convex and extreme options are
preferred over intermediate options. When m is
equal to 1, no transformation of the attribute
space occurs. For option i, the function u(·)
transforms the attributes values in the following
way:
u(Pi) ⫽

u(Qi) ⫽

冋

b
tan()m ⫹

冉冊册
b
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where a, b, and  are expressed as:
a ⫽ Pi ⫺
b ⫽ Qi ⫺

Qi(P j ⫺ Pi)
Q j ⫺ Qi

 ⫽ arctan

冉冊
Qi
Pi

再

if u(Pi) ⫺ u(P j) ⱖ 0, then  ⫽ 1
if u(Pi) ⫺ u(P j) ⬍ 0, then  ⫽ 2

An important prediction from the model is
that very similar attribute values produce larger
attention weights, presumably because more attention is required to appreciate smaller differences between the options. The MLBA model
uses this attention imbalance to capture the attraction effect (cf. Trueblood et al., 2014).
The final step of the front-end process is to
calculate the “valence” comparing two options
by applying weights to the attribute-wise differences across options i and j:
Vij ⫽ WPij(u(Pi) ⫺ u(P j)) ⫹ WQij(u(Qi) ⫺ u(Q j)).
(4)

,

Pi(Q j ⫺ Qi)
P j ⫺ Pi

The weight function introduces the decay parameter, , which can take on one of two values,
depending on the difference between items
along a particular dimension:

,

(2)

.

Note that Equation 2 presents expressions
that depend on the attribute values comprising
both option i and option j, because the model
assumes the transformation for option i is relative to option j (Tversky & Simonson, 1993;
Usher & McClelland, 2001). The subjective
values for option j are calculated in an equivalent way, where the index i is replaced by j and
the index j is replaced by i in Equations 1 and 2
above.
The subjective values are then weighted according to differences in the subjective attribute
space. The weights might be interpreted as attention, where larger weights indicate more attention should be directed toward a particular
attribute. The weighting function takes the following form:
WPij ⫽ exp(⫺ | u(Pi) ⫺ u(P j) | ),
WQij ⫽ exp(⫺ | u(Qi) ⫺ u(Q j) | ).

(3)

The valence between choice options is the
driving force determining the probability of
choice selection in the model. To obtain the
drift rate for a particular item, we calculate the
valence in Equation 4 comparing among items
in the choice set, and adding them up. For
example, in the three-alternative case, the three
drift rates are
d1 ⫽ V12 ⫹ V13 ⫹ I0 ,
d2 ⫽ V21 ⫹ V23 ⫹ I0,

and

(5)

d3 ⫽ V31 ⫹ V32 ⫹ I0 ,
where I0 is a baseline input parameter used to
ensure that the (mean) drift rates are always
positive, implying that eventually one alternative will reach a threshold (through expectation). The MLBA model produces a similarity effect through the calculations of
valence and drift rates. Here, smaller differences among attributes lead to less weight
being given to those options. Because the two
similar options have a small distance to one
another, but have large distances from the
third, dissimilar option, the valence comparing the similar options will be small relative
to the valence comparing the two similar op-
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tions to the third dissimilar option. The larger
valence for the third option leads to a larger
drift rate, thereby increasing the probability
of the target option being selected.
The purpose of the back-end process in the
MLBA model is to determine the joint distribution of choice and response time. Architecturally, the back-end process is equivalent to the
LBA (Brown & Heathcote, 2008) model. The
model assumes that each alternative is represented as an accumulator, and these accumulators race toward a common threshold amount of
evidence, represented as the parameter b. At the
time that one accumulator reaches a threshold, a
choice is made corresponding to the winning
accumulator, producing both a choice and response time. Although Equation 5 specifies the
mean drift rates for each accumulator, the
model assumes that the drift rates vary from trial
to trial. Specifically, the model assumes that a drift
rate on a particular trial k is sampled from a normal
distribution such that di,k ⬃ ᏺ共di, s兲 for the ith
option, where s is the between-trial drift rate standard deviation parameter. Similarly, the model
assumes that the starting point of the evidence
accumulation process may not be equal, and is
also subject to between-trial variability. Specifically, the starting point pi,k for each option i
on trial k is sampled from a uniform distribution ranging from zero to A: pi,k ⬃ U(0, A).
Although estimates for the single-trial parameters
(pi,k) can be derived (see Rodriguez, Turner, Van
Zandt, & McClure, 2015; van Maanen et al., 2011),
it is more common to treat the upper bound of the
starting point (A) as the free parameter in the model.
Finally, the back-end process assumes a nondecision
time parameter  to account for cognitively uninteresting effects. Table 1 summarizes the model parameters of the MLBA model, separated by front-end
and back-end processes.
As discussed in the introduction, the MLBA
model has not yet been fit to CRT data, despite
having the mechanisms to do so. In previous
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applications, because CRT data were not considered, parameters of the back-end process
were fixed to specific values, and only the parameters of the front-end process were freely
estimated. This limitation leaves open questions
of whether the parameters of the back-end process can be estimated as in the LBA model, and
whether fitting the model to CO or CRT data
changes the parameter estimates. In the next
section, we address both of these questions in a
simulation study.
Simulation Study 1: Constraints Offered by
CRT Data
Our first simulation study explores the level
of constraint offered by CRT data relative to CO
data. We investigated the degree of constraint in
three ways. First, we fit the MLBA model to
either CO or CRT data from the same set of
simulated data from the model, and evaluated
the degree of constraint by comparing the statistical properties of the estimated posterior distributions. Second, we investigated how constraining the CRT data were by systematically
freeing parameters in the model and inspecting
the accuracy of the posterior estimates. Third,
we examined the degree to which the accuracy
of our estimates was affected by the number of
observations and the specific settings of the
model parameters.
Method
Data generation. As our simulation study
focuses on relative accuracy across CO and
CRT model fits, we simulated CRT data from
the MLBA model with known parameter settings. When simulating the data, we needed to
make a choice about the values of the parameters used to generate the data, as well as the
details of the stimulus set. We based these
choices on the qualitative analyses of the

Table 1
Parameter Summary: Description of the Eight Parameters of MLBA
Parameter

Front-end process

Parameter

Back-end process

m
1
2
I0

Curvature mapping exponent
Decay parameter in weight equation
Decay parameter in weight equation
Baseline rate

A
b
s


Starting point upper boundary
Threshold
Drift rate noise
Non-decision time
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MLBA model presented in Trueblood et al.
(2014). For the stimulus set, we chose two sets
of stimuli per context effect, which are reported
in Table 2. Departing from Trueblood et al.
(2014), we chose to simulate data for the attraction effect using only a range-frequency decoy
to keep the number of stimuli constant across
the three effects.
In addition to the stimulus sets, we needed to
set parameter values to generate the CRT data.
For our first two analyses, we set m ⫽ 5, I0 ⫽ 5,
1 ⫽ 0.2, and 2 ⫽ 0.4 to establish the front-end
process. We set b ⫽ 2, A ⫽ 1, s ⫽ 1, and  ⫽
0.1 to establish the back-end process. These
parameter values, reported in Table 3, were
shown to produce all three context effects simultaneously. While it is unclear whether or not
a model should be evaluated on the basis of
whether or not it can produce all three effects
simultaneously (Liew, Howe, & Little, 2016;
Trueblood, Brown, & Heathcote, 2015; Tsetsos,
Chater, & Usher, 2015; Turner et al., 2018),
these parameter values served as a basis for our
investigation.
With the stimulus set and parameter values
specified, we generated CRT data by simulating
the model 700 times per stimulus (i.e., 4,200
trials in total). As the CRT data subsume the CO
data, we can selectively use the CO portion of
the CRT data, or the entire set of CRT data
when fitting the model.
For the third analysis in this study, we investigated a range of different parameter values and
varying trial sizes. To generate the parameter
values, we randomly sampled parameter values
from a uniform distribution for each simulation.

Table 2
Details of the Stimulus Set Used in Study 1
Effect

X

Y

Decoy

Context
effect

Attraction Set 1
Attraction Set 2
Similarity Set 1
Similarity Set 2
Compromise Set 1
Compromise Set 2

(4, 6)
(4, 6)
(4, 6)
(4, 6)
(4, 6)
(4, 6)

(6, 4)
(6, 4)
(6, 4)
(6, 4)
(6, 4)
(6, 4)

(3.7, 5.7)
(5.7, 3.7)
(3.8, 6.2)
(6.2, 3.8)
(8, 2)
(2, 8)

(4, 6)
(6, 4)
(6, 4)
(4, 6)
(6, 4)
(4, 6)

Note. For each context effect, the second, third, and fourth
columns show the values of the attributes used for Options
X, Y, and the decoy, respectively. The last column specifies
the choice that should be made to produce a given context
effect.

We first sampled a total of 30 parameter values
from the following range, following the same
grid used in Trueblood et al. (2014): 0.5 ⱕ m ⱕ
5; 5 ⱕ I0 ⱕ 10; 0.1 ⱕ 1 ⱕ 0.8; and 0.1 ⱕ 2 ⱕ
0.8. The 30 randomly sampled parameter combinations are provided in our online supplementary materials (Table S1). These same 30 samples were used for each level of the number of
observations, so that we could rule out variability associated with parameter sampling when
comparing posterior differences across the
number of observations.
Third, to examine how the number of observations interacted with the discrepancies in the
posterior estimates, we simulated the model
across a grid ranging from 200 to 1,000 trials
per stimulus, in increments of 100 trials. Because there were six total stimuli used in each
experiment, the total number of trials ranged
from 1,200 (i.e., when N ⫽ 200) to 6,000 (i.e.,
when N ⫽ 1,000). As we discussed above, at
each setting of the number of trials, we generated 30 data sets using the 30 parameter values
reported in Table S1, and fit the MLBA model
(specifically M1) to either the CO or CRT portion of the generated data.
Model specification. In testing the constraints offered by CRT data, we investigated
two versions of the MLBA model. The first
model, M1, is the MLBA model as presented in
Trueblood et al. (2014). A total of four parameters are free in M1: the curvature mapping
parameter m, the baseline input I0, and two
decay parameters for the attention weights 1
and 2. Because we are fitting the model in a
Bayesian framework, we needed to choose priors for these parameters to specify the model.
For each of the four parameters, we specified a
continuous uniform distribution on the interval
(0, 100). The remaining back-end parameters
were fixed: b ⫽ 2, A ⫽ 1, s ⫽ 1, and  ⫽ 0.1.
The identical model specification was used
when fitting M1 to both the CO and CRT data.
For our second analysis, we systematically
freed the remaining four parameters of the backend process. We proceeded systematically by
freeing different back-end parameters, each
time checking the posterior estimates to ensure
convergence and accuracy. Eventually, all eight
parameters were freely estimated, a model we
refer to as M7. To be clear, beyond M1 above,
M7 possesses an additional four parameters: the
upper boundary of the starting point A, the
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Table 3
Statistics of the M1 and M7 Model Posterior Estimates
M1
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Parameter
I0
m
1
2
b

A
s

True
5
5
.2
.4
2
.1
1
1

M7

M1

M7

CO MSE

CRT MSE

CRT MSE

CO SD

CRT SD

CRT SD

.745
49.0
.000182
.00482
—
—
—
—

.0216
.411
.000130
.00135
—
—
—
—

.294
1.32
.000158
.00160
.0600
.000150
.0111
.00461

.586
5.53
.0127
.0539
—
—
—
—

.105
.618
.00843
.0362
—
—
—
—

.541
1.09
.00907
.0377
.243
.0115
.0934
.0679

Note. CO ⫽ choice-only; CRT ⫽ choice response time. The left three columns show the mean squared errors, measured
by comparing the mean of the posterior to the true value of the parameter used to generate the data, whereas the right three
columns show the standard deviations of the marginal posterior distributions.

threshold parameter b, the between-trial drift
rate standard deviation s, and the nondecision
time parameter . Because we found that not all
of the model parameters are identifiable when
fitting M7 to CO data, we do not compare
posteriors for M7 across fits with CO and CRT
data. Instead, M7 serves as a tool for exploring
how constraining CRT data are. When specifying the priors for the model parameters, we
assumed a continuous uniform distribution on
the interval (0, 100) for all eight model parameters.
For our third analysis, we focused only on M1
(i.e., the stock version of the MLBA model).
Following our settings of M1, we again used the
same continuous uniform prior distribution for
each of the four parameters comprising the frontend process. For the back-end process, we assumed that all parameters were correctly specified,
that is, they were set to the true values used to
generate the data.
Details of sampling algorithm. Although
there are many ways to assess parameter accuracy and uncertainty, we approached this
problem from a Bayesian perspective and focused our comparisons on estimated posterior
distributions. To obtain estimates, we used
the Differential Evolution Markov Chain
Monte Carlo (DE-MCMC; ter Braak, 2006;
Turner, Sederberg, Brown, & Steyvers, 2013)
algorithm to draw samples from the joint posterior. DE-MCMC is an evolutionary algorithm that approximates the Fisher information matrix by using pairwise differences
between multiple particles in the system.
Compared with conventional MCMC algo-

rithms, DE-MCMC has been shown to exhibit
greater efficiency when sampling from posteriors with highly correlated parameters, such
as the LBA model (Turner, Sederberg, et al.,
2013).
Across the three sets of simulations, the
details of the sampling algorithm only varied
by whether we were fitting relatively simple
M1, or relatively complex M7. Due to the
added dimensionality of M7, we required
some slight modifications of our sampling
algorithm to arrive at accurate estimates of
the posterior distribution.
When fitting M1 to either the CO or CRT
data, we drew 2,000 samples from the joint
posterior distribution, following a burn-in period of 200 samples. We ran 24 chains in
parallel and set the within-group migration
probability to 0.4 for the first 101 iterations,
after which the migration probability was set to
0. Thus, the posterior estimates are based on
43,200 samples. Convergence of the chains
was assessed through visual inspection of the
samples (trace plots can be found in Figures
S1 and S2 of the online supplementary materials).
When fitting M7 to the CRT data, we drew
5,000 samples from the joint posterior distribution, following a burn-in period of 2,000 samples. A longer burn-in was required for convergence. We again ran 24 chains in parallel. We
set the within-group migration probability to 0.4
for the first 1,001 iterations, after which the
migration probability was set to 0. Thus, the
posterior estimates are based on 72,000 samples. Convergence was again assessed through
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visual inspection (Figure S3 in the online supplementary materials).
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Results
We present the results of our simulation study
in three stages. First, we compare the posterior
estimates of M1 when fitting it to either CO or
CRT data. This analysis is a direct comparison
of how constraining CRT data, relative to CO
data, are to the four parameters comprising the
MLBA model’s front-end process. Second, we
fit the M7 model to the same CRT data to
investigate how much more flexible the MLBA
model can be when constrained by CRT data,
while still maintaining identifiability. Third, we
investigate the influences that the number of
observations and the specific settings of the
model parameters have on the accuracy of the
recovered model parameters.
Analysis 1: Differences between CO and
CRT model fits. In our first analysis, we fit
M1 to both the CO and CRT data. Recall that

the CRT data subsume the CO data, in that the
exact same pattern of responses are present in
both data sets, but the CRT data also contain
response times. Hence, any differences observed in M1 fits are attributable to the additional information provided by the response
times in the CRT data. Figure 1 shows the
estimated posterior distributions obtained when
fitting the M1 to the CO data (gray histograms)
and the CRT data (white histograms). As a
reference, the mean posterior estimate for CO
data is represented as the blue line, whereas the
mean for the CRT data is represented as the
green line. Also, the true parameter values used
to generate the data are shown as the dashed red
line in each panel.
Comparing the mean of the posterior estimates, Figure 1 shows that the means when
using the CRT data are closer to the true parameter value than the means using the CO data,
except for the 1 parameter. To evaluate these
differences, Table 3 provides the mean squared

Figure 1. M1 posterior estimates across CO and CRT data. The estimated posterior distributions for the CO and CRT data are shown as the white and gray histograms, respectively.
In each panel, green lines represent the mean of the posterior when using CRT data, blue lines
represent the mean of the posterior when using CO data, and red lines represent the true values
of the parameters used to generate the data. See the online article for the color version of this
figure.
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error (MSE) between the mean of the posterior
estimate and the true parameter values. Importantly, we define mean squared error as the
mean of the squared difference between each
sample of the posterior and the true parameter
value. We defined MSE this way in order to take
variance of the posterior estimate into account.
For all model parameters, Table 3 shows that
the MSE is smaller for the CRT data than it is
for the CO data. The differences in the MSE are
more noticeable for the parameters m and I0,
where the MSE is 33.4 times smaller for the I0
parameter, and 119 times smaller for the m
parameter when using the CRT data.
While comparing the MSE of the posterior
estimates did provide evidence that the CRT
data fits are more accurate, perhaps more interesting is the spread of the posterior distributions
across CRT and CO data. Because we assumed
equivalent priors across the two data fits, we can
compare the spread of the posteriors across the
models. Ideally, the posteriors should have less
variance, as this indicates greater certainty
about the location of the true parameter value.
Across panels, Figure 1 shows that the variability of the marginal posterior samples are smaller
when using CRT data than CO data, and again
the differences are more appreciable for the m
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and I0 parameters. Table 3 also provides the
standard deviation of the marginal posterior distributions using both CO and CRT data. For
each of the four parameters, the standard deviation was smaller for the CRT data than for the
CO data. Given that the posteriors are both
more accurate and less variable when using the
CRT data, we can conclude that incorporating
response time data into the analysis does provide greater constraint on the model parameters.
Analysis 2: Flexion of the MLBA model.
The second analysis we performed investigated
how many parameters could be freely estimated
in the MLBA model when fitting it to CRT data.
The estimated posterior distributions from M7
for all eight model parameters are shown in
Figure 2. Within each panel, the true parameter
values used to generate the data are shown as
the dashed red lines, and the mean of the estimated posteriors are shown as the green lines.
Figure 2 shows that the estimates for all eight
model parameters are centered on the true parameter values, and the standard deviations of
the posteriors are relatively small. Importantly,
the posterior estimates of M7 when fitting CRT
data were still more successful in estimating I0,
m, 1, and 2 than M1 fit to CO data when
comparing the MSEs and posterior standard de-

Figure 2. Parameter estimates of M7, fitted to CRT data. Each panel corresponds to a model
parameter, where the true parameter value used to generate the data is represented as a red
line, and the mean of the estimated posterior distribution is shown as the green line. See the
online article for the color version of this figure.
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viations (see Table 3). As can be expected, the
fits of M1 to CRT data resulted in more accurate
and less variable posterior estimates compared
to the fits of M7 to CRT data, for the four
parameters in both models (i.e., m, I0, 1, and
2). Because M7 fit to CRT data contains four
additional parameters compared to M1 fit to CO
data, we should expect more uncertainty in the
parameter estimates of the M7 model. Despite
this uncertainty, M7 still provided better estimates than M1 fit to CO data for the front-end
parameters.
Analysis 3: Effects of parameter values
and number of observations. There are at
least two potential confounds that prohibit us
from making generalizable claims for our results. First, the results may be due to the particular settings of the parameter values. In a
series of simulation studies, we observed what
we refer to as partial identifiability in the
MLBA model, where the marginal posterior
estimates for some model parameters were
equivalent to the prior. Partial identifiability
only occurred when generating data for some
settings of the model parameters, although it
was difficult to predict when this would occur a
priori. While we do not believe partial identifiability to be exclusive to the MLBA model,1 it
is important to rule out the possibility that the
posterior differences were only due to the particular settings of the model parameters. To
generalize, our third analysis generates data
from a large range of candidate parameter values.
Second, the posterior discrepancies may be
due to the number of observations that contribute to the posterior estimates. We suspected that
with few numbers of observations, the differences in the posterior estimates may be unappreciable, making the additional complexity associated with collecting and analyzing CRT
data unrewarding. As such, we wished to establish boundary conditions for the number of observations by reproducing the previous M1 simulation results with different numbers of
observations per stimulus. By treating the number of observations as an independent variable
in this next simulation study, we are better able
to identify features of the experimental design
where having CRT data can improve model
testing and evaluation.
For each estimated posterior distribution, we
computed the MSE and the SD across CO and

CRT data fits. Figure 3 shows the log-transformed distribution of SDs (panel A) and MSEs
(panel B) for each model parameter across the
levels of number of observations. The distribution of each statistic is shown as a violin plot
(consisting of 30 values) where gray corresponds to CO fits, and white corresponds to
CRT fits. The red and blue dots within each
violin plot mark the median of the distribution
for CO and CRT fits, respectively. For the parameter m, when fewer observations are made,
the maximum SD for a set of SDs goes up to 20
for CO data. While the spread is similar for
these fewer numbers of observations, the medians for the CRT data fits are lower than that for
the CO data fits. As the number of trials increases, the spread and median SDs decrease
across both types of fit. However, the spreads of
the CRT fits become more constrained, while
the maximum SDs for CO fits remain more than
double those for CRT. A similar trend is shown
for the MSE for m: As the number of trials
increases, the MSE decreases for both CO and
CRT data fits, but the median and maximum
MSE values are smaller for CRT fits.
Perhaps the most striking differences are in
the I0 parameter. Across all numbers of observations, the SD and MSE of CRT fits are near
zero (the maximum SD across all simulations is
0.269, and the maximum MSE is 0.293). Although in CO fits, SDs and MSEs of I0 do
decrease as number of observations increase,
CO fits do not constrain the posterior estimates
as well as CRT fits. Additionally, even at 1,000
observations, the smallest SD for CO fits is still
larger than the largest SD for CRT fits at only
200 observations. The parameters 1 and 2 also
show advantages to CRT fits. Just like in the
other parameters, for every trial size, the median
SDs and MSEs for 1 and 2 fit to CRT data
were smaller than the respective medians fit to
CO data. Across all parameters, CRT fits provide better estimates over CO fits, in terms of
SDs and MSEs for a variety of parameter settings and numbers of observations.
One could assume that as the number of
observations becomes large enough, the quality
of CO fits may converge to that of the CRT fits.
1
We have observed partial identifiability in other work,
such as in models of episodic memory (Turner, Dennis, &
Van Zandt, 2013; Turner & Van Zandt, 2012).
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However, even at a maximum trial size of 1,000
per stimulus set, or 6,000 total trials, the posteriors of CRT still have smaller SDs and MSEs
than CO fits. For every parameter, the median
SDs and MSEs of CRT fits remain smaller than
the medians of CO fits for every single trial size,
even at 1,000 trials. While the medians are
similar in 1, CO data have difficulty providing
enough information to constrain posterior estimates for some sets of parameter values. For
example, even at 1,000 trials per stimulus, some
parameter sets generate CO data that lead to
posteriors of 1 with a MSE of 2987.588. For
reference, the maximum MSE for 1 in CRT fits
across all parameter sets is 0.381. As stated
previously, for I0, no parameter set allows for
CO fits to have a SD lower than the highest SD
of CRT fits.
Systematic biases. In Figure 1, for all four
front-end parameters, the means of the posteriors for CO are higher than the means of the
CRT. However, the violin plots in Figure 3
only provide a generalization of the results,
and do not speak to the relative accuracy of
specific model fits, which may be systematically distorted across either CO or CRT applications. To investigate systematic biases,
we computed the mean of the posteriors for
all 30 sets of parameters used in the previous
simulation study, and directly compared these
estimates to one another. Figure 4 shows this
comparison for the 1,000-trial simulation.
Each panel of Figure 4 plots the mean posterior estimates for the CO application (x-axis)
against the CRT application (y-axis). On each
axis, the shaded region represents the possible
range from which the true parameter values
were sampled: 0.5 ⱕ m ⱕ 5; 5 ⱕ I0 ⱕ 10;
0.1 ⱕ 1 ⱕ 0.8; and 0.1 ⱕ 2 ⱕ 0.8. Points
that lie in the overlapping purple region have
means within the possible ranges for both CO
and CRT applications. As a guide, the diagonal dotted line is where the CRT posterior
mean is equivalent to the CO posterior mean.
Although we performed similar examinations
across the full range of trial sizes, we chose to
report only the means at 1,000 observations
because this condition reflects the limiting
case. In other examinations, the misestimation of model parameters in the CO application severely distorted the scale of the axes,
making it difficult to appreciate the differences across CO and CRT applications. In
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fact, even in the 1,000-observation case, two
outlier estimates for 1 were removed so that
all parameter estimates could be visualized
together.
Across panels, applications of M1 to CO
data clearly exhibit poor accuracy, where the
estimates on the x-axis are not contained
within the boundary area reflecting the true
values (i.e., the red shaded region). In three of
the four parameters (excluding I0), the misestimates obtained from CO data are generally
greater than the misestimates obtained from
CRT data (note that two x-axis outliers have
been removed from the 1 plot), but it is not
clear whether these differences are systematic. One possible explanation for the overestimation is due to the lower boundary at zero
on all model parameters. While this is unlikely to affect the parameter estimates for I0,
the other parameters may be biased toward
larger values simply due to posterior uncertainty only being able to spread along the
positive axis. Although Figure 4 helps to elucidate the type of misestimation that underlies
the results in Figure 3, we do not feel that our
simulation results provide enough evidence to
suggest the presence of systematic biases in
the parameter estimates in applications of M1
to CO data.
Simulation Study 2: Dependence
on Tractability
Simulation Study 1 suggested that incorporating response times into the analysis has a
compelling effect on our ability to constrain
parameter estimates. Yet, up to this point, our
results are limited to the MLBA model. As
mentioned in the introduction, the primary motivation for using the MLBA model in this article is its mathematical tractability. In fact, the
MLBA model stands alone in this regard, where
the other three prominent models require extensive model simulations to be fit to data (Turner
et al., 2018). Given our narrow focus on one
particular model of context effects, one may
wonder whether the influence of response times
observed in Study 1 is generalizable to other,
simulation-based models that offer up different
explanations of the same effects.
In this section we generalize our results using
simulation-based methods of inference. One
strategy for generalization is to simply repro-
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Figure 3(opposite)
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duce Study 1 with a simulation-based model,
such as the AAM (Bhatia, 2013), MLCA model
(Usher & McClelland, 2004), or the MDFT
model (Hotaling, Busemeyer, & Li, 2010; Roe
et al., 2001). Unfortunately, for these simulation-based models, there are two potential reasons why the fits across CRT and CO data may
be different. The first is the approximation error
that may be introduced from using likelihoodfree techniques (cf. Turner & Van Zandt, 2012).
The second is the direct influence that response
time data have on the estimates, as we observed
in the MLBA model above. Hence, for simulation-based models, because we cannot separate
the two sources of posterior influence, we could
not say definitively from which source any posterior differences arise.
To eliminate the potential confound of likelihood-approximation error, another approach is
to acquire estimates of the MLBA model using
likelihood-informed and likelihood-free techniques. The strategy here is to compare the
posterior estimates under the two inference
methods when fitting the MLBA model to either
CO or CRT data. If we can show that the
posterior estimates for CO and CRT data are
similar when using both the likelihoodinformed method and the likelihood-free
method, then we can logically rule out the confound of likelihood-approximation error. In so
doing, we could conclude that likelihood-free
techniques are sensitive to the additional information provided by CRT data in the same way
as demonstrated in the simulation studies above.
While not definitive, such a result would provide assurance about the generalizability of the
constraints offered by CRT data to simulationbased multiattribute accumulator models, where
only likelihood-free methods could be applied.
In other words, as long as the accuracy of likelihood-free methods were completely verified
for a given simulation-based model, the constraints offered by CRT data shown in this article should generalize to said model. Further-
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more, as each of the extant models of context
effects assumes an evidence accumulation process that jointly describes choice and response
time using the same theoretical framework of
sequential sampling theory, conclusions about
the constraining influence of one variable
within a specific model should be related to
other models using the same theoretical framework (Turner et al., 2018).
Method
Data generation. We again used the six
stimuli from Table 2, and used the MLBA
model to generate 700 trials per stimulus, creating 4,200 trials in total. For the back-end
process, the model parameters were set to the
same values we have used through this article so
far: b ⫽ 2, A ⫽ 1, s ⫽ 1, and  ⫽ 0.1. For the
front end process, we chose slightly different
values to produce choice reaction time (RT)
distributions that had shorter tails compared
with those chosen by Trueblood et al. (2014):
m ⫽ 2, I0 ⫽ 10, 1 ⫽ 0.6, and 2 ⫽ 0.3. The
shorter tails allowed the response times to be
consistently faster than 5 s, which is a reasonable requirement when fitting the model to experimental data.
Model specification. As the analysis strategy was agnostic to the particular features of the
model (i.e., besides its tractability), we chose
M1 (i.e., the front-end of the MLBA model)
from Studies 1 and 2 above. We fit M1 to CO
and CRT data using both likelihood-informed
and likelihood-free methods, resulting in a total
of four model fits. For all four model fits, we
maintained a continuous uniform prior on the
interval ranging from 0 to 100 for all four model
parameters.
Details of the sampling algorithm. In all
four model fits, we used DE-MCMC to sample
from the posterior distribution by running 24
chains in parallel for 2,000 iterations, following
a burn-in of 500 iterations. Hence, each poste-

Figure 3 (opposite). Effects of number of observations and parameter settings. Log-transformed summary statistics of
each posterior estimate are shown when fitting the MLBA model to either CO (gray) or CRT (white) data, across different
numbers of observations (x-axis). Panel A shows the log-transformed standard deviations (Log(SD)), whereas panel B
shows the log-transformed mean squared error (Log(MSE)). Each summary statistic is shown as a violin plot, where red and
blue dots represent the median of each distribution for CO and CRT fits, respectively. See the online article for the color
version of this figure.

This document is copyrighted by the American Psychological Association or one of its allied publishers.
This article is intended solely for the personal use of the individual user and is not to be disseminated broadly.

184

MOLLOY, GALDO, BAHG, LIU, AND TURNER

Figure 4. Systematic biases in posterior means at 1,000 observations. Each point on the
plots corresponds to one of the 30 parameter sets. The x-axis corresponds to the mean of the
posterior from CO fits while the y-axis corresponds to the mean of the posterior from CRT fits.
Two parameter estimates for 1 were not included in the figure as their mean posterior
estimate for CO exceeded 30, which distorted visualization of the other 28 parameter sets. The
dotted line on the diagonal indicates indifference, or no bias. The colored portions of the plot
show the ranges of true values the parameter sets could have been sampled from. If a point
lies in the purple region, it shows that the estimate was within the possible ranges for both CO
and CRT. See the online article for the color version of this figure.

rior estimate was constructed from 36,000 samples.
To approximate the likelihood function for
the MLBA model, we relied on the probability density approximation (PDA; Turner &
Sederberg, 2014) method. The PDA method is
a brute-force algorithm for bypassing the likelihood function altogether, and was developed
specifically for modeling problems where the

likelihood function is intractable. When using
the PDA method, we simulated the model
30,000 times per stimulus for a given proposal parameter value. This amount of simulated data was used in both the CO and CRT
data fit context. To form a good approximation of the simulated CRT distributions, response times were transformed onto a logarithmic scale and an Epanechnikov kernel was
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used with Silverman’s rule of thumb when
selecting the bandwidth (Epanechnikov,
1969; Silverman, 1986). Additional details of
the PDA approximation method are provided
in the online supplementary materials, as well
as in Turner and Sederberg (2014) and
Turner, Sederberg, and McClelland (2016).
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Results
Figure 5 shows the estimated marginal posterior distributions for each of the four model
parameters. Within each panel, the vertical
black line represents the true value of the
parameter used to generate the data. Blue
lines correspond to fits obtained using CRT
data, whereas red lines correspond to fits obtained using CO data. Light colors are used to
represent fits obtained using likelihoodinformed methods, whereas darker colors are
used to represent fits obtained using likelihood-free methods.
First, comparing across panels, the estimates obtained using the PDA method arrived
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at reasonably accurate estimates of the posterior distributions, although the accuracy is
better for CO data fits than for CRT data fits.
The reason for the discrepancy across data
types is likely due to errors associated with
the kernel density approximation we used.
Second, we can use the posterior estimates
across CO and CRT data fits to address
whether or not likelihood-free methods are
sensitive to the information provided by RTs.
The differences between the light blue and
light red densities replicate the results from
our Simulation Study 1. Comparing the dark
blue and the dark red densities reveals that
likelihood-informed methods are also sensitive to the differences in data types, and these
differences are at least similar to those appreciated by likelihood-informed methods.
While the likelihood-approximation confound
cannot be entirely ruled out, Figure 5 shows
that the influence of CRT data on the posterior distribution is stronger than the influence
of likelihood-approximation error. Hence, we

Figure 5. Likelihood-free and likelihood-informed posterior estimates. Each panel shows
the estimated marginal posterior distribution obtained when using either a likelihoodinformed or likelihood-free method, applied to CO (i.e., light or dark red, respectively) or
CRT data (i.e., light or dark blue, respectively). DE-MCMC refers to the Differential
Evolution Markov Chain Monte Carlo method (likelihood-informed) and PDA refers to the
probability density approximation method (likelihood-free). Within each panel, the black
vertical line represents the true value of the parameter used to generate the data. See the online
article for the color version of this figure.
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conclude that CRT data should also constrain
parameter estimates for simulation-based
models of context effects.
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Experimental Application: Data From
Turner et al. (2018)
While our simulation studies provided strong
evidence that RTs can be used effectively to
constrain models of context effects, as they deal
with simulated data, it is unclear whether our
conclusions hold in realistic environments.
From a practical perspective, it would be interesting to know whether the differences in the
parameter estimates across CO and CRT data
fits result in different conclusions about the
mechanisms underlying the decision process. In
addition, we wondered whether fitting either
CO or CRT data provided a more stringent test
of the MLBA model’s ability to capture experimental effects.
To this end, the next analysis we performed
applied the MLBA model to data from an experiment reported in Turner et al. (2018). The
experiment involves perceptual decisions
among a mixture of binary and ternary trials.
The structure of the experiment was designed to
provide strong constraints on model parameters,
by involving not only the context effects described in the introduction, but also involving
“filler” trials in which one alternative would be
clearly better than another, after correcting for
possible perceptual asymmetries. The MLBA
model is a perfect candidate with which to test
the influence of CRT data from real experiments, as (a) context effects have already been
shown to occur in both consumer and perceptual
domains (Trueblood, Brown, Heathcote, &
Busemeyer, 2013); and (b) the back-end process
of the MLBA model—the LBA model— has
already been shown to account for choice RT
data in a number of perceptual tasks (e.g.,
Brown & Heathcote, 2008; Donkin, Averell,
Brown, & Heathcote, 2009; Donkin, Brown,
Heathcote, & Wagenmakers, 2011; Rae, Heathcote, Donkin, Averell, & Brown, 2014).
Method
Experimental details. To test the effects of
CO and CRT data, we fit the MLBA model to
the experimental data from the second study in
Turner et al. (2018). While we do not provide

all the necessary details of the experiment here,
we can provide a brief summary. The experiment involved a total of 15 stimuli containing a
variety of experimental manipulations in an effort to fully constrain the extant models of context effects. The 15 stimuli, presented in Table
S2 in the online supplementary materials, consisted of either binary or ternary trials, and
either allowed for testing of a specific context
effect or were “filler” trials. Filler trials were
used strategically to avoid overfitting the response patterns present in context effects, and to
provide clear checks on behavioral response
inconsistencies. The checks used in the experiment allowed Turner et al. (2018) to better
isolate the variability associated with the response itself, allowing them to discriminate
among the extant models of context effects,
fitted to CO data.
On each trial, subjects were presented with
one of the 15 stimuli consisting of rectangles
where the features of the rectangles corresponded to widths and heights. Subjects were
instructed to choose the rectangle with the largest area, regardless of how many rectangles
were presented in the display. Although subjects completed both a perceptual and consumer
goods session (i.e., the sessions were separated
by 1– 8 days to avoid testing effects), we focus
our analysis on the data from the perceptual task
as we believe the CRT data in that task to be
more reliable.
In total, our analyses focus on 42 subjects
whose data were collapsed over as if no individual differences were present. While we readily acknowledge that capturing individual differences should be a priority (e.g., see Turner et
al., 2018, for hierarchical analyses of CO data),
as our focus was on differences across CO and
CRT data, the distinction among individuals
seemed unimportant. Each subject provided
893.95 responses per stimulus set on average,
where the order of the stimuli was randomized
across presentations. In total, 37,546 trials
worth of data were used in the analyses reported
below.
Model specification. The typical application of models to context effects assumes that
the attributes comprising a stimulus are attended to equally. However, when dealing with
perceptual stimuli, the assumption that the
width and height of a rectangle contributes
equally to a judgment about area does not ap-
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pear to hold (Trueblood et al., 2013; Turner et
al., 2018). To account for this perceptual asymmetry in the MLBA model, an additional parameter ␤ is introduced to Equation 3:
WPij ⫽ exp (⫺ | u(Pi) ⫺ u(P j) | ),
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WQij ⫽ exp (⫺␤ | u(Qi) ⫺ u(Q j) | ).

(6)

According to Trueblood et al. (2014), the
weight parameter ␤ adjusts the amount of
weight given to a particular attribute dimension.
When ␤ ⬎ 1, there is a bias toward attribute Q,
and when 0 ⬍ ␤ ⬍ 1, the bias is toward attribute
P. When ␤ ⫽ 1, attribute P and attribute Q are
attended to equally.
We fit a total of three models to the data. In
the first analysis, we fit M1 to CO and CRT
data, to show parameter differences across the
CO and CRT fits. The parameters of the backend process in M1 were set to the same values
as in Simulation Study 1. In the second analysis,
we fit M7 to the CRT data to examine whether
or not the model could capture all of the essential trends. In all three of these models, Equation
6 was used to adjust the weighting function,
equipping M1 and M7 with five and nine parameters, respectively. We maintained a continuous uniform prior over all model parameters
on the range (0, 100) to be consistent with the
other analyses in this article.
Details of sampling algorithm. We again
used DE-MCMC to sample from the posterior
distribution of each model. For all models, we
used 24 chains. However, to arrive at quality estimates, we needed to tailor the sampling procedure for each model fit. For M1 fit to CRT data,
3,000 samples were drawn, and the first 1,999
samples were treated as a burn-in period. For M1
fit to CO data, 17,000 samples were drawn, and
the first 2,000 samples were treated as a burn-in
period. Following the burn-in period, we retained
every 15th sample in order to reduce the autocorrelation of the chains (i.e., a process called “thinning”). For both M1 fits to data, the posterior
estimates were based on 24,024 samples, so that
the model’s performance across fits of different
data types could be compared fairly.
When fitting M7 to CRT data, we drew 5,000
samples from the posterior and treated the first
2,000 samples as a burn-in period. Hence, the
posterior estimates are based on 72,000 samples.
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Results
We present the results from our analyses in
three stages. In the first analysis, we show how
the context effects vary with response time. In
the second analysis, we compare the posterior
estimates for M1 when fitted to either CO or
CRT data, so that the information conveyed by
the RT data can be assessed. In the third analysis, we fit M7 to the CRT data, examine the
posterior estimates, and assess the model’s ability to fit the data.
Context effects as a function of response
time. Though context effects are defined in
terms of choice probability, our data show that
the magnitude of context effects does fluctuate
with response time. Figure 6 depicts the variation in the magnitude of each context effect with
respect to response time. First, we divided the
choice probabilities up into 10 bins based on the
deciles of the response times in our data. Second, we computed the attraction, similarity, and
compromise effects for all of the responses contained within each bin. Using the stimulus condition codes presented in Table S2 of the online
supplementary materials, we based the attraction effect on two response patterns:
P(A | C1)
(P(A | C1) ⫹ P(B | C1))
P(B | C2)
(P(A | C2) ⫹ P(B | C2))

⫺ P(A | B1), and
⫺ P(B | B1),

where A is the target and B is the competitor for
the first pattern, and B is the target and A is the
competitor for the second pattern. The average
of these two patterns was used as a measure of
the attraction effect. The compromise effect was
based on the average of the following two patterns:
P(C | C5)
(P(A | C5) ⫹ P(C | C5))
P(C | C5)
(P(B | C5) ⫹ P(C | C5))

⫺ P(B | B2), and
⫺ P(B | B3).

Finally, we based the similarity effect on the
following two response patterns:
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Figure 6. Effect size over time. Each panel shows the mean context effect as a function of
response time: attraction (left), similarity (middle), and compromise (right). Areas of the
effect size space resulting in rejection of the null hypothesis at 0.05 (light blue) and 0.01 (dark
blue) are shown. These critical areas have not been corrected for multiple comparisons, and
are based on an effect that is collapsed over response time. See the online article for the color
version of this figure.

P(B | C3)
(P(A | C3) ⫹ P(B | C3))
P(A | C4)
(P(A | C4) ⫹ P(B | C4))

⫺ P(B | B1), and
⫺ P(A | B1),

where B is the dissimilar target and A is
the competitor for the first pattern, and A is the
dissimilar target and B is the competitor for the
second pattern. The average of these two patterns was used as the measure of the similarity
effect. Once each effect had been calculated for
each response time bin, we could plot their
magnitudes in Figure 6. As a guideline, the blue
shaded areas in Figure 6 correspond to the effect
size needed to reject a null hypothesis that the
mean effect size is equal to zero at significance
levels of ␣ ⫽ .05 (light blue) and ␣ ⫽ .01 (dark
blue). These critical areas were computed by
collapsing across response times, as might be
typically done when evaluating whether or not
context effects were present in experimental
data. Furthermore, no corrections for multiple
comparisons were made.
Figure 6 is meant as a motivating example
illustrating how the magnitude of context effects are variant with respect to response time.
The magnitude of the attraction effect declines
as response time increases, the similarity effect
has negative magnitude for longer response
times, and the compromise effect was not prom-

inent in the data. The lack of a significant compromise effect is not generally problematic for
the modeling of context effects, as it well established that context effects are not always
simultaneously present across individuals (Liew
et al., 2016; Trueblood et al., 2015; Turner et
al., 2018). While the interpretation of Figure 6
has clear limitations, it is still useful in highlighting the fact that the magnitude of context
effects do vary when based on divisions in the
response times. Future work is necessary to
characterize the magnitude of context effects
with respect to time.
RT effects on M1. Analogous to our simulation studies above, we first wished to establish the effects of RT data on the posterior
estimates of M1. Again, as the details of M1 do
not differ across fits to either CO or CRT data,
any differences observed in the parameter estimates are attributable to the information contained in the RT data. Figure 7 shows the estimated posterior distributions for M1 fit to either
CO (top row) or CRT (bottom row) data, and
Table 4 provides statistical summaries of these
posterior estimates. While CO and CRT provided similar estimates for m and 2, the estimates for I0, 1 and ␤ were markedly different.
The mean baseline input was much smaller
when fit to CO data (I0 ⫽ 0.00463) compared
with when M1 was fit to CRT data (I0 ⫽ 2.025).
Regarding 1, when fit to CO data, the mean
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Figure 7. Posterior estimates for M1 across CO and CRT fits. Each row shows the estimated
posterior distributions of the M1 model parameters, fitted to either CO (top row) or CRT
(bottom row) data from Turner et al. (2018).

estimate was much smaller (1 ⫽ 0.00278) than
when fit to CRT data (1 ⫽ 0.255). The largest
parameter differences occur in the attribute
asymmetry parameter ␤, where the mean estimate when fit to CO data (␤ ⫽ 40.406) was
larger than when fit to CRT data (␤ ⫽ 1.427).
Additionally, the posterior estimates for ␤ show
the largest differences across the two fits, where
the SD when fit to CO data (SD ⫽ 23.91) was
more than 850 times than the SD when fit to
CRT data (SD ⫽ 0.028). The lack of constraint
on ␤ when fit to CO data may have propagated
to uncertainty in the other model parameters,
partially explaining the differences across the

two rows in Figure 7. For example, given the
explicit multiplicative interaction between ␤
and 1 in Equation 6, these parameters are
likely to trade-off with one another. So, when
the estimates for ␤ are large (as in Figure 7), we
should expect the estimates of 1 and 2 to be
small. Figure 7 shows this pattern for 1 and ␤,
although the estimates for 2 are similar across
CO and CRT fits.
Fits to data. While there are differences
between the estimated parameters from M1 fit
to CRT data and M1 fit to CO data, Figure 8
shows that both models fit the choice data well.
Each panel illustrates the model fits with a ter-

Table 4
Statistics of the M1 and M7 Posterior Estimates, Fit to the Data From Turner et al. (2018)
M1

M7

M1

M7

Parameter

CO Mean

CRT Mean

CRT Mean

CO SD

CRT SD

CRT SD

I0
m
1
2
␤

s
A
b

.00463
3.00
.00278
.00190
40.4
—
—
—
—

2.02
2.71
.255
.00191
1.43
—
—
—
—

.570
1.12
.455
.194
1.14
.164
.380
.476
.665

.00358
.0533
.00131
.000735
23.9
—
—
—
—

.00915
.0478
.00652
.000913
.0280
—
—
—
—

.0226
.0645
.0215
.0169
.0115
.00469
.0151
.0189
.0267

Note. The left three columns show the mean of the posterior estimates, whereas the right three columns show the standard
deviations.
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Figure 8. Fits to choice data. Model predictions for choice probabilities (yellow clouds)
against the mean of the observed data (black “X”). The ternary plot in each panel shows the
relative probabilities of choosing the target (T), distractor (D), and competitor (C) options. For
the compromise effect, the distractor and competitor are replaced with the first and second
competitors (C1 and C2), respectively. The indifference curves corresponding to each of the
three options are shown as dashed gray lines. The rows correspond to the three models: M1
CO, M1 CRT, and M7 CRT. The columns correspond to the three context effects, and related
stimuli set. See the online article for the color version of this figure.

nary plot, where the probabilities of choosing
the target (T), distractor (D), and competitor (C)
options are represented as vertices of a triangle.
In the case of the compromise effect, two of the
options are “competitors,” and so we label them
C1 and C2. Points nearer to each vertex indicate
a stronger preference for that option, and the
gray dashed lines represent indifference. Within
each panel, the average response probability
(over subjects) is shown as the black “X,” and
the predictions from the model are shown as the
yellow cloud. To generate the model predictions, we produced a posterior predictive distribution (PPD) of choice probabilities by randomly selecting 1,000 samples from the
estimated posterior distribution and simulating
the model 1,000 times for each stimulus condition. Figure 8 shows the model fits for each of
the three models (rows) and each context effect
in the experiment (columns). Comparing the
model fits across rows, Figure 8 shows that the
best fitting model is M1 fit to CO data, as its
PPD most closely aligns with the black “X.”
This result is somewhat unsurprising as the
model was optimized to fit CO data only,

whereas when M1 was fit to CRT data (second
row), the response time data provide another
consideration in the fitting routine that is not
being evaluated in Figure 8. Hence, the differences between the first and second row are due
entirely to the influence of response time data, a
point that we will return to in the Discussion
section. In summary, all three models can fit the
data (with varying degrees of success), but because response time is not included in the fitting
routine for M1 fit to CO data, the relative fits to
CO data can be misleading.
To examine the model fits to CRT data, Figure 9 shows the defective posterior predictive
cumulative density functions (CDF) plotted
against the defective empirical CDFs of response time. These distributions are defective in
the sense that each CDF asymptotes at its respective choice probability—not one—while
the asymptotic values across a row sum to one
for a given model. The defective posterior predictive CDFs were generated by randomly selecting 1,000 samples from the estimated posterior distribution and simulating the model
once per stimulus condition. The predictions
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Figure 9. Fits to choice response time data. Each panel shows each model’s estimated
defective posterior predictive cumulative density function and the defective empirical cumulative density function (denoted as “Data”) for response time aggregated across trials for each
context effect (rows) and choice option (columns). For each choice option (same notation as
Figure 8), the distributions are scaled to asymptote at the corresponding choice probability
such that the asymptotes should sum to one across rows. See the online article for the color
version of this figure.

were then averaged across choice options for
visual clarity. The CDFs for the attraction effect
were generated from Stimulus Sets 8 and 9, the
CDFs for the similarity effect were generated
from Stimulus Sets 10 and 11, and the CDFs for
the compromise effect were generated from
Stimulus Set 12. Figure 9 shows the response
times for each context effect, sorted by choice
option: target (T, left column); distractor (D,
middle column); and competitor (C, right column).
In Figure 9, one can qualitatively assess the
fit of the models by the asymptotic height, and
details of the function’s curvature, such as onset
and slope. The asymptotic height details choice
probability, whereas the onset and slope detail
the spread and tendency of the RT distribution.

In congruence with Figure 8, the asymptotic
heights show that all models fit the choice probabilities well. Based on the onsets and slopes of
the CDFs, M7 and M1 fit to CRT data fit the RT
data remarkably well, whereas M1 fit to CO
data dramatically misfits these essential trends.
A complete account of CRT data.
Although our first analysis was directed toward
the differences between CO and CRT data, one
could argue that M1 is not appropriate for a
complete account of CRT data. Indeed, while
the original MLBA model presented in Trueblood et al. (2014) fixed all parameters in the
back-end process, these decisions were based
on fitting the MLBA model to CO data. Here,
our purpose is to apply the MLBA model to
CRT data, and so we investigated whether or
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not CRT data would be informative enough to
constrain the parameters of the back-end process, as they were in our Simulation Study 1. To
this end, we fit M7 with all parameters free to
vary. Figure 10 shows the estimated posterior
distributions for each model parameter, and Table 4 provides summary statistics of these posterior estimates. Figure 10 shows that all model
parameters are highly constrained, differing
substantially from their uniform priors (on the
interval (0, 100)). This posterior-to-prior discrepancy suggests that the data are highly informative for the model parameters. While the
estimated parameters for the back-end process
are substantially different from the settings
made in Trueblood et al. (2014), there is no
reason to expect these values to be similar, as
the analyses are based on different data sets and
different types of data (i.e., CO vs. CRT data).
Trueblood et al. (2014) showed that MLBA
predicts that as deliberation time increases, the
magnitude of the attraction and compromise
context effects also increases. In other words, as
time increases, the choice probability that corresponds to the target option of each context
effect also increases. We tested if this trend
could be replicated by examining M7’s fit to
experimental data. Analogous to the M1 evaluation above, we generated a PPD from M7

using a forced termination procedure (i.e., with
no threshold parameter) as performed in Trueblood et al. (2014). To generate the PPD, we
randomly selected 100 samples from the joint
posterior distribution of M7, and simulated 100
CRT observations for each stimulus condition.
We then calculated the median and the 95%
credible set for these predictions, and plotted
them in Figure 11 along with the observed data.
To present the observed data, we first calculated
deciles (i.e., 10%, 20%, . . . , 90%) of the
aggregated (i.e., across subjects) response time
distributions. We then computed the response
probabilities for each option within each of
these decile bins. While this process is not identical to the forced termination procedure used to
generate the predictions of the MLBA model
(i.e., the differences between “free response”
and “interrogation” or “signal-to-respond” paradigms), we thought that this method of viewing the data gave us the greatest insight into
how the choice proportions evolved over time.
Each row in Figure 11 corresponds to a different effect: attraction (top), similarity (middle), and compromise/filler (bottom). The first
column shows the stimuli in the attribute space
and the second two columns show the choice
probabilities as a function of time for a given set
of stimuli (again, see Table S2 of the online

Figure 10. Posterior distributions for M7’s fit to real data. Each panel shows the marginal
posterior distribution corresponding to the indicated parameter.
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Figure 11. M7 choice response times predictions. The first column shows the stimuli chosen
for each effect (shown on different rows), in the attribute space. The second two columns
show the choice probabilities over deliberation time. The first row shows the attraction effect
from Trials 8 and 9. Stimuli Set 8 is shown in the middle panel and Stimulus Set 9 is shown
in the right panel. The second row shows the similarity effect from Trials 10 and 11. Stimulus
Set 10 is shown in the middle panel and Stimulus Set 11 is shown in the right panel. The third
row shows the compromise effect from Trial 12 and the filler effect from Trial 15. Stimulus
Set 12 is shown in the middle panel and Stimulus Set 15 is shown in the right panel. See the
online article for the color version of this figure.

supplementary materials). The colors of each
predicted choice probability correspond to the
set of stimuli used for that particular effect
shown in the first column. For all effects, at a
time of zero, each choice is equally likely, but
as time increases, preference for one option
becomes more or less attractive depending on
the effect. For the attraction effect, the stimuli
sets from Trials 8 (middle column) and 9 (right
column) were used. In both cases, the probability of choosing the target increased as the probabilities of the other two choices decreased.
However, we note that an interesting nonlinearity occurs between the preference for the target
(red) and competitor (blue) options over time.

While M7 does not predict any interactions
between these options (i.e., the MLBA model
assumes independent accumulation of evidence), the pattern in the data is apparent, but
may be the result of aggregating across subjects
or the particular response time bins with which
we chose to plot the choice probabilities.
For the similarity effect, the stimuli sets from
Trials 10 (middle column) and 11 (right column) were used. The similarity effect was not
observed in either trial (Turner et al., 2018),
perhaps due to the decoy being placed between
the target and competitor options (see Trueblood et al., 2014, for a different configuration).
Lastly, for the compromise effect, the stimuli
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sets from Trial 12 were used (middle column).
For the compromise effect (middle panel, Trial
12), the probability of choosing the compromise
option increased over time, but only slightly
relative to say, the attraction effect (top row). In
the right column, we also provided predictions
for a “filler” item (i.e., Trial 15) where one
response alternative dominated each of the other
two competing options in terms of attribute
values. As expected, the preference for the dominant option sharply increases with time in a
way that matches the observed data. In conclusion, when allowing for all model parameters to
vary freely, M7 is able to account for the basic
qualitative trends observed in our experimental
data.
Discussion
In this article, we have established the importance of including response time measures into
theories about how context effects manifest. In
Simulation Study 1, we showed how simply
adding response times significantly constrained
the parameters of the MLBA model, and then
showed that when fitting CRT data, both the
parameters of the front-end and back-end processes of the MLBA model were jointly identifiable. We then generalized this result across
important regions of the parameter space, as
well as for varying levels of observations. In
future experimental work, the magnitude of the
differences that can be appreciated between CO
and CRT data fits can be assessed a priori considering these results.
In Simulation Study 2, we attempted to
generalize our results to other simulationbased models of context effects by using the
MLBA model to test the accuracy of a statistical method that can be used to fit simulationbased models to data. Among the extant models
of context effects, the MLBA model stands
alone in that it has a tractable likelihood function, and this tractability makes it easy to apply
conventional Bayesian methods to estimate the
model’s parameters. Luckily, methods like the
probability density approximation method do
not require tractable likelihood functions, and
so we hoped to establish the fidelity of the
methodology in the context of both CO and
CRT data fits to provide supporting evidence for
future investigations of simulation-based models of context effects.

Finally, we fit variants of the MLBA model
to the data presented in Turner et al. (2018). In
these analyses, we showed once again that adding response times to the analyses greatly improved the estimates of the model parameters.
Perhaps the most theoretically interesting aspect
of these analyses was that adding response
times did have an impact on the model’s ability
to capture context effects as traditionally defined via response probabilities. Specifically,
M1 fit to CO data provided a closer fit to the
observed response probabilities than when M1
was fit to CRT data. We argued that because the
M1 fit to CO data was optimized to fit CO data,
it should provide a better fit than a model that
was not specifically optimized for CO data (e.g.,
M1 fit to CRT data). Yet, as shown in Figure 9,
M1 fit to CO data’s predictions about response
times were qualitatively worse than M1 and M7
fit to CRT data relative to the empirical data.
Although context effects are currently only defined in terms of choice probability, one should
not discount the information response times
provide because all extant models simultaneously make predictions about response time.
Additionally, the constraint CRT data provide
does not imply a better model fit, but instead
more clarity about what a model predicts given
the data, making the information conveyed by
response times crucial to the evaluation of
model mechanisms. Furthermore, Figure 6
demonstrates that context effects do vary with
respect to response time. Therefore, the use of
CRT data is important not only for model comparison but the overarching theory and definition of context effects.
While the analyses presented here have been
fruitful in identifying the importance of including response time data in analyses of context
effects, our analyses are not without limitations
and follow-up questions. In the sections that
follow, we first discuss the importance of constraint on model development by relating it to
other work identifying the overconstraint of
other models of CRT data. Next, we discuss
some important limitations associated with the
generalization of our results to other, simulation-based models of context effects. Third, we
speculate about other sources of constraint for
models of context effects that go beyond behavioral measures entirely.

WHAT’S IN A RESPONSE TIME?
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Model Constraints Under CRT
In this article, we have shown that including
response times into the inference procedure
greatly improves the amount of constraint on
the model parameters. In the MLBA model, the
constraints offered go beyond the relative arguments comparing fits to CO and CRT data. For
example, M1— containing only four parameters—is barely constrained when fitting it to CO
data, whereas M7— containing as many as nine
parameters—is still well constrained when fitting it to our experimental data. In M7, all
parameters are free to vary, and there were no
signs of identifiability issues, suggesting that
CRT data provide unique constraints on models
of context effects.
One reason for this unique flexibility in the
model is likely due to the front-end constraint in
the mapping of objective attribute values to
subjective ones. In other domains, evidence accumulation models such as the LBA (Brown &
Heathcote, 2008) model have been shown to be
unidentifiable when all model parameters are
allowed to vary (Donkin, Brown, & Heathcote,
2009). As such, one must choose to fix one of
the model parameters to some arbitrary value so
that the other parameters can be estimated. The
reason for this is due to mathematical scalability, such that the model’s parameters all scale
according to an arbitrary selection of one model
parameter. One conventional choice to fix the
scalability issue is to set the between-trial variability term s ⫽ 1. For example, we might fit the
LBA model to data with s fixed to one, and
estimate the threshold parameter b to equal X.
By the property of mathematical scalability, if
we were to refit the LBA model and set s ⫽ 5,
we should expect that the estimate for the
threshold parameter to be b ⫽ 5X.
However, Donkin, Brown, and Heathcote
(2009) showed that making an arbitrary selection for one model parameter may be more
constraining than previously thought. They
showed that one could enforce a minimum
amount of constraint by simply setting one parameter to a fixed value in one condition. For
example, in a speed-accuracy manipulation, we
would only need to set s ⫽ 1 in say, the speed
emphasis condition, but could otherwise freely
estimate s in the accuracy emphasis condition.
In our applications, we had only one condition of our experiment, although the properties
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of the stimuli varied from trial to trial. By
assuming that the objective attribute values
were known, the MLBA model applies an interesting constraint on the mean drift rate parameter, which is in line with constraints suggested in Donkin et al. (2009). Because we have
access to the objective attribute values, even
with a parameterized transformation to a subjective representation of the attributes, the
MLBA model is fully identifiable when fitted to
CRT data (although not when fitting to CO
data). However, it should be noted that similar
strategies have been used to identify parameters
for other models of evidence accumulation,
such as those in the multiple leaky competing
accumulator model (e.g., Bogacz, Usher,
Zhang, & McClelland, 2007; Tsetsos, Gao, McClelland, & Usher, 2012; Tsetsos, Usher, &
McClelland, 2011; Turner et al., 2018; Usher &
McClelland, 2001, 2004).
Generalizability to Other Models
In our Simulation Study 2, we argued that to
generalize our results to other models of context
effects, we could simply show that likelihoodfree methods such as PDA (Turner & Sederberg, 2014) could correctly recover posterior
estimates when a model was fit to either CO or
CRT data. Once again, we used the MLBA’s
tractable likelihood function to our advantage
by comparing PDA estimates to likelihoodinformed estimates to assess the quality of the
likelihood approximation provided by PDA. We
concluded that while not perfectly accurate, the
estimates provided by PDA were a good approximation to the likelihood-informed estimates, and perhaps more importantly, the influence of response time data on the parameter
estimates was appreciable.
One of the contingencies that ensures our
claims of generalizability is based on the principle
of sufficiency. Most likelihood approximation
methods require that observed and simulated data
are compared by a set of summary statistics that
adequately describe the distribution of both data
sets (e.g., Toni, Welch, Strelkowa, Ipsen, &
Stumpf, 2009; Turner & Sederberg, 2012; Turner
& Van Zandt, 2012; Wilkinson, 2008; Wood,
2010). Ideally, the set of summary statistics should
be sufficient for the unknown model parameters,
meaning that the summary statistics provide just
as much information about the model parameters
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as the entire set of data. Unfortunately, without a
likelihood function, we cannot guarantee that
summary statistics are sufficient, and so we are
forced to provide a set of summary statistics in the
hope the together the set of statistics are jointly
sufficient (but see Fearnhead & Prangle, 2012).
Note that one cannot simply first establish one set
of summary statistics for one model, and then use
this set of summary statistics for another model.
Because the structure of the models and model
parameters are likely to be different, so too are the
likelihood functions.
To work around the problem of sufficiency,
Turner and Sederberg (2014) developed the PDA
method as a nonparametric extension of the conventional likelihood-free methods. Rather than
creating a set of statistics, their approach was to
describe the distribution of the entire data set, as
by definition, the full set of data are sufficient to
themselves. Their approach has two clear disadvantages. First, their approach requires many
more model simulations than any other likelihoodfree method. Second, the accuracy of their approximation method depends heavily on the quality of
the kernel density estimate of the simulated data.
While other density estimates have been proposed
(e.g., see Holmes, 2015), the density estimation
process is the most difficult disadvantage to circumvent, as the quality of the approximation depends on the properties of the simulated data,
which in turn depends on the region of the parameter space that best fits the observed data.
Despite these disadvantages, we currently view
the PDA method as the safest approximation
method for simulation-based models, as they do
not require summary statistics. Future work will
seek to improve the quality of the density approximation methods, but for now the PDA method
provides a bridge to generalize the results in this
article to other simulation-based models. Furthermore, we relied on the PDA method presented
here as it has already demonstrated its utility in
fitting the extant models of context effects to CO
paradigms (Turner et al., 2018).
Further Constraints to Improve Estimation
While using response times to constrain the
model parameters is a worthwhile first step in
evaluating models of context effects, we can
look to other measures for future tests of the
plausibility of modeling assumptions. For instance, another way to improve parameter esti-

mates is through the incorporation of neural
measures, such as those obtained through functional MRI. As an example, Gluth, Hotaling,
and Rieskamp (2017) have shown that the magnitude of the attraction effect is related to activation in the nucleus accumbens, which is associated with reward prediction errors in other
domains. Assuming that activity in nucleus accumbens is related to the features of the stimulus set in the attraction effect, it would then be
possible to use these neural measures to inform
models of context effects using a number of
different covariate strategies for brain-behavior
relations (see Turner, Forstmann, Love, Palmeri, & Van Maanen, 2017, for a review).
Conclusion
Taken together, our results establish that incorporating response times into the inference
procedure provides a great deal of constraint on
models of context effects. As the number of
plausible models of context effects grows, so
too does the demand for more stringent tests of
plausibility of model assumptions. Although at
present most articles describing context effects
are silent about the precise temporal nature of
context effects, our results clearly suggest that
they should not be. In future research, our hope
is that the joint distribution of choice and response time will become a test bed for validating, as well as refuting, extant theories of context effects. In demonstrating the utility of
likelihood-free methods such as the PDA
method in Simulation Study 2, we hope that
future work will exploit these methods in direct
tests of model fit, and generalizability.
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PDA Method
When we say that models have a known or
tractable likelihood function, what we really
mean to convey is that they have an explicit
probability density function (PDF) that is convenient to evaluate. The likelihood function is
constructed by inverting the probability statement and multiplying the PDF for each observation in the data. This inversion makes the
likelihood a function of the proposed parameter
, conditioned on the set of m data observations
Y ⫽ 兵Y 1, Y 2, . . . , Y m其 . In other words, the likelihood function can be written as
m

L( | Y) ⫽ ⌸ PDF(Y i | ).

(7)

i⫽1

However, it is often the case in cognitive
science (see Palestro et al., 2018, for a review)
that computational models do not have an explicit PDF. To appreciate the benefits of a
Bayesian analysis, we must resort to likelihoodfree estimation techniques for these models.
One method of approximation is called the
probability density approximation (PDA;
Turner & Sederberg, 2014) method. PDA is a
nonparametric method that constructs an approximation of the PDF through numerous
model simulations. The constructed PDF is referred to as the simulated probability density
function (SPDF), and has been shown to provide accurate approximations under some settings of the algorithm (Palestro et al., 2018;

Turner et al., 2016, 2018; Turner & Sederberg,
2014). Given the method’s reliance on simulated data, we include it in the notation for
clarity. Let X ⫽ 兵X1, X2, . . . , Xp其 denote the set
of p simulated data points, where typically p ⬎⬎
m, consisting of vectors of measures that may
be continuous, discrete, or mixed. We can then
write the SPDF as
m

L( | Y) ⫽ ⌸ SPDF(Y i | , X).

(8)

i⫽1

Although Turner and Sederberg (2014) explain how the SPDF can be constructed for
either discrete, continuous, or mixed measurements, here we only reproduce the approximation method for the mixed (i.e., when fitting
CRT data) measures case, as it can also be used
for the discrete measure case (i.e., when fitting
CO data). In the mixed measures case, the
SPDF is constructed via a kernel density estimates scaled by the number of times the corresponding discrete outcomes were observed. We
first simulate the model many times, creating a
large matrix Xⴱ consisting of both our discrete
and continuous measures. We then rearrange
our simulated data by separating the continuous
measures into bins that correspond to each of
our k discrete alternatives, such that X ⫽ 兵X共1兲,
X共2兲, . . . , X共k兲其. For example, in the CRT paradigm, X(i) might be the set of all response times
associated with the ith alternative being chosen.

(Appendix continues)
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As the properties of the response time distributions in X might be different, we allow for
different smoothing kernels to approximate
their shape. Letting T be the total number of
model simulations creating the matrix Xⴱ, we
can create a corresponding vector that counts
the number of times each discrete measurement
was made, such that n ⫽ 兵n共1兲, n共2兲, . . . , n共k兲其,
where i n共i兲 ⫽ T. Similarly, we can calculate
separate smoothing parameters h ⫽
兵h共1兲, h共2兲, . . . , h共k兲其, where
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兺

冉

h(i) ⫽ 0.9 min SD(X(i)),

IQR(X(i))
1.34

冊共

1

n(i)

兺

h(i)T c⫽1

n(i)兲⫺1 ⁄ 5 ,

冉 冊



k

兺 共兰0 SPDFn
i⫽1
⬁

(i)

x ⫺ X(i)
c
h(i)

, (9)

where (·) is the chosen kernel function (Silverman, 1986). Scaling each kernel by T, as opposed to n(i), ensures that the cumulative density

兲

(x | X(i))dx ⫽ 1.

With the form of the simulated data approximated, we can approximate the likelihood
function by passing in the observed data Y 共j兲
i as
m

and SD(x) and IQR(x) denote the standard deviation and interquartile range of x, respectively
(Silverman, 1986). With our simulated data reorganized, we can express an approximation of
the joint distribution of a discrete and continuous variable as
SPDFn(i)(x | X(i)) ⫽

of all the estimated distributions for the given
condition satisfies the law of probability, such
that

k

(j)
L( | Y) ⫽ ⌸ ⌸ SPDFni(j)共Y (j)
i |Xi 兲 . (10)
i⫽1 j⫽1

Although the equations listed above may
seem complicated, the PDA method can be implemented easily with the use of standard statistical software such as R, Python, and
MATLAB by calling their native kernel density
functions. To do this, one simply calls the density function for each of the k alternatives in a
condition (i.e., stimulus set), and scales (i.e.,
multiplies) the resulting density values by the
number of times the corresponding alternative
was chosen in the simulation.
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