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Abstract

The ultimate test of the validity of a cognitive theory is its ability to predict

patterns of empirical data. Cognitive models formalize this test by making

specific processing assumptions that yield mathematical predictions, and the

mathematics allow the models to be fitted to data. As the field of cognitive

science has grown to address increasingly complex problems, so too has the

complexity of models increased. Some models have become so complex that

the mathematics detailing their predictions are intractable, meaning that the

model can only be simulated. Recently, new Bayesian techniques have made

fitting these simulation-based models to data possible. These techniques have

even allowed simulation-based models to transition into neuroscience, where

tests of cognitive theories can be biologically substantiated.
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The Increasing Granularity of Cognitive Science

As the quality of everyday computational resources has improved, so too has

our ability as scientists to pursue more nuanced explanations of the mind. In

some lines of work, our pursuit has lead to the development of neurally

plausible architectures of the brain [1, 2, 3, 4], while in others it has lead to

advanced modeling of individual- or even trial-level decision dynamics [5, 6, 7].

Central to both of these endeavors is the development of computational

models whose mechanisms mimic our conceptualization of the mind. Because

our understanding of the mind is still in its infancy, there are many theoretical

mechanisms that remain plausible representations of the mind’s computations,

and cognitive scientists work to provide evidence for specific mechanisms.

To test the plausibility of a mechanism, we must determine whether it can

produce patterns of data that might be observed when studying real world

behavior (e.g., an experiment). Like knobs on a machine, parameters control

the mechanisms within a computational model, where different settings of the

parameters produce different predictions for data. The range of predictions a

model can make is then limited by the range of values the parameters can

take. Hence, testing the validity of our computational model is determined by

whether the knobs can be adjusted in such a way so as to produce data that

closely match what we observe in the real world.

Mechanisms provide the bridge that connects the data that we observe in the

real world with our theoretical explanation of how those data came to be. In

statistics, this bridge is embodied in the likelihood function (see Glossary),

because it quantifies how likely the data are under the model. Although

mechanisms with likelihood functions have served cognitive scientists well in

recent years, in part by facilitating our understanding of individual differences

through hierarchical Bayesian analyses [8, 9, 5, 10], the mechanisms
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supporting neurally plausible computations are typically more complicated.

They are so complicated that their likelihood functions are unusable: either

the functions are too poorly-behaved to be computed efficiently or they have

no analytic form and cannot be computed at all. As a consequence, until now

it has been computationally infeasible to use neurally plausible architectures

to understand individual- or trial-level decision dynamics. Hence, to

understand how the mind emerges from the brain, new tools are needed for

approximating the likelihood function for complex models so that neural

mechanisms may be evaluated properly.

In the sections that follow, we provide an overview of new techniques designed

to approximate the likelihood function for complex, stochastic models in a

variety of cognitive domains. First, we provide a conceptual overview of the

statistical concepts behind likelihood-free techniques. We then discuss

several recent applications of likelihood-free techniques in three cognitive

domains, specifically episodic memory, learning, perceptual decision-making,

and preferential choice. Finally, we discuss how likelihood-free techniques

create new possibilities for relating cognitive models to the brain.

Simulation-based Likelihood Approximation

We are among the many cognitive scientists who advocate for Bayesian

statistics as a way to perform inference with cognitive models, and so we

describe likelihood-free methods in the context of performing Bayesian

inference. Bayesian statistics provide a number of important advantages that

have been described elsewhere [10, 11]. Most important for our purposes is

that they permit highly structured, multi-level models to be easily fit to

complex data, so that individual differences can be examined more closely

than they could in alternative statistical frameworks.
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To understand the central role played by the likelihood function, consider how

Bayesian inference is performed. In the Bayesian framework, parameters are

considered random variables just as experimental measurements are. The

variability of a parameter may reflect true variability (different values that the

parameter might take on) or simply our uncertainty about the true value of

the parameter. The prior distribution (or density) π(θ) is a quantification of

our beliefs about a parameter θ before we observe the data, and it is defined

over all the possible values that θ can take. After the data Y = y are obtained,

we use the model’s likelihood function f(y | θ) and Bayes’ Rule to compute the

posterior distribution π(θ | y) of θ. The posterior distribution, expressed as

π(θ | y) ∝ f(y | θ)π(θ), (1)

quantifies our updated beliefs about the parameter θ, beliefs that include both

the prior information contained in π(θ) and the new information in the data y.

Bayesian statistics has enjoyed overwhelming enthusiasm in recent years due to

easy-to-use software that implement powerful algorithms for sampling from the

posterior distribution. When the likelihood f(y | θ) is known, and because the

prior is specified by the researcher, sampling from the posterior can be done by

simply specifying the form of the likelihood function and the prior within

software such as Just Another Gibbs Sampler [12] or Stan [13]. However, what

do we do when we don’t know the functional form of our model? That is, what

do we do when the likelihood f(y | θ) in Equation 1 has no analytic form?

Many exciting new models in cognitive science are constructed from the

“bottom up”: relatively well understood neural mechanisms are instantiated

and used as the foundation of more complex structures that can produce

patterns of data that might be observed in the real world. As we discuss in

this review, many of these models are used in learning, memory, perpetual

decision making, and preferential choice. Prior to the application of
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likelihood-free methods, these models were tested by constructing massive sets

of hypothetical data through repeated simulation using constrained (e.g., fixed

to a particular setting) parameter values derived from neuroscientific literature

[14, 15, 16, 17, 18].

Several authors have discussed the limitations of the aforementioned repeated

simulation approach [19, 20, 21, 22, 23]. Although it is not conceptually

difficult, it is orders of magnitude more computationally demanding than the

methods that have been harnessed to bring forth the Bayesian revolution in

cognitive science. Perhaps the most critical drawback of the repeated

simulation approach is in how estimates of parameters are quantified.

Specifically, we have no good way of assessing our uncertainty in the estimates

(sampling variability), examining their correlation structure, or determining

the appropriate tests of our research hypotheses. Because we cannot quantify

the uncertainty in the parameter estimates, it becomes difficult to combine

parameter estimates across individuals to build hierarchical models, and so,

given the typically small number of data points collected per person in

psychological experiments, individual differences are difficult to explore in a

principled fashion [10]. Finally, methods for model comparison are extremely

limited, as proper penalty terms for model flexibility based on the likelihood

function cannot be applied [20, 24]. To solve all of these issues, what is needed

is a statistical framework for obtaining accurate parameter estimates while

simultaneously providing principled quantifications of uncertainty.

Approximate Bayesian computation (ABC) was designed to address

exactly this kind of problem. Originally derived to solve problems in genetics

(see Box 1), ABC techniques are a special type of likelihood-free method for

performing Bayesian inference by bypassing the evaluation of a model’s

likelihood with a simulation of that model. The simulation step produces a

sample of simulated data X that is evaluated relative to the observed data Y .
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This evaluation is made on the basis of a distance ρ(X,Y ) between X and Y ,

and distance can be defined in a number of ways. However, ABC does not use

distance minimization to generate point estimates of parameters, but rather to

estimate the posterior distributions of the model parameters.

Suppose our goal is to estimate the posterior distribution of a model

parameter θ given some observed data Y . The logic of ABC is that, if a

proposed parameter value θ∗ is able to generate a simulated data set X that is

“close” to the observed data Y , then θ∗ must have come from the desired

posterior distribution with a probability that is proportional to the

discrepancy between X and Y . There are therefore three components of the

process that we must establish: 1) the simulation of the data X; 2) how to

measure the distance between X and Y ; and 3) how to compute the

probability that θ∗ came from the desired posterior distribution.

To make this logic concrete, consider Figure 1. The observed data are

simulated responses to 10 true/false questions, Y ={Y1, Y2, . . . , Y10}, where the

probability of a correct response is θ = 0.50 (shown as the “×" symbol in

Figure 1b). We will use ABC to estimate the posterior distribution of θ given

the data Y . The ABC algorithm that we used is shown as pseudocode in

Figure 1c. Corresponding to the first component of the process, we randomly

selected many different values for θ∗ ranging from 0.30 to 0.70 (Line 4). For

each value of θ∗, we simulated a corresponding data set X ={X1, X2, . . . , X10}

by generating ten random correct and incorrect responses with probability θ∗

(Line 5).

Corresponding to the second component of the process, we need to define a

function ρ(X,Y ) that quantifies the discrepancy between a simulated data set

X and the observed data Y . There are many ways that we could do this; for

purposes of this example we defined ρ(X,Y ) = X − Y , the difference between

the means of the two data sets. Figure 1b shows each sampled θ∗ on the
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Figure 1: Approximate Bayesian Computation Example. Panel a shows

the posterior estimate (i.e., histogram) for θ alongside the true posterior dis-

tribution (i.e., black line). The red vertical line indicates the true value of the

parameter (i.e., θ = 0.50). Panel b shows the joint distribution of the parameter

of interest θ (y-axis) along with the discrepancy between the simulated data X

produced by θ to the observed data Y (x-axis). The true value of the parameter

is illustrated with an “X" symbol (i.e., θ = 0.50), and the horizontal dashed line

is drawn where the discrepancy between X and Y is zero. The joint distribution

is color-coded so values of θ that produce simulated data X far from the ob-

served data Y have low weights (i.e., cooler colors), whereas data that are close

have high weights (i.e., warmer colors). Panel c shows pseudocode for imple-

menting the sampling procedure obtained in Panels a and b. Here, MHP stands

for the likelihood-approximated Metropolis-Hastings probability, which is

the computation that selects weighted values of θ for the posterior distribution

[25, 26, 23].
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x-axis, and the difference X − Y corresponding to each X on the y-axis. The

dashed horizontal line in Figure 1a is located at X − Y = 0, where the values

of θ∗ produced data that perfectly matched the observed data. If we were to

compute the posterior distribution of θ given the observed data Y using the

likelihood, these values of θ would be samples from the true posterior

distribution.

Values of θ∗ that produce data X that do not exactly match Y may also arise

from the true posterior with some probability. This probability is proportional

to the distance ρ(X,Y ) between X and Y . Corresponding to the third and

final component of the process, we must choose a similarity kernel function

ψ(ρ(X,Y ) | δ) that produces a weight for each value of θ∗; the highest weights

are given to those values of θ∗ that generated data sets X that were closest to

Y . The parameter δ determines how quickly the weights decrease as the

distance between X and Y increases. For this example we used a Gaussian

(normal) similarity kernel. The influence of the similarity kernel on the

posterior weights is illustrated by the color gradient in Figure 1b, where

warmer (red) colors indicate higher weights than cooler (blue) colors.

With the three components of the ABC process in place, we can implement

the algorithm in Figure 1c and obtain the estimated posterior density for θ

shown as the histogram in Figure 1a. Because this is a toy problem, we know

the true posterior distribution for θ, which is shown as the solid black line in

Figure 1a. The similarity of the histogram to the true distribution indicates

that the posterior distribution of θ has been approximated reasonably well.

Figure 1 illustrates one particular likelihood-free technique (kernel-based

ABC). For this technique to be successful we must choose the distance

function and similarity kernel function correctly (see [22, 23] for tutorials). In

particular, the best choices of ρ(X,Y ) and ψ(ρ(X,Y ) | δ) will depend on the

model that is used to describe the data. For our simple example, these choices
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were not difficult: the distance ρ(X,Y ) = X − Y is determined by what are

called sufficient statistics for the data sets X and Y (see Box 2), and the

Gaussian similarity kernel is convenient and works well in many situations. In

more realistic situations, these choices could be more difficult [27, 28, 29, 30].

As the sections below will overview, different behavioral measures, different

levels of analysis (e.g., hierarchical or not), and models with different

statistical properties all dictate the choice of algorithm that will most

efficiently yield the desired results. To provide an overview of these

considerations, Box 2 discusses a few important decisions that any would-be

user should consider when selecting among algorithms. In addition, there are

several problem-specific details that can guide the choice of algorithm. For

example, if the number of parameters to be estimated is low, a good choice is a

rejection-based sampler similar to the kernel-based algorithm illustrated in

Figure 1, except that the similarity kernel is all-or-none [31, 32, 33, 22]. Other

decisions focus on more statistically nuanced distinctions, such as error terms

in the approximation [34, 25, 26], or the type of approximation that is most

appropriate for the application [35, 27, 36]. Finally, overarching statistical

techniques can be used to extend most of the core likelihood-approximation

algorithms when fitting hierarchical models to data [37, 38, 39, 40].

Models of Episodic Memory

In cognitive science, likelihood-free techniques were first applied to models of

episodic recognition memory. In recognition memory tasks, people are asked to

commit a list of items to memory during a study phase, and then asked to

discriminate between studied and new items during a test phase. People make

different types of errors depending on whether they believe an item to have

been on the previously studied list (and it was not) or they believe an item to
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be new (and it is not), and the frequencies of these errors tend to vary with

experimental manipulations such as baseline frequency of the item in the

environment, repeated presentations of some items during study, and the

length of the study list.

Different models explain why the patterns of response probabilities change as

a function of these different experimental manipulations. One model, the Bind

Cue Decide Model of Episodic Memory (BCDMEM; see Figure 2c; [15]),

postulates that when an item is presented at test the contexts in which that

item was previously experienced are retrieved and matched against a

representation of the context of interest. The overlap between the context of

the study phase and all other contexts in which the item was previously

experienced is ultimately what dictates whether an item is correctly

recognized. Another model, the Retrieving Effectively from Memory (REM;

[14]) model, assumes that at test people perform a global matching process

where the test item is compared to all other memory traces produced during

the study period. These memory traces are incomplete representations of the

items presented at study, and so the probability of a correct decision primarily

depends on a person’s ability to encode the information during the study

phase.

Both models can explain a range of experimental effects, yet they make

different assumptions about the role played by interference in episodic memory:

BCDMEM posits that interference from different contexts in which a test item

appeared makes recognition difficult, whereas REM posits that interference

from incomplete representations of the other items in the study context makes

recognition difficult. These two different ideas about interference lead the two

models to make different predictions about performance under a range of

experimental conditions. In particular, the two models make different

predictions for how response proportions change as a function of the length of
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Figure 2: Four Models Benefitting from Likelihood-free Techniques.

Panel a shows a connectionist network, such as LEABRA, mapping featural

inputs from a visual display into a semantic label (e.g., “dog”). Panel b shows

a dynamic learning model, where stimulus inputs xt at time t activate repre-

sentational nodes to produce a category response yt. If information about the

true category structure is supplied, it is associated with the features xt. Over

time, the representations evolve to a highly-structured category representation

in the feature space. Panel c shows how the Bind, Cue Decide Model of Episodic

Memory retrieves and reinstates previous contexts when confronted with a probe

word (input layer). The pattern of overlap between the reinstated and retrieved

context vectors is what ultimately determines the recognition memory decision.

Panel d shows a path diagram of the multi-attribute leaky competing accumula-

tor model. At the attribute selection state, features of the stimulus are sampled

according to a Bernoulli process. Once a feature is selected, it is input to a

series of processing steps where context is constructed by way of transforma-

tions on pairwise differences. Finally, the processed attribute values are used

as input into a leaky, competitive accumulation process where a choice is made

corresponding to the “winning” accumulator.
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the study list: the list length effect. While REM predicts that performance

should decrease with increases in the length of the study list, BCDMEM

predicts that performance should be invariant with the size of the study list.

In a typical model-comparison situation, we might fit both models to data,

examine the estimated parameter values and goodness-of-fit statistics, and

come to a conclusion about which model explained the data better. However,

both BCDMEM and REM are simulation-based models with likelihoods that

are very difficult to derive [41, 42]. The lack of likelihood functions made this

model-comparison exercise anything but typical, and so their relative goodness

of fit to data had never been examined in a rigorous way. Using a mixture of

likelihood-free techniques, hierarchical versions of BCDMEM and REM were

fit to four different data sets [39]. The most important test of the models was

centered on the number of people in the experiments that exhibited a list

length effect. If most people do, then the models must be able to capture the

magnitude of the effect. For these data, BCDMEM provided the best

explanation for list-length data across the four experiments. The authors

argued that because REM always predicts a strong list-length effect, people

who did not exhibit the list-length pattern strongly supported BCDMEM, and

so BCDMEM better explained individual variability in the hierarchical model.

Dynamic Models of Learning

Although all models of learning incorporate a memory component in some

form, they include an additional layer of complexity that complicates the

inference process. Namely, when studying learning dynamics, one must

describe how a person’s representation of the stimulus and task environment

evolves through time. Importantly, models of learning must specify why a

person makes a particular choice on trial t, given the person’s interaction with
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stimuli experienced from trials 1 through (t− 1), and perceptual processes

that are unique to that person.

Modeling learning dynamics presents a unique challenge because the

commonly used assumption of independent and identically distributed

observations in cognitive experiments is violated. In situations where the

measurements are arising from an evolving data-generating mechanism, it can

be difficult to specify a likelihood function and so simulation-based methods

are particularly advantageous. To fit learning models to data, one must “train”

a model on the same sequence of stimuli that the person performing the task

experienced, all while making predictions about the observed measurements on

each trial. Because the predictions evolve with experience, the likelihood

function must be approximated on each trial for each person.

Confronting this problem, likelihood-free techniques have been used to fit

error-correcting criterion models [43] to data from a signal-detection task [27].

This model specifies how the signal detection theory criterion parameter

[44, 45, 46] should be adjusted in response to feedback for each trial. Although

the error-correcting model is mathematically tractable, it served as a case

study for the validity of likelihood-free methods. In one example, the

error-correcting model was fit to the same data using both likelihood-free and

likelihood-informed methods [27]. By showing that the posterior estimates

resulting from the two inference methods were similar, the authors were able to

affirm the feasibility and accuracy of the likelihood-free technique they applied.

Other results have established that likelihood-free techniques are plausible

methodologies for neurally-plausible learning models [38], such as in the

dynamic, stimulus-driven model of signal detection (see Figure 2b; [47]). The

model they investigated is an associative and recursive learning model, where

the weights associating stimuli to their appropriate responses are adjusted on

each trial using a similarity kernel [48]. Because the representations depend on
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the stimulus and corrective feedback presented on each trial, unlike the

error-correcting criterion model [43], the model’s predictions are intractable

and must be simulated through the entire learning sequence. As such, a new

method, called Gibbs ABC, was devised for performing likelihood-free

inference on a hierarchical version of the model, which was used to provid

detailed insight into the learning dynamics for individual participants [38].

Stochastic Models of Perceptual and Preferential

Choice

In the field of perceptual decision making, classic models of decision dynamics

are derived from sequential sampling theory, which assumes that, on the

presentation of a stimulus, evidence toward alternative responses is sampled

from the stimulus array and accumulated over time. The accumulation

dynamics are often described with stochastic differential equations, which

make the models mathematically elegant, but often complex.

Continuing discoveries in neurophysiology have compelled researchers to

improve on these classic computational models by augmenting them with

neurally-plausible computational mechanisms [49, 50, 51, 52, 53, 54, 55]. These

mechanisms include leakage, gated and temporally-varying accumulation, and

lateral and feedforward inhibition. Although these new mechanisms have

stimulated exciting new directions of study, they have also rendered nearly all

modern models of perceptual decision making mathematically intractable,

which further emphasizes the need for likelihood-free algorithms. Without

such algorithms, there is no way to justify the additional complexity of models

that cannot be fit to data [56]. There is neither a way to estimate their

parameters, nor a way to validate the models by observing appropriate

changes in those parameters over experimental conditions.
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One investigation of several neurally-inspired mathematical models of

perceptual choice using likelihood-free techniques was performed in [57] (also

see [27, 58]). They fit their models to data from a random dot motion task,

where people were instructed to decide in which direction most of an array of

dots were moving. This task also asked people to respond either as quickly as

possible, as accurately as possible, or at their own pace. Two different

neurally-inspired models were evaluated and contrasted with a baseline model

that did not include neurophysiological mechanisms. One model had

feed-forward inhibition, where a constant level of inhibition was applied

throughout the accumulation process. The other model had leakage – the

passive loss of information through time – and lateral inhibition that was

proportional to the amount of evidence accumulated at each point in time.

They found that both of the neurally-inspired models fit data better than the

baseline model even after penalties for model complexity were applied. These

results suggest that, although adding neurally plausible mechanisms can

complicate the mathematics, they can nonetheless provide potentially better

fits to data.

The human ability to integrate changing stimulus information through time

has provoked the development of experimental paradigms using dynamic

stimuli with temporally-dependent features. In these experiments, the strength

of evidence may (for example) strongly favor one alternative early within the

trial, but the strength may decrease at later points such that another

alternative should be preferred [50, 59, 28]. Models that account for choice

performance in such tasks are nonstationary, in that the parameters describing

the rate at which information accumulates change over time [60, 61].

Nonstationary parameters greatly increase the difficulty of fitting the models

to data. For example, the multichannel diffusion model [60] has no analytic

likelihood. Instead, she derived approximate expressions for the mean and
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variance of the behavioral measure she was trying to predict (response times),

and estimated the parameters of the model using the method of least squares.

In the experiments presented in [60], the stimuli varied over time in a

deterministic way. In the dot motion task the stimuli vary according to some

random process, which means that the parameters of the accumulation process

not only vary over time, but are random processes themselves. The likelihood

function therefore can become intractable. To address this problem, a

pseudo-likelihood approximation was developed based on a mixture of analytic

[62] and brute-force [27, 36] methods to derive probability distributions for the

behavioral metrics of interest (i.e., choice response times; [28]). Using this

methodology, seven nested hierarchical models were tested with varying

assumptions about which psychological mechanisms were most likely

responsible for delays in decision times attributable to the acquisition of

different stimulus information [28]. Ultimately, the authors concluded that the

delayed information integration was best explained by changes in evidence

accumulation rates rather than stimulus-independent biases such as starting

points. These techniques were later extended to other stochastic accumulator

models, such as the Piecewise Diffusion Decision Model [29].

There is growing interest in applying perceptual decision making models to

tasks involving hedonic stimuli [63, 64, 65, 66, 67]. Without modification,

perceptual models are incapable of producing many of the interesting

behaviors that people exhibit when making decisions among hedonic stimuli,

such as context preference reversals [68, 69], common difference effects [70],

and the magnitude effect [71]. The modifications made to explain these effects

involve a number of additional valuation mechanisms that process the stimuli

prior to the final deliberation process, which typically resembles the classic

architectures assumed by models of perceptual decisions (see Figure 2d).

These additional valuation processes complicate the mathematics describing
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the model’s predictions such that the likelihood function cannot be derived.

In two examples, an assortment of likelihood-free techniques have been used to

examine the relative fidelity of mechanisms previously proposed to explain

context effects [40, 72]. In addition to fitting hierarchical versions of the four

most prominent models of context effects [63, 66, 67, 73], the authors also

developed a “switchboard" analysis intended to integrate over the many

decisions that a potential model-maker could choose [40]. To do this, each

model was treated as a particular sequence of binary switches in the process of

theory development. By examining every possible configuration of switches on

the switchboard, the authors not only subsumed the extant models in the

literature, but also proposed and evaluated 428 new models of context effects.

In the end, they used likelihood-free techniques and model averaging to

identify the best and worst combinations of model mechanisms for capturing

context effects.

Extensions to Neuroscience

The likelihood-free techniques we have presented so far have given us a better

understanding of cognitive models applied to behavioral data. These

techniques also offer exciting new possibilities to make connections between

theoretical models of cognition and cognitive neuroscience. Within the

emerging field of model-based cognitive neuroscience [74, 75], the parameters

of cognitive models are linked to statistical models of neural activation in an

effort to ascribe mechanistic interpretations to brain function. The field is

fortunate to have many options for establishing these links [76], such as

complete cognitive architectures [77, 1, 2, 78, 79], explicit models of covariation

[80, 7, 81, 82, 83, 84], or even the humble general linear model [85, 86, 87, 88].

For example, likelihood-free techniques have been used to examine the
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relationship between lateral inhibition and the engagement of prefrontal cortex

in the intertemporal choice task [30]. In this task, people are asked to choose

between a lower valued immediate reward and a higher valued reward at some

point in the future. Similar to the adjustments made in perceptual models for

preferential choice, mechanisms such as lateral inhibition and leakage [49, 50]

were adapted to examine a broad range of possible theoretical explanations of

how self-control processes emerge when making intertemporal choice decisions

[30]. After fitting their models hierarchically to data from many individuals,

they determined that the best explanation for peoples’ decision processes was

a dynamic, oscillatory feature selection process [49, 64] combined with active

suppression (i.e., through lateral inhibition; [50, 63]) of tempting, yet inferior,

choice options. After the best model had been selected, an empirical ABC

procedure was used to estimate single-trial parameters describing lateral

inhibition and linked them to neural measures obtained in fMRI through a

general linear model. Ultimately, they found that the fronto-parietal areas

exhibiting trial-by-trial correlation with the degree of lateral inhibition were

consistent with extant theories of cognitive control [89, 90], suggesting the

possibility of a unifying neural basis for control across perceptual and hedonic

stimulus domains.

Concluding Remarks and Future Outlook

Likelihood-free algorithms are extremely important for the field of cognitive

science where explanations of the mind (i.e., realized through behavioral

experiments or neuroscientific data) often take complicated forms. In this

review, we have discussed a number of applications of likelihood-free

techniques to important cognitive problems, problems that are addressed by

evaluating a model’s ability to fit behavioral data. We are now able to
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establish connections between the mechanisms assumed by cognitive models

and neural activity through various statistical linking procedures

[55, 91, 92, 7, 30]. There are many exciting new developments that use

likelihood-free techniques to understand neural function.

For example, we now have complete neural architectures that make

simultaneous predictions for neural activity and decision dynamics

[93, 53, 3, 4, 94, 95]. As Figure 3 illustrates, likelihood-free algorithms such as

probability density approximation [27, 36] or synthetic likelihood [35] allow us

to approximate even the most complex likelihood functions for model

evaluation purposes. The plausibility of these models can now be assessed by

fitting such models hierarchically across people, so that important individual

differences can be appreciated. Whereas, in the past, fitting these complex

neural architectures would be unfathomable, the accessibility of powerful

computers combined with generalized, simulation-based fitting routines make

these endeavors entirely possible.

Likelihood-free methods are essential for testing whether our cognitive theories

are accurate, predicting patterns of human data, characterizing aberrant

behavior (e.g., computational psychiatry [96]), and understanding important

individual differences in cognitive performance. As individual differences are

the key to understanding complex relationships between brain activity and

behavior, likelihood-free algorithms permit researchers to investigate cognition

at finer granularity than has ever been accomplished before. Whereas in the

past scientists made simplifying assumptions to facilitate model evaluation

that might have compromised the model’s predictive or explanatory accuracy,

likelihood-free algorithms permit scientists to forgo simplifying assumptions

(see Outstanding Questions). Although likelihood-free techniques are clearly

not without their own intrinsic faults (see Box 3), waves of new

methodological advancements continue to solve these problems. With the
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Figure 3: Pipeline for Evaluating Neural Architectures. During an exper-

iment, neural measures can be collected (i.e., observed data in red; top panel)

as signatures of mental activity. Our goal is then to determine what the ap-

propriate settings of the parameters of our neural architecture should be such

that simulated data (i.e., simulated data in blue; bottom panel) closely match

the data that were observed. To do this, we compare the simulated data to

the observed data (i.e., ρ(X,Y )), and weigh the distance with a kernel function

(i.e., ψ(·|δ)). If chosen appropriately, these functions allow us to accept good

parameter value (e.g., Simulation 1) and reject poor parameter settings (e.g.,

Simulation 2).
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caveat that candidate models are falsifiable and parameters are identifiable

[20, 97, 98], likelihood-free techniques make a scientist’s imagination the upper

bound on new theories of cognition.
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Box 1: History of Likelihood-free Methods

Given a sample of DNA sequences taken from a number of different species,

how does a geneticist estimate the time that has elapsed since those species’

most recent common ancestor lived? The solution to this problem requires

a model of locations and types of genetic mutations that have occurred over

generations. The model must include the number of ancestors of each species

over time and some idea of the number of offspring any individual has. There

is no formula giving the probability of any sequence (the likelihood of the

data) at each elapsed time, because this probability depends on factors that

explode exponentially as the number of sequences increases and as the num-

ber of mutation sites within each sequence increases.

Some “rejection” algorithms have been developed to permit the authors to

estimate a posterior distribution for elapsed time by simulating the muta-

tion process and comparing the results of these simulations to their DNA

sequences [31]. A similar algorithm was used that contrasted simulated sum-

mary statistics to the summary statistics of their data [99]. If the simulated

and summary statistics were the same, then they retained the proposed pa-

rameters as samples from the posterior distributions of those parameters.

The original rejection algorithms in [31] were then modified so that the pro-

posed parameters were retained if the distance between the summary statis-

tics was less than some small value [32].

A comprehensive survey of this pioneering work was presented in [34] in the

context of modeling population genetics. They also proposed a novel algo-

rithm that used a regression reweighting scheme that greatly improved the

efficiency of the algorithm. Following [34], the use of ABC methods in pop-

ulation genetics exploded and were then adopted by engineers, biologists,

archaeologists, epidemiologists, and statisticians. ABC was introduced to
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cognitive scientists in a tutorial paper [22]. ABC methods were then applied

to modeling recognition memory, and the authors showed how ABC could

provide estimates of computational model parameters and improve inter-

pretation of changes in those parameters over experimental conditions [39].

These techniques were then adapted for hierarchical Bayesian models, and

new generalized methods were developed that relaxed in part the need for

sufficient summary statistics [38, 27]. This literature is summarized in a

recent volume, Likelihood-Free Methods for Cognitive Science [23].
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Box 2: Distinguishing Among Inference Algorithms

There are many algorithms that can approximate the likelihood function

and they vary along a number of dimensions, which makes organizing them

difficult. At the most basic level, most likelihood-free algorithms can be

described roughly in five essential steps:

1. Generate a candidate parameter value θ∗.

2. Generate a set of simulated data X using θ∗ and a model.

3. Summarize the properties of X.

4. Compare the summary of X to a summary of Y .

5. Apply a weight to θ∗ that reflects how close X is to Y .

Across the literature, most likelihood-free algorithms have focused on devel-

oping innovative techniques on either Steps 1, 3, or 5. Regarding Step 2,

most likelihood-free algorithms agree that simply generating a large set of

simulated data X should be good enough as long as the summaries in Step 3

are relatively stable. Although we don’t consider Step 2 to be an important

step for classification, it can affect the choices at later steps. For example,

determining the size of X will depend on how quickly one can simulate data

from the model, as well as how large the observed data Y are. In Step 3, the

typical approach is to summarize the data X by a set of summary statistics

S(X). Summarizing the data can sometimes lead to poor accuracy, but has

the benefit of being computationally efficient. On the other hand, some al-

gorithms require larger sets of simulated data to ensure a quality likelihood

approximation can be formed. These algorithms are considered “brute force"

because they bypass Step 3 and instead compare the full distribution of X to

Y rather than using statistics S(X). This process is computationally costly,

but the benefit is that no information is lost in the summarization.
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Regarding Step 4, most likelihood-free algorithms specify that a Euclidean

distance can be used to compare the statistics of the simulated data S(X)

to the statistics of the observed data S(Y ). In other words, we can simply

calculate S(X)−S(Y ) to evaluate how similar X is to Y . However, again we

find that the steps listed above interact with one another: As Step 4 depends

on the way in which the data are summarized via S(·), Step 4 depends

intimately on Step 3. The brute force algorithms mentioned above summarize

the full distribution of X through kernel density estimation [100, 27] or even

a histogram method [36]. In this case, because a proper probability density

function is used as a surrogate for the model’s predictions, we can evaluate

the probability of observing the data Y under the distribution of X.
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Box 3: Limitations

No discussion of a new methodology would be complete without a brief men-

tion of its limitations. There are three such limitations we discuss here:

computational cost, inflated parameter uncertainty, and lack of good meth-

ods for model comparison.

• Computational cost : One of the current major limitations is the number

of model simulations that are sometimes needed when using likelihood

free techniques, which is especially high in methods like probability den-

sity approximation [27, 36] and synthetic likelihood [35]. These meth-

ods require a stable distribution of data, so that some form of kernel

can be applied to connect the model simulation to the observed data.

Unfortunately, this process can be computationally demanding. How-

ever, this bottleneck could be circumvented by better computational

resources (e.g., graphics processor units [27]), better data-smoothing

techniques [36], or sophisticated methods of automatically selecting

summary statistics [101, 102].

• Inflated parameter uncertainty : A persistent issue in likelihood-free

techniques is the additional uncertainty that is introduced into poste-

rior estimates by virtue of the model simulation process. This occurs

when the summary statistics are not sufficient for the model parame-

ters [103, 22]. When sufficiency can’t be guaranteed, the hope is that a

large set of summary statistics can be used to produce joint sufficiency.

Otherwise, one must incur a large computational cost by brute force

approximations [27, 36, 57, 58].

• Model comparison: An issue related to parameter uncertainty is

the comparison between models [104]. When parameter uncertainty
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is inflated then the statistics based on the approximated likelihood

[105, 106, 107] or the predictive distribution [108] are imprecise. For

example, some have claimed that likelihood-free methods can increase

the error of the approximated log likelihood by 1-2% [36], which can dis-

tort the validity of conclusions drawn in a relative comparison. Hence,

having accurate parameter estimates is vital for accurate model com-

parison in the likelihood-free context.
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Glossary

• Approximate Bayesian computation: A class of computational

methods rooted in Bayesian statistics that bypasses direct evaluation of

the likelihood function through model simulation. ABC methods rely on

a comparison of summary statistics from simulated and observed data.

• Kernel function: A kernel function K(x) is defined as a symmetric,

non-negative function that integrates to one. That is,

K(x) > 0 for all x ∈ (−∞,∞),

K(−x) = K(x), and∫ ∞
−∞

K(x)dx = 1.

• Likelihood-free techniques: Any computational method that

estimates parameters without explicit calculation of the likelihood

function.

• Likelihood function: The likelihood f(y|θ) is a function that

calculates the compatibility of the evidence within the given hypothesis.

The likelihood is a function defined over the data space.

• Metropolis-Hastings Probability: The Metropolis-Hastings

probability is best defined in the context of an algorithm, such as that

shown in Figure 1c. Letting X∗ be the simulated data associated with

the proposal θ∗ and Xt be the simulated data associated with the state

of the chain on the tth iteration, we can write the

likelihood-approximated Metropolis-Hastings probability as

α = min

(
1,
π(θ∗)ψ(ρ(X∗, Y )|δ)q(θt|θ∗)
π(θt)ψ(ρ(Xt, Y )|δ)q(θ∗|θt)

)
.

The function q(a|b) is a transition kernel, as it defines the probability of

transitioning a parameter value b to a new parameter value a. For
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example, in Figure 1c, the transition kernel is Gaussian, and so q takes

the form of a Gaussian density function. The function ψ(ρ(X,Y ) | δ) is

the similarity kernel function that weights values of θ according to the

distance ρ(X,Y ). For the example presented in Figure 1, ψ(· | δ) was

also a Gaussian density function with standard deviation equal to δ.

• Prior: The prior π(θ) is the formal specification of a hypothesis (e.g.,

about a parameter θ) before the data, which provide the current

evidence, are observed. The prior is a function defined over the

hypothesis space (e.g., a function of the parameter θ).

• Posterior: The posterior π(θ|y) is the distribution of the parameter θ

given the observed data y. It effectively aggregates the information from

the prior and the likelihood, and it updates our understanding about the

parameter θ as a function of the observed data.

• Stochastic models: Models that are used to estimate probability

distributions of potential outcomes (e.g., decision variables) by allowing

for random variation in one or more inputs over time.

• Sufficiency: The property of sufficiency [109, 22] stipulates that a

sufficient statistic S(·) of some data Y provides as much information

about the data when estimating a model’s parameters θ as does the

whole data set itself. For the example presented in Figure 1, X is a

sufficient statistics for θ∗.
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