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A growing number of researchers have advocated for the advancement of cognitive neuroscience by blending
cognitive models with neurophysiology. The recently proposed joint modeling framework is one way to bridge
the gap between the abstractions assumed by cognitive models and the neurophysiology obtained by modern
methods in neuroscience. Despite this advancement, the current method for linking the two domains is
hindered by the dimensionality of the neural data. In this article, we present a new linking function based on
factor analysis that allows joint models to grow linearly in complexity with increases in the number of neural
features. The new linking function is then evaluated in two simulation studies. The ﬁrst simulation study shows
how the model parameters can be accurately recovered when there are many neural features, that mimics realworld applications. The second simulation shows how the new linking function can (1) properly recover a
representation of the data generating model, even in the case of model misspeciﬁcation, and (2) outperform the
previous linking function in a cross-validation test. We close by applying a model equipped with the new linking
function to real-world data from a perceptual decision making task. The model allows us to understand how
diﬀerences in the model parameters emerge as a function of diﬀerences in brain function across speed and
accuracy instruction.

Introduction
The ﬁeld of cognitive science is faced with many options for
studying how experimentally-derived variables are systematically related to the dynamics underlying a cognitive process of interest. To
date, much of our understanding of cognition has been advanced by
two dominant, but non-interacting groups. The largest group, cognitive
neuroscientists, rely on statistical models to understand patterns of
neural activity. These models are typically purely data-mining techniques, and often disregard the computational mechanisms that might
detail a cognitive process. The other group, mathematical psychologists, is strongly motivated by theoretical accounts of cognitive
processes, and instantiates these theories by developing formal mathematical models of cognition. The models often assume a system of
computations and equations intended to characterize the process
assumed to take place in the brain. To formally test their theory,
mathematical psychologists rely on their model's ability to ﬁt behavioral data. A good ﬁt is thought to reﬂect an accurate theory, whereas a
bad ﬁt would refute it.
Although both groups are concerned with explaining how the mind
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gives rise to behavior, they tend to approach this problem from two
diﬀerent perspectives. Thinking in terms of Marr (1982)'s levels of
analysis, mathematical psychologists tend to focus on the computational and algorithmic levels by developing theories about how the
mind works and instantiating these theories with a cognitive model.
Typically, the model possesses a set of statistical or mathematical
mechanisms controlled by a set of parameters. The process of ﬁtting a
model to data produces estimates of these parameters, and these
estimates are then used to articulate the cognitive processes at work
across conditions, subjects, or even groups. On the other hand,
cognitive neuroscientists focus more on the implementation level by
observing how changes in the independent variable of an experiment
give rise to changes in a neural measure of interest. For example, this
approach might correlate the speed of the observed response times
with the measured activations in the brain. While this experimental
approach has served as the cornerstone for major scientiﬁc ﬁndings
regarding the localization of function, it has been criticized for
contributing little to our theoretical understanding of how the mind
works (Coltheart, 2006). For example, in relating brain measure to
response time, we can say which brain areas correlate with the speed of
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across time through a general linear model (GLM). Alternatively, the
neural model could also be of a more mechanistic nature, describing
the computations purportedly implemented by a brain region, such as
those seen in topographic latent source analysis (Gershman et al.,
2011; Manning et al., 2014). Third, the features of both the neural and
behavioral data are linked by establishing an explicit relationship
between the behavioral model parameters θ and the neural model
parameters δ.
The focus of the current article centers directly on the third
component of the joint modeling framework. In Turner et al.
(2013a), we generically assumed a linking distribution 4 conjoined
θ and δ such that

the decision, but we cannot say anything about why because these
analyses are not based on mechanisms of a cognitive model. As one
example, such an analysis would not provide insight into whether a fast
decision arose due to a particularly easy stimulus or due to a quick
guess elicited by the subject.
Our own view is that while progress can be made by maintaining a
tight focus on one level, certain opportunities are missed. As a result of
their single-level focus, both approaches suﬀer from critical limitations
(Love, 2015), and these limitations have inspired researchers to
combine neural and behavioral measures in an integrative fashion.
The importance of solving the integration problem has spawned several
entirely new statistical modeling approaches (cf. Turner et al., 2016a;
de Hollander et al., 2016) developed through collaborations between
mathematical psychologists and cognitive neuroscientists, collectively
forming a new ﬁeld often referred to as “model-based cognitive
neuroscience” (e.g., Forstmann and Wagenmakers, 2015; O'Doherty
et al., 2007, 2003; Forstmann et al., 2011; van Maanen et al., 2011;
Turner et al., 2013a; Mack et al., 2013; Boehm et al., 2014; Love, 2015;
Palmeri et al., 2015; Turner et al., 2015; Anderson, 2007; Anderson
et al., 2008a, 2008b; Borst et al., 2010; Cassey et al., 2017). The ﬁeld of
model-based cognitive neuroscience balances the theoretical focus of
computational models from mathematical psychology with the localization focus of neuroimaging by seeking out areas of the brain that
correspond directly to mechanisms in the model, rather than experimental variables. This mechanistic focus provides an interesting
opportunity for establishing a common theoretical framework for the
mind, enabling mass aggregation across the entire ﬁeld of cognitive
neuroscience (cf. Turner et al., 2016b; Love, 2015, 2016).

(θj , δj ) ∼ 4 (Ω ),
where θj and δj denote the behavioral and neural model parameters for
the jth subject or even jth trial (Turner et al., 2015) respectively, and Ω
consists of a set of hyperparameters governing the linking function.
Here, the term “hyperparameters” refers to parameters in the “hyper
level”, which is one level higher than the level that connects to the data.
There are many types of linking functions one could use. For example,
one could simply regress the parameters θ and δ against one another
such that

θj = δjβ1 + β0 + ϵ, and ϵ ∼ 5 (0, σ ),
where 5 (a, b ) denotes a normal distribution with mean a and standard
deviation b. Here, the parameters of the linking function are
Ω = {β0 , β1, σ}. Recently, this approach has been used to link decision
models to ﬂuctuations in neural activity. For example, Nunez et al.
(2015) used EEG data on a perceptual decision making experiment as a
proxy for attention. They controlled the rate of ﬂickering stimuli
presented to subjects to match the sampling rate of their EEG data, a
measure known as the steady-state visual evoked potential.
Importantly, Nunez et al. (2015) showed that individual diﬀerences
in attention or noise suppression was indicative of the choice behavior,
speciﬁcally it resulted in faster responses with higher accuracy. In a
particularly novel application, Frank et al. (2015) showed how models
of reinforcement learning could be fused with the DDM to gain insight
into activity in the subthalamic nucleus (STN). In their study, Frank
et al. (2015) used simultaneous EEG and fMRI measures as a covariate
in the estimation of single-trial parameters. Speciﬁcally, they used predeﬁned regions of interest including the presupplementary motor area,
STN, and a general measure of mid-frontal EEG theta power to
constrain trial-to-trial ﬂuctuations in response threshold, and BOLD
activity in the caudate to constrain trial-to-trial ﬂuctuations in evidence
accumulation. Their work is important because it establishes concrete
links between STN and pre-SMA communication as a function of
varying reward structure, as well as a model that uses ﬂuctuations in
decision conﬂict (as measured by multimodal activity in the dorsomedial frontal cortex) to adjust response threshold from trial-to-trial.
The regressive linking function between θ and δ captures the basic
intuition behind how the neural data are related to the behavioral
model through the regression parameters. However, the most basic
version of this approach does neglect the multivariate nature of the
problem, and often neglects the measurement error present in the
neural data. Typically, we are interested in understanding how
mechanisms in our model are related to many brain areas at once,
and we would like to rule out brain areas that are correlated with our
decision model by virtue of being correlated either functionally or
structurally with other brain areas. This problem, known as multicollinearity, can distort our interpretation of the function of these brain
areas simply because our model has assumed that the candidate brain
areas are unrelated to one another.
Another approach is to assume that θ and δ are linked via a
multivariate normal (MVN) distribution (Turner et al., 2013a, 2015,
2016b; Turner, 2015). Formally,

Joint modeling framework
One approach for performing analyses in model-based cognitive
neuroscience is the recently developed joint modeling framework
(Turner et al., 2013a, 2015, 2016b; Turner, 2015; Cassey et al.,
2017). The joint modeling framework has been used to apply constraints to evidence accumulation models derived from structural
properties of the brain (Turner et al., 2013a; Turner, 2015), functional
magnetic resonance imaging (fMRI; Turner et al., 2015), and electroencephalography (EEG; Turner et al., 2016b). More recently, Turner
et al. (2016b) extended the framework to propose an alternative
approach for “data fusion”, where patterns in the fMRI, EEG, and
behavioral measures are jointly modeled to gain better insight into the
cognitive process at hand (Love, 2016).
To brieﬂy summarize our approach, a typical joint model consists of
three components. First, the behavioral data B are described in terms
of a behavioral model, such as the classic signal detection theory model
(Green and Swets, 1966). For example, the behavioral data could
consist of response choices, response times, or even conﬁdence
judgments. Importantly, the behavioral model consists of a set of
model parameters θ, which are of lower dimensionality than the full
behavioral data set B. For example, in the SDT model, θ would consist
of parameters such as discriminability (d′) and bias (β). Ideally, the
chosen behavioral model should consist of mechanisms that provide
insight into how the data arise, and how experimental manipulations
predictably aﬀect these mechanisms (a property known as selective
inﬂuence; Dzhafarov, 2003; Heathcote et al., 2015). In this way, the
parameters of the model are connected to the experimental manipulations akin to the strategy prevalent in cognitive neuroscience as
discussed above. Second, the neural data N are described in terms of
a neural model. For example, the neural data might consist of the blood
oxygenated level dependence (BOLD) response across time for a set of
voxels, or even changes in the EEG measures across time for a set of
electrodes. The key property of the neural model is that it should
consist of a set of parameters δ that describe the important parts of the
neural data N in a way that is of signiﬁcantly lower dimensionality. For
example, the neural model could describe increases in neural activity
29
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(θj , δj ) ∼ MVNp(ϕ, Σ ),

integrated over time, and this integration is often referred to as
“accumulation.” The extant models (e.g., Ratcliﬀ, 1978; Usher and
McClelland, 2001; Shadlen and Newsome, 2001; Brown and
Heathcote, 2005, 2008) of this task share some similarities in that
they all assume that evidence is accumulated until a desired threshold
amount of evidence has been obtained, and they also allow for eﬀects
that are not cognitively important through the so called “nondecision
time.” However, the extant models do vary widely on the speciﬁc
assumptions driving the accumulation process. Despite these diﬀerences, some have argued that many of the extant models account
equally well for behavioral data (e.g., Ditterich, 2010; Purcell et al.,
2010). The ability of these models to account for behavioral data
despite very diﬀerent assumptions about the accumulation process
suggests that the models have grown in complexity to the point that
behavioral data alone are simply not enough to discriminate good
assumptions about the accumulation process from bad ones. Being that
the behavioral data (i.e., a choice and a response time) are the end
result of a highly complex deliberation process, one could argue that
the behavioral data provide little-to-no insight into how the deliberation process unfolds over time. Because the models primarily diﬀer in
the way accumulation occurs on a moment-by-moment basis, the
information about the end result of the accumulation process (i.e.,
the behavioral data) is unlikely to be discriminative across the models.
The lack of constraint oﬀered by behavioral data creates a bastion in
which the progression of theoretical development is hindered by the
data's ability to discriminate good theories from bad ones.
Beyond the issue of relative ﬁts of models to data is the issue of
mechanism. Models like the classic diﬀusion decision model (DDM;
Ratcliﬀ, 1978) have three sources of trial-to-trial variability, assuming
ﬂuctuations in mechanisms like bias, the rate of evidence accumulation, perceptual encoding, and motor response time. These parameters
are assumed to vary from one trial to another in ways that are
completely consistent throughout the duration of the experiment.
However, this assumption – known as stationarity – is a strong one,
and is seldom observed in empirical data (e.g., Peruggia et al., 2002;
Craigmile et al., 2010). Furthermore, because there is no mechanism to
guide these trial-to-trial ﬂuctuations, we cannot appreciate aspects of
the decision process that are vital to ensuring success on a speciﬁc trial.
Furthermore, these assumptions are at odds with several ﬁndings in
neuroscience that implicate the gradual waxing and waning of attention
on behavioral performance (e.g., Eichele et al., 2008; Weissman et al.,
2006; Mittner et al., 2014). In summary of these ﬁndings, unique
networks of brain activity arise from separating neural data on the
basis of behavioral measures: an “oﬀ-task” network gives rise to poor
behavioral performance whereas an “on-task” network gives rise to
good behavioral performance. Turner et al. (2015) developed a model
that blends neuroscience and mathematical psychology to formally
ground decision making models with neurophysiology. Turner et al.
extended the basic joint modeling structure to the single-trial level by
treating trial-by-trial neural data (as measured by fMRI) as information about the trial-to-trial ﬂuctuations in the latent parameters
assumed by the DDM. To do this, they näively assumed that every
pairwise combination of neural feature and behavioral parameter was
an important one, and modeled this through a MVN distribution.
Formally, let bi contain the observed choice and response time on trial
i, and let ni contain the values of the K neural features on trial i. The bi
are explained through the classic DDM with trial-speciﬁc parameters
for nondecision time τi, starting point or bias ωi, and drift rate ξi. In
addition, a subject-speciﬁc parameter α captures the amount of
evidence required before eliciting a response, and this parameter is
assumed to be ﬁxed across trials. Note that other parameterizations are
possible, such as assuming that the starting point should be ﬁxed
across trials and the threshold should instead vary from trial to trial. In
this version of the model (see Turner et al., 2015), for more details), we
assume that the actual starting point zi of the Wiener process is a
translation of ωi, such that

where Ω = {ϕ, Σ}, and MVNp(a, b ) denotes a MVN distribution of
dimension p with mean vector a and variance-covariance matrix b. The
MVN distribution is a convenient linking function because of its clear
parameter interpretations. For example, the MVN provides parameters
that directly quantify the magnitude and direction of the relationship
between pairs of model parameters through the correlation matrix.
Furthermore, this generalized linking function allows one to explicitly
model the relationships between brain areas that might emerge by way
of certain structural or functional properties of the brain (e.g., Turner
et al., 2015). Of course there are some disadvantages in using a
multivariate normal distribution with Pearson-type correlations. As
an example, Embrechts et al. (2002) point out that in situations where
the linked variables have extreme variance, a perfect linear dependence
between two measures can still produce a zero Pearson-type correlation
(also see Colonius, 2016, for further discussion).
The two linking functions we have described so far are at conceptual
odds with one another. On the one hand, the regression approach seeks
a low dimensional solution for rough interpretation purposes, whereas
the MVN assumption forgoes simplicity in an eﬀort to appreciate the
multivariate patterns that might exist in the neural data. However, in
so doing, the MVN assumption lacks certain theoretical constraints
that could be exploited to reduce its complexity. Simply estimating the
pairwise relationships between every variable in the data is bound to
have computational consequences, and we will discuss this shortcoming in more detail below. In short, the goal of the present article is
to propose an alternative linking function that seeks simplicity from
theoretically motivated constraints, while still maintaining enough
complexity to capture the highly multivariate details in the neural data.
The current article is organized as follows. First, we present the
relevant technical details of a speciﬁc joint model called the neural
diﬀusion decision model (NDDM) developed in a previous application
to fMRI data from a perceptual decision making task (Turner et al.,
2015). The model itself is not essential for the development and
application of the new linking function; it simply serves as a concrete
example on which we can test and evaluate the inﬂuence of diﬀerent
linking assumptions on the performance of the model. Second, we
discuss some relevant details of traditional factor analysis models,
which form the basis of our new linking function. Third, we propose the
new linking function and discuss how it diﬀers from the MVN
assumption used by the NDDM and traditional factor analysis model
assumptions. With the new model variant developed, we present the
results of two simulation studies. In Simulation 1, we perform a
parameter recovery test to assess whether the new model can accurately recover known parameter values. In addition, this simulation is
meant to highlight the new model's ability to scale to high dimensional
data, something that the previous version of the NDDM was incapable
of doing. In Simulation 2, we compare the new model's ability to
represent data that is generated from a more complex model. The
importance of this simulation is to show that the new model can extract
the most important features of the neural data, while ignoring the
unimportant ones. The model's ability to extract important features is
then assessed through an out-of-sample cross-validation test. Finally,
we use the new model in a reanalysis of the data presented in van
Maanen et al. (2011). Our results suggest that two separate brain
networks may be at work when individuals are instructed to emphasize
speed over accuracy when making decisions.
The multivariate normal neural drift diﬀusion model
For decades now, several theories of perceptual decision making
have been scrutinized on the basis of behavioral data from simple, twochoice forced alternative tasks, usually consisting of a choice and a
response time. The most successful models of perceptual decision
making assume that the sensory evidence provided by a stimulus is
30
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⎛z ⎞
ωi = logit⎜ i ⎟ .
⎝α⎠

designed to reduce the complexity of the interrelationships that might
exist among variables. Traditional factor analysis is a common tool for
reducing the number of parameters in a variance–covariance matrix
(e.g., Lawley and Maxwell, 1971). These models have a long history in
psychometrics, and have been applied to a wide range of problems,
even in the cognitive sciences (e.g., Merkle and Wang, 2017;
Vandekerckhove, 2014).
The models assume that nonzero covariances between observed
variables can be explained by a small number of shared, unobserved
variables (factors). In doing so, the models provide information about
the number of factors that explain observed covariances, along with the
speciﬁc factors that inﬂuence each observed variable. Factor analysis is
related to other dimensionality reduction methods including principal
component analysis, structural equation models, and independent
component analysis. Factor analysis methods have been used in the
analysis of neural data, and the number of parameters to be estimated
is comparable to applications using structural equation models (Astolﬁ
et al., 2004), or general linear modeling techniques (De Martino et al.,
2010; Eichele et al., 2005). For further discussion of relationships and
diﬀerences between these methods, see Bartholomew et al. (2011) and
Merkle and Wang (2017).
Traditional factor analysis models diﬀer from an unrestricted MVN
distribution assumption in the way that Σ is decomposed. In particular,
suppose the variance-covariance matrix Σ is of size (p × p) for p
random variable. Traditional factor analysis models assume that Σ
can be expressed as a function of three smaller matrices in the
following way:

In other words, zi / α ∈ [0, 1], but the logit transformation ensures that
the parameter ωi ∈ ( − ∞, ∞). In addition, we model the nondecision
time parameter τi on the log scale so that τi ∈ ( − ∞, log(RTi )), where
RTi denotes the response time observed on trial i. These two
transformations enable the MVN assumption that follows.
To capture trial-to-trial eﬀects, we assume a hyper distribution for
the single-trial parameters τi, ωi, and ξi, and this hyper distribution is
connected directly to the neural features. Following these assumptions,
we can write

bi |τi, ωi , ξi ∼ Diffusion(α , exp(τi ), logit −1(ωi ), ξi )

(1)

(τi, ωi , ξi, ni ) ∼ MVN(μ, Σ).

(2)

Note that the single-trial parameters for nondecision time τ are
modeled on the log scale, and the parameters for starting point are
modeled on the logit scale. Because of this, these parameters must ﬁrst
be converted back to their original scale before passing them to the
Wiener ﬁrst passage of time equation in Eq. (1) (see Feller, 1968;
Navarro and Fuss, 2009). To specify the full model, there are also
assumptions about the prior distribution for parameters α, μ , and Σ ,
but these are not relevant to the current discussion. From this point
forward, we will refer to this model with the MVN distribution as the
MVN NDDM to keep it distinct from the version of the model we will
discuss in the next section.
Due to the linking assumption in Eq. (2), the model describes how
the neural parameters ni are connected with the parameters of the
cognitive model through the correlation parameters contained in the
variance-covariance matrix Σ . Hence, once ﬁt to data, the MVN NDDM
was able to articulate how disparate networks of brain activity (akin to
multivariate pattern analysis) were associated with orthogonal mechanisms in the model, such as pre-stimulus bias ω and the rate of
evidence accumulation ξ. Turner et al. showed that not only could the
MVN NDDM provide a new perspective on both neural and behavioral
data using generative modeling techniques, it could also outperform
the classic DDM that only considered behavioral data in a leave-oneout cross-validation test. Demonstrating that the MVN NDDM could
outperform the classic DDM eﬀectively proves that at least some
predictive signal is present in the neural data, and more importantly,
the structure of the MVN NDDM could harness this signal to make
accurate predictions about future behavioral measures.
Despite the MVN NDDM's success, one could criticize the model on
two fronts, both of which are related to the linking function. First, the
model lacks parsimony. By assuming that every pairwise relationship
between the parameters in the model is important to estimate, the
model runs the risk of overﬁtting the data, a problem that will lead to
poor generalization when making predictions about future data.
Importantly, although we have shown that the MVN NDDM is good
at making predictions for behavioral data relative to the DDM, we have
not yet explored other linking functions that could potentially make
even better predictions. Second, the connection to brain data lacks
theoretical motivation. By blindly connecting every neural feature to
every behavioral model parameter, we miss an opportunity to cluster
brain networks on the basis of their relationship to the parameters
themselves. Furthermore, the fact that the single-trial parameters in
the model capture separate mechanisms could be exploited as a way to
guide the interpretation of neural data. In the following section, we will
describe a general approach for accommodating each of these concerns,
while maintaining focus on model ﬁt and model generalizability.

Σ = ΛΦΛT + Ψ.

(3)

First, Λ represents a “factor loading” matrix and is of size (p × k ),
where k is the number of latent factors in the data. As an example, the
element in the pth row and kth column represents the degree to which
the pth element is associated with the kth factor. Higher loadings
represent a closer association to the latent factor, whereas loadings
near zero represent low associations to that particular factor. In a
typical application, the number of factors k is much less than the
number of input variables p, allowing for a less complex representation
of Σ , as we discuss below. Second, Φ represents the “factor variancecovariance” matrix and is of size (k × k ). The intuition behind Φ is that
the factors themselves have variability in their representations of the
data, and there may be relationships between the factors that partially
explain the pattern of factor loadings in Λ . Third, Ψ represents the
residual matrix that captures variability in Σ that is not expressed
through the factor loading structure (i.e., Λ and Φ ). Typically, Ψ is a
diagonal matrix of size (p × p) and simply adds to the variances in
variance-covariance matrix Σ .
At this point, one may wonder what the factors provide in terms of
analyzing brain data. As we will explain below, we have devised the
factors to correspond to mechanisms that are already built into the
cognitive model we will explore, the DDM. As such, the factor analysis
linking function we will detail below builds onto the concept of
enforcing a reciprocal relationship between the information contained
in the neural data, and the theory that is meant to explain the
behavioral data (Forstmann et al., 2011). However, the linking function
investigated here takes this approach one step further by using the
assumptions in the cognitive model to specify the architecture of the
linking function itself. Hence, the theory in the cognitive model drives
the analysis of both the neural and behavioral data in a more explicit
way compared to the exploratory approach used in previous applications (Turner et al., 2013a, 2015, 2016b; Turner, 2015).
The linking function in Eq. (3) departs from the MVN NDDM only
in the composition of Σ , although there are some technical issues
associated with the use of the DDM as opposed to a simple normal
model as is typically used in psychometrics (see Appendix A). Thus, we
will refer to this version of the model as the FA NDDM to keep it
distinct from the MVN NDDM. Despite the similarity between these

The factor analysis neural drift diﬀusion model
Observing the concerns of parsimony and theoretical motivation,
we turn to a representation of the model parameters that is speciﬁcally
31
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Fig. 1. Illustration of the factor analysis linking function (see Eq. (3)) and the constraints applied in the FA NDDM. The elements in the matrices are color coded to reﬂect their values.
Matrix elements that are constrained to be zero are colored white, whereas elements constrained to be one are colored black.

factor analysis. Exploratory factor analysis is the quest for the best
representation of the data, whereas conﬁrmatory factor analysis is for
tests of speciﬁc theories, often predicated on previous exploratory
analyses.
We consider our approach to be a hybrid of exploratory and
conﬁrmatory analyses. On the one hand, we abide by strong theoretical
constraints to specify the factor structure for the behavioral model
parameters. On the other, we do not impose any constraints on the
factor structure for the brain data, although one could specify networks
of brain areas on the basis of functional connectivity or anatomical
properties such as proximity. In addition, our factor structure emerges
from the assumptions of a cognitive model, and in turn, the model
helps to guide our understanding of the brain data.
To describe the constraints on Λ formally, assume a trial i
parameter vector consisting ﬁrst of cognitive model parameters,
followed by the neural observations' means. We assume that this
vector is multivariate normally distributed with mean vector μ, and
variance-covariance matrix ΛΦΛT , as shown in Eq. (3). The k columns
of Λ correspond to the number of factors, and the p = k + q rows
correspond to the number of cognitive model parameters k and the
number of brain regions q. To impose a theoretical constraint, we
assume that the factors in our model correspond to the latent
mechanisms assumed by the classic DDM. In other words, we have
factors that correspond to the rate of evidence accumulation (i.e., a
stimulus grounded eﬀect), response bias (i.e., any prestimulus preference for a given alternative), and nondecision processes (i.e.,
processes that while not cognitively interesting may have clear
representations in the brain). We assume that the three factors
correlate perfectly with these three behavioral model mechanisms by
constraining the corresponding elements in Λ to be one (this assumption also helps identify parameters). In addition, we assume that each
of the mechanisms are orthogonal, and so none of the mechanisms
correlate with the opposing factors. While it has been observed that the
parameters of sequential sampling models can be highly correlated at
the level of a single subject (e.g., Turner et al., 2013b), the imposition
of orthogonal factors does not prohibit the posteriors of the single-trial
parameters from being correlated because the speciﬁcation of Λ is at
the subject level, working as a prior for the single-trial parameters. In
this case, if the dependency between one single-trial parameter and
another is strong enough, it will override the prior speciﬁcation.
Because this is the ﬁrst instantiation of the FA NDDM, we chose to
allow every brain region to “load” onto each factor to gain a mechanistic understanding of each brain region in our data. Following these
constraints, our factor loading matrix Λ has the following form (also
see Fig. 1):

two models, there is no guarantee that the FA NDDM will hold for
empirical data. The decomposition described by Eq. (3) is less ﬂexible
than the original MVN NDDM, and the degree to which it is a useful
approximation in the context of model-based cognitive neuroscience
will be investigated via two simulation studies and one real-world
application in the subsequent sections.
Fig. 1 provides an illustration of the linking function (see Eq. (3))
and the particular constraints we use in the FA NDDM which are
discussed in detail below. The color of each element in the matrices
represents that element's value. When a constraint is applied to a given
matrix, the elements are color coded to be either white – representing a
constraint of zero – or black – representing a constraint of one. The
variance–covariance matrix Σ is shown on the far left-hand side, and
its decomposition is shown on the right-hand side. Although the lefthand side is the fully constructed variance–covariance matrix from a
FA NDDM analysis, a similar variance-covariance matrix from a MVN
NDDM analysis could look similar but would not have any restrictions
as it would not need to be decomposed. Fig. 1 shows that while the
three matrices Λ , Φ , and Ψ are somewhat sparse, together they can still
produce a rich pattern of parameter covariation as expressed in Σ . The
sparsity observed in Λ , Φ , and Ψ comes from a particular set of
constraints we have applied for pragmatic as well as theoretical
reasons. In the next section, we discuss the rationale for the constraints
applied to each matrix in turn.
Applying constraints
Although Eq. (3) shows that Σ can be approximated by way of three
smaller matrices, we have not discussed how the matrices on the right
hand side of Eq. (3) can be constrained by way of a cognitive model. In
the next few sections, we describe a set of constraints that can be
applied to Λ , Φ , and Ψ as a way to enforce the assumptions made by a
cognitive model onto the pattern of neural data. Not only are the
constraints intended to further decrease the dimensionality of Σ , but
they also are meant to maintain consistency with the desiderata of
model-based cognitive neuroscience (Forstmann and Wagenmakers,
2015). Although the constraints listed below are for a cognitive model
with k=3 parameters that each correspond to a unique factor, the
constraints would be similar for other models with diﬀering numbers of
parameters and factors.
Constraints on Λ
The ﬁrst set of constraints centered on the factor loading matrix Λ .
One of the most diﬃcult and most important decisions in a typical
factor analysis is the speciﬁcation of the number of factors (e.g.,
Gershman and Blei, 2012). Although a researcher usually has some
hypotheses about the number of factors that might be present, often
the researcher must ﬁt several models with diﬀerent numbers of
factors. Ultimately, the model that best accounts for the data as
summarized by model ﬁt statistics (Browne and Cudeck, 1992) is
preferred. This type of analysis, where one proposes many diﬀerent
models with varying numbers of factors is known as “exploratory”
factor analysis, whereas ﬁtting very speciﬁc models under strict
assumptions about the number of factors is known as “conﬁrmatory”

⎡ 1
0
0 ⎤
⎢ 0
1
0 ⎥
⎢
⎥
0
0
1 ⎥
⎢
Λ = ⎢ λ1,1 λ1,2 λ1,3 ⎥
⎢λ
λ
λ ⎥
⎢ 2,1 2,2 2,3 ⎥
⋮
⋮
⋮ ⎥
⎢
⎢⎣ λb,1 λb,2 λb,3 ⎥⎦
In this way, the top part of Λ instantiates the theoretical constraints
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distributions of the factor loading parameters. For example, if a factor
loading of λ = 0.3 is to be estimated, given the label switching problem,
the chains in the MCMC algorithm will oscillate between λ = − 0.3 and
λ = 0.3, creating a posterior with two modalities. However, in traditional MCMC algorithms, it can be diﬃcult to eﬃciently jump between
the two modes of the posterior, often resulting in high rejection rates.
As an alternative, we recommend the diﬀerential evolution with MCMC
(DE-MCMC; ter Braak, 2006; Turner et al., 2013b) algorithm as its
proposal distribution is based on the diﬀerence between groups of
particles in the posterior. These algorithms propose jumps that are
either large (i.e., to jump between modes) or small (i.e., to jump within
a mode) probabilistically in an eﬀort to maximize eﬃciency in posterior
estimation. The use of DE-MCMC sampling in conjunction with post
hoc processing enables the greatest ﬂexibility in providing sensible
interpretations of the pattern of factor loadings in Λ .
Because we will ﬁt the FA NDDM in the Bayesian framework, we
must also specify priors for the parameters λ. Given the boundary
constraint from above, we chose a uniform rescaled Beta distribution as
a prior for each λ, so that

from the cognitive model (i.e., a conﬁrmatory approach) whereas the
bottom part of Λ allows for a mechanistic exploration of the brain (i.e.,
an exploratory approach). Subsequent studies using the FA NDDM
might beneﬁt from constraining some elements or even groups of
elements within Λ according to results reported in our real-world
application below.
The next series of constraints centers on the elements within the
factor loading matrix Λ . First, although there is no statistical reason
that any element of Λ should have bounds, we reasoned that the largest
factor loading within Λ should be the mechanism on which the factor is
based. Given that we constrained the ﬁrst three diagonal element of Λ
to be one, all freely estimated factor loadings should never exceed this
value. Hence, we assumed λ ∈ [−1, 1]. Even with these constraints,
there sometimes arises an issue whereby λ parameters associated with
the neural data change signs (from positive to negative or vice versa).
These sign changes appear related to known indeterminacies in
traditional factor-analytic models (e.g., Ghosh and Dunson, 2009),
and they are problematic both theoretically (because the pattern of
loadings within Λ becomes uninterpretable) and practically (because
the λ parameters will appear to never converge when sampled via an
MCMC algorithm).
We employ two solutions to the sign-switching problem in the
remainder of the paper, both of which have been suggested previously.
The solutions deviate in how the matrix Λ will be used once the
parameters have been estimated. The ﬁrst solution allows the pattern
of factor loadings to be either positive or negative, but requires some
subjective choices about which elements to constrain. The end result is
that the matrix Σ can be decomposed on the basis of full information in
Λ , and so the correlation matrix resulting from the translation of Σ can
have either positive or negative elements. The second solution forces
the pattern of factor loadings to be strictly positive. This approach is
useful when we only care about the pattern of loadings in Λ , however, it
is limited in that Σ is based on partial information about Λ and so the
resulting correlation matrix can only have positive values. We will now
discuss the details of these solutions in turn.
Solution 1: Column-wise Constraints on Λ . The ﬁrst solution is
based on the approach suggested by Ghosh and Dunson (2009) (see
also Peeters, 2012). The approach is to specify the sign of a single
element in each column of Λ . As an example, we might choose the ith
element in the jth column of Λ to be positive, so that λi, j > 0 . The
approach is then to monitor – rather than restrain – the sampling of
λi, j . If λi, j becomes negative, we multiply the entire ﬁrst column by
negative one. Formally, following the assumption that λi, j > 0

λi, j ~Beta(1, 1, − 1, 1) ∀ (i , j ) ∈ {1, 2, …q} × {1, 2, 3},

(4)

where Beta (a, b, c, d ) is the rescaled Beta distribution with shape
parameters a and b, lower bound c, and upper bound d. This particular
Beta distribution places uniform weight across the entire interval
( − 1, 1). More informative priors will likely be useful in subsequent
applications of the FA NDDM, and the Beta distribution facilitates this
freedom with its ﬂexibility.
Solution 2: Element-wise Constraints on Λ . Another, simpler
solution is to constrain collectively the sign of the individual elements
of Λ ; this is similar to the approach of Curtis (2010). This particular
constraint is motivated in scale development where latent variables
relating to general ability (e.g., intelligence) are conceived of as being
positively related to accuracy on all test questions (e.g., math or verbal
abilities). In the brain, it is unlikely that such constraints are justiﬁable
when whole-brain analyses are performed, yet we present this constraint as one option for consideration.
Arbitrarily, we recommend constraining all λ parameter estimates
to be positive through the speciﬁcation of the prior distribution, such
that

λi, j ∼ Beta(1, 1, 0, 1) ∀ (i , j ) ∈ {1, 2, …q} × {1, 2, 3},
where now the rescaled Beta distribution is uniform on the interval
(0, 1). This approach has the advantage of simplifying the constraints
on Λ for implementation purposes because there is no longer a need for
sign-switching corrections, but is disadvantaged in two important
ways. First, the elements of Λ will all be positive, which might have
aversive eﬀects on their interpretation. Instead, the estimates of λ only
convey the strength of association with each factor. Second, constraining the elements of Λ to be strictly positive results in strictly positive
elements of the correlation matrix once Σ is converted. In a similar
vein, we can only interpret the strength of association through the
magnitude of the correlation values, not the sign. One context in which
this is problematic is when we use Σ to generate predictions for new
data, as in a cross-validation test (Turner, 2015). Because we do not
know the sign of the association between neural and behavioral
parameters, it is impossible to reliably map one aspect of the data to
the other (e.g., use neural data to predict a behavioral response; Turner
et al., 2015).
Summary: In summary, we use three important constraints on Λ .
First, we applied theoretical constraints to establish the number of
factors. Speciﬁcally, we assume that each factor in the model corresponds to each latent mechanism assumed by our cognitive model.
Second, we applied theoretical constraints on the magnitude of each
factor loading by constraining them to always be less than the
mechanism-to-factor loading of 1. Third, we employ one of two

⎧ λ1: q, j if λi, j > 0
λ1: q, j = ⎨
⎩−λ1: q, j if λi, j < 0
⎪
⎪

Hence, by applying k constraints to Λ (i.e., one for each column), we
can ensure that the pattern of factor loadings for all elements of Λ
remain interpretable relative to the constrained elements in each
column.
In practice, the column-wise constraint can be applied during the
estimation procedure, or if posterior estimates have been obtained
using for example, Markov chain Monte Carlo (MCMC), then the
estimates of λ can be adjusted in a post hoc analysis procedure. For
example, one could examine the pattern of factor loadings to gain a
sense of which brain networks were most strongly associated with a
particular factor, perhaps revealing results that are consistent with
prior literature on those brain networks and model mechanisms.
Another approach is to use algorithms developed for computing
permutations of factor loading conﬁgurations until an interpretable
result is chosen (e.g., Papastamoulis, 2016). When these post hoc
analyses are used, we are no longer required to specify any particular
constraint on λi, j , and can instead examine the choices that result once
the parameters have been estimated. The only diﬃculty in the post hoc
analysis is the problem of bimodality that exists in the posterior
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diﬀuse prior for the parameters ψ so as to remain agnostic and avoid
any undue constraint on their inference.

constraints on the particular patterns of factor loadings within Λ so
that they could be interpretable in two diﬀerent contexts: one in which
the sign of the individual λ values was important, and one in which the
sign was assumed to be uniform across all parameters. In the ﬁrst
simulation and the real-world application, because we are not interested in the sign of the individual λ values we can use the constraints
from the second solution. However, in the second simulation, because
we are comparing the linking function in the FA NDDM to the MVN
NDDM, we use the constraints from the ﬁrst solution to obtain an
estimate of the sign of the individual λ values.

Complexity
As discussed above, considering all possible pairwise relationships
between the neural features and behavioral model parameters creates a
highly complex model that may not necessarily lead to better model
performance, especially in a prediction task. We have continued to
emphasize that the factor analysis linking function is more parsimonious than the standard MVN function, but have yet to compare the
complexity of the two linking functions explicitly. In this section, we
provide a brief comparison of the two approaches with respect to how
the number of parameters increases with increasing neural features.
As discussed above, the FA and MVN linking functions diﬀer only in
the way the variance-covariance matrix Σ is speciﬁed. It is likely that
estimates for other parameters, such as μ, will be aﬀected by the
diﬀerent speciﬁcations of Σ across the two linking functions. However,
our goal is to describe how the complexity of the models grows with
increasing neural features, and not how the constraint of the model
parameters is aﬀected by the linking structure (but see Turner, 2015),
for an example of how this comparison could be done). Hence, we will
focus our discussion on Σ .
As before, let q represent the number of neural features in the data
(e.g., the number of regions of interest), and let k stand for the number
of behavioral model parameters we wish to relate to the neural data
(which, here, is also the number of factors). In both linking functions,
the dimension of Σ will be (p × p), where p = q + k . In the MVN linking
function, every neural feature is related to every model parameter, and
so the number of parameters nMVN to be estimated is

Constraints on Φ
We assumed the factor variance matrix Φ was a diagonal matrix,
where only the k diagonal elements were freely estimated, and oﬀ
diagonal elements were constrained to be zero. Thus, the matrix Φ had
the following form (also see Fig. 1):

⎡ϕ 0 0 ⎤
⎢ 1
⎥
Φ = ⎢ 0 ϕ2 0 ⎥
⎢0 0 ϕ ⎥
⎣
3⎦
This particular constraint is somewhat routine in traditional factor
analysis framework, and remains reasonable for our purposes.
Speciﬁcally, the classic DDM separates the eﬀects of nondecision time,
evidence accumulation, and starting point or bias into the parameters
τ, ξ, and ω, respectively. In theory, these mechanisms are intended to
function independently meaning that from one trial to the next, these
parameters should not exhibit any covariation (Ratcliﬀ, 1978; Ratcliﬀ
and Rouder, 1998). Because each mechanism in the classic DDM
corresponds to a factor in our FA NDDM, it is a natural extension of the
DDM to assume that these factors should not covary either. In other
applications, the zero covariation assumption may not be reasonable,
in which case we simply recommend estimating all elements of Φ .
Because we use a Bayesian approach to ﬁt the FA NDDM to data, we
must also specify priors for the elements within Φ . We assumed

nMVN =

where TN(a, b, c, d ) denotes a truncated normal distribution with
mean a, standard deviation b, lower bound c, and upper bound d.
This particular prior has a mean of approximately 798.12, but has an
lower 95% credible set of (0, 1949.78).
Constraints on Ψ
Following the traditional factor analysis approach, we ﬁrst constrained the residual matrix Ψ to be diagonal. This assumption allows
the variance terms in Σ to grow in ways that are not the product of the
factor structure, and maintains that the interrelationships between
brain areas emerges as a function of the factor structure. As is, the FA
NDDM model would not be identiﬁable without one ﬁnal constraint on
the ﬁrst k=3 diagonal elements of Ψ . Although the formal details of this
constraint are provided in Appendix A, the ﬁnal result is that they are
ﬁxed to be zero. Hence, the residual matrix Ψ takes the following form
(also see Fig. 1):

0
0
0
0
0
⋮
0

0
0
0
0
0
⋮
0

0
0
0
ψ1
0
⋮
0

0
0
0
0
ψ2
⋮
0

⋯
⋯
⋯
⋯
⋯
⋱
⋯

(5)

For the FA linking function, recall that Σ is decomposed into three
matrices. First, Λ contains all of the factor loadings for each neural
feature onto latent model parameter, and so it is a matrix of size
(p × k ). After applying the constraints discussed above, the number of
parameters that are estimated in this matrix is qk. Second, the matrix
Φ contains the factor variances and is a matrix of size (k × k ). We
constrained this matrix to be diagonal, and so the number of estimable
parameters in Φ is equal to the number of factors k. Third, the residual
variance matrix Ψ is a matrix of size (p × p), but is also constrained to
be diagonal leaving only p diagonal elements. However, because the
residual variances for the k behavioral model parameters are constrained to be zero (see Appendix A), the number of parameters that
are estimable from Ψ is p − k = q . Hence, the number of parameters
nFA that are to be estimated for the FA linking function is

ϕj ∼ TN(0, 1000, 0, ∞) ∀ j ∈ {1, 2, 3},

⎡0
⎢0
⎢
⎢0
0
Ψ=⎢
⎢0
⎢
⎢⋮
⎢0
⎣

p(1 + p)
(q + k )(1 + q + k )
q 2 + q + 2kq + k + k 2
.
=
=
2
2
2

nFA = qk + k + q = q(k + 1) + k.

(6)

Eqs. (5) and (6) reveal an interesting fact about how the number of
parameters grows with increases in either q or k. For the MVN linking
function, a squared q and k term exists in Eq. (5), meaning that
increasing the number of neural features or the number of behavioral
model parameters has a quadratic eﬀect on the complexity of Σ . On the
other hand, the FA linking function has only linear terms for q and k in
Eq. (6), meaning that the complexity of Σ is only linearly aﬀected by
changes in either the number of neural features or number of
behavioral model parameters. To illustrate the magnitude of these
eﬀects, consider the following example. Suppose your behavioral model
has k=3 mechanisms that ﬂuctuate from trial to trial, and you wish to
relate these parameters to trial-to-trial activity BOLD activity in a
perceptual decision making task where you have identiﬁed q=24 key
regions of interest. In this scenario, the number of parameters to be
estimated within Σ in the MVN linking function is 378, whereas for the
FA linking function it is 99. Both of these linking functions are
reasonable as far as the computational cost is concerned (e.g., see

0⎤
0⎥
⎥
0⎥
0⎥
0⎥
⎥
⋮⎥
ψq ⎥⎦

Finally, we must also specify priors for the elements within Ψ . We
again assumed

ψj ∼ TN(0, 1000, 0, ∞) ∀ j ∈ {1, 2, …, q},
This prior was ﬁxed across all q parameters in Ψ . We chose a very
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Data generation details

Turner et al., 2015, for a similar application). However, suppose you
became interested in the time scale of the cognitive processes in the
task, and as a result, you decided to run the same experiment but
collect EEG measures instead of BOLD responses. A standard EEG cap
might provide 128 streams of data – one for each electrode – over time
on each trial. Now, suppose you could describe these EEG waves with a
simple generative model, resulting in q=128 neural features. In this
scenario, the MVN linking function has 8646 parameters to be
estimated within Σ , whereas the FA linking function has 515 parameters. In our experience, the MVN linking function would be too
computationally costly to pursue, whereas the FA linking function
would be entirely reasonable (see Simulation 1 below).
Another experimental characteristic that contributes to the complexity of the linking function is the number of trials. Clearly,
increasing the number of trials in a given experiment will increase
the size of our data matrix y = {b, n}, but these increases fortunately
will not change the dimensionality of Σ . Instead, the inﬂuence of the
number of trials aﬀects Σ through the precision of its estimates; having
more trials better enables the model to capture the systematic patterns
that exist across trials. As a result, the information contained in y must
ﬁrst inﬂuence the single-trial parameters in the model before the
patterns in y can be fully appreciated by either model. Because of this
connection, the complexity of the number of trials ultimately aﬀects
both the FA and MVN NDDMs in similar ways. However, the posterior
distributions for the FA NDDM will shrink more with increases in the
number of trials relative to the MVN NDDM because the FA NDDM is
less ﬂexible (i.e., has fewer parameters).

To perform the recovery study, we generated data from the FA
NDDM. First, we speciﬁed that the number of neural features q should
equal 128, and the number of model parameters k should equal 3,
corresponding to the single-trial parameters in the DDM. We chose
q=128 to correspond to a hypothetical scenario where the neural
features correspond to the number of electrodes on a standard EEG
cap. This is by far the largest number of neural features any joint model
has been ﬁt to, and so it presents a challenge for parameter recovery.
Second, we randomly generated values for the matrices Λ , Ψ , and part
of μ according to the following distributions:

λi, j ∼ TN(0.3, 0.2, 0, ∞) ∀ (i , j ) ∈ {1, 2, …, 128} × {1, 2, 3},
ψi ∼ < (0.03, 0.3) ∀ i ∈ {1, 2, …, 128}, and
μi ∼ 5 (0.3, 0.05) ∀ i ∈ {4, 5, …, 131}.
The remaining elements μ1:3 = {0.7, − 0.5, − 2.5}, and we set the
response threshold α = 2 . These values were chosen to generate choice
response time distributions that were reﬂective of a typical perceptual
decision making experiment. Finally, we speciﬁed that Φ be a diagonal
matrix with diagonal elements equal to one. Again note that this is an
arbitrary choice; any positive value would suﬃce because the other
parameters would simply scale accordingly with increases in this
constraint. With all the hyperparameters fully speciﬁed, we generated
300 trials worth of choice, response time, and EEG data from the FA
NDDM according to Eqs. (2) and (3).
Model ﬁtting details
Once the data had been generated, we ﬁt the FA NDDM to it. For
this application, we assumed that the elements of Λ were positive, and
so we used the priors presented in Solution 2 above. The priors for Φ
and Ψ were also presented in the sections above. For μ , we speciﬁed

Simulation 1: Parameter recovery and scalability
For our ﬁrst simulation study, we had two objectives in mind:
parameter recovery and scalability. First, we wanted to assess whether
the model could correctly recover parameters at both the single-trial
and hyper levels. Validating parameter recovery via simulation studies
is considered good practice in the development of any cognitive model
(e.g., Heathcote et al., 2015) because it assures us of appropriate
interpretations when the model is ﬁt to real data, where the true value
of the parameters is not known. Recall that the single-trial parameters
we wish to recover are ξ, ω, and τ, and the hyperparameters are Λ , μ,
Φ , and Ψ . Because the FA NDDM is a complete hierarchical model, we
must verify that all of these parameters are properly recovered
simultaneously. Computer code for performing the parameter recovery
study using both element-wise and column-wise constraints are available on the authors’ websites.
Second, we wanted to test the model's ability to scale to high
dimensional data. Typically, model-based cognitive neuroscientists are
inundated with a wealth of neural features, and so it would be
advantageous to incorporate these features directly. In the past, the
joint models we have developed have been limited to only a handful of
neural features because, as discussed above, the number of parameters
in the variance-covariance matrix Σ grows quadratically as the neural
features increase. For example, Turner et al. (2015) reduced the size of
their neural data to 34 regions of interest to simplify the model ﬁtting
process. Although we have advocated for simple generative models of
neural data (e.g., Gershman et al., 2011; Manning et al., 2014) as a way
to reduce the dimensionality, even these models can have many
parameters, so it is clear that scalability is a bottleneck of the current
version of the joint modeling framework. With the factor analysis
linking function in hand, the number of parameters in Σ grows linearly
with the number of features, and so inference becomes much more
feasible. Hence, demonstrating accurate recovery of all model parameters on a problem with many neural features would satisfy both
objectives for this simulation study.

μ ∼ 5131(0 , χ ),
where 0 represents a zero vector of length 131, and χ represents a
diagonal variance-covariance matrix with diagonal entries equal to 100.
This prior was chosen uninformatively to avoid biasing the results to
the true values of μ. Finally, for the threshold parameter α, we speciﬁed
a uniform prior from 0 to 10 so that

α ∼ < (0, 10).
To ﬁt the model to data, we used a combination of Metropolis-Hastings
and Diﬀerential Evolution with Markov chain Monte Carlo (DEMCMC; ter Braak, 2006; Turner et al., 2013b) sampling to estimate
the joint posterior distribution. We ran this algorithm for 20,000
iterations with 24 chains, following a burn-in period of 2000 samples,
resulting in 480,000 samples of the joint posterior distribution.
Although each chain was initialized near the true values of the
parameters, this extensive burn-in period eliminated any sampling
bias that might exist from initialization. Convergence was assessed
through visual inspection of the chains.
Results
Fig. 2 shows the parameter recovery results for the single trial
parameters ξ, ω, and τ in the left, middle and right panels respectively.
In each panel, the true values used to generate the data are shown on
the y-axis and the maximum a posteriori (MAP) estimate of the
posterior is shown on the x-axis. Trials in which the model generated
a correct decision are illustrated with green dots, whereas trials in
which an incorrect response was generated are illustrated with red
dots. In each panel, the correlations of the true values with the MAP
estimates are reported as 0.99, 0.98, 0.99 for each parameter,
respectively. Although these correlations are high, Fig. 2 shows that
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Fig. 2. Single-trial parameter recovery results for Simulation 1. The left, middle, and right panels plot the true value (y-axis) against the maximum a posteriori estimates (x-axis) for the
drift rate, starting point, and nondecision time parameters, respectively. Trials corresponding to correct answers are shown in green whereas incorrect answers are show in red.

panel), and Φ (bottom right panel). For Λ , Ψ , and μ , the true value
used to generate the data are shown on the y-axis, and the MAP
estimates are shown on the x-axis. Within each panel, the correlations
of the true value with the MAP estimates are show as 0.97, 0.97, and
0.99, respectively. Fig. 3 shows some slight misestimation in Λ , which
seem to be the consequence of sampling from a distribution truncated
at zero. Because our prior explicitly excludes negative values, we cannot
sample values in this area of the parameter space. However, because
the actual posterior sometimes goes below zero, it can cause the
sampler to stick in a low-parameter regime more often than it should,
biasing the estimate of the mean. This slight misestimation can also
propagate into the other parameters, such as μ in Fig. 3. For Φ , the full
posterior distribution is shown as a violin plot for each element of Φ ,

there is some systematic underestimation of the parameters on the high
end of the continuum and some overestimation on the low end. This
problem is prevalent in hierarchical Bayesian models, and is known as
“shrinkage”. Eﬀectively, estimates on the extreme end of the distribution get pulled in toward the mean in an eﬀort by the model to use the
information from the other trials in the data. Given that this is a known
feature of hierarchical models and that the correlations are still
strikingly high, we can conclude that the single-trial parameters have
been recovered accurately in this simulation.
The remaining parameters in the model are hyperparameters that
detail the linking function between the neural data and the single-trial
parameters in Fig. 2. Fig. 3 shows the parameter recovery for the
parameters Λ (top left panel), Ψ (top right panel), μ (bottom left

Fig. 3. Hyperparameter recovery results for Simulation 1. The top left, top right, and bottom left panels plot the true value (y-axis) against the maximum a posteriori estimates (x-axis)
for Λ , Ψ , and μ , respectively. The bottom right panel shows the full posterior estimates as violin plots for each element of Φ , and the dashed vertical line represents the true values used
to generate the data (i.e., Φ = 1).
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Simulation 1 was important for demonstrating that we could
accurately recover parameters at both the single-trial and hyperparameter levels for high dimensional neural data. The results suggest that
when we ﬁt the FA NDDM to experimental data, the estimates will be
accurate, allowing us to interpret the parameters relative to one
another. However, in Simulation 1, the true data generating model
was known – our problem was purely inferential. Given that the goal of
the present article is to develop a low-dimensional linking function, it is
important to establish that this linking function is not too low
dimensional to be useful in capturing the important features of the
neural data. In other words, reducing the linking function by many
parameters is bound to have consequences regarding model ﬂexibility
(e.g., Liu and Aitkin, 2008; Myung and Pitt, 1997; Pitt et al., 2002,
2006), so we must determine what is compromised in the reduced
linking function as a result of our eﬀorts for parsimony. In the next
section, we perform another simulation study meant to test this
question directly.

been ﬁt to these simulated data, we can consider these data to be the
“training” set. To create the “test” set of data, we generated a new
sample of data in the same way as in the model ﬁt simulation above. In
other words, we (1) generated data from either the FA NDDM or the
MVN NDDM depending on the analysis, (2) divided it into a “training”
and “test” set, (3) ﬁt both the FA NDDM and MVN NDDM to the
training set to assess model ﬁt above, and then (4) used the parameter
estimates obtained in (3) to generate predictions for the behavioral
data in the test set. Importantly, the predictions for behavioral data are
conditional on both the neural inputs on each trial from the test set,
and the parameter estimates obtained from ﬁtting the models to the
training data. In addition to making predictions from the FA and MVN
NDDMs, we also generated predictions from a standard DDM after
ﬁtting it to the training data. In contrast to the two joint models, the
DDM completely ignores neural inputs and so its predictions are based
exclusively on the parameter estimates obtained from the training data.
Comparing the two joint models to the DDM is useful because it
illustrates the degree to which the neural data improve model predictions (e.g., Turner et al. (2015)). Because this is a simulation study, we
can compare the predictions for the latent single-trial parameters
rather than the choice response time data to reduce statistical noise
inherent in the data generation process. Hence, the results below will
be a comparison of each model's ability to predict the single-trial
parameters on the test data.

Simulation 2: Model ﬁt and model generalizability

Data generation details

Following a long line of literature on model selection (cf. Pitt et al.,
2006), there are two aspects of model evaluation we wish to focus on:
model ﬁt, and model generalizability. First, when evaluating model ﬁt,
our model needs to capture all the basic trends in the data. When
comparing the FA NDDM to the MVN NDDM, we should not expect the
two models to have identical representations of the data because the
MVN NDDM has many more parameters, making it more capable of
accounting for nuanced details in the data that the FA NDDM ignores.
Second, when evaluating model generalizability, we can rely on out of
sample prediction tests to directly compare the performance of the two
models. If, for example, a model is overly complex relative to the data,
it is unlikely to generalize well because of its disposition to focus on
aspects of the data that might be spurious. By contrast, simpler models
capture the most prominent trends in the data while ignoring the more
subtle aspects, allowing them to generalize well to new data. Hence, a
delicate tradeoﬀ ensues between these two aspects of model evaluation:
as the complexity of a model increases, its ability to ﬁt data increases,
but its ability to predict new data decreases. Ideally, we would like our
model to be equally good on both measures.
To address the aspect of model ﬁt, we performed two simulations.
First, we generated data from the FA NDDM, and ﬁt both the FA
NDDM and the MVN NDDM to these data. We suspected that the FA
NDDM should be able to ﬁt the data as well as the MVN NDDM
because the FA NDDM was the true data generating modeling. Second,
we generated data from the MVN NDDM, and again ﬁt the FA NDDM
and the MVN NDDM to these data. For this analysis, because the FA
NDDM is nested in the MVN NDDM, we suspected that the MVN
NDDM, being much more complex, would provide a substantially
better ﬁt to the data. Speciﬁcally, we expected that MVN NDDM would
provide a rich account of the disparate patterns that exist in the neural
data (cf. Turner et al., 2015) that the FA NDDM, being highly
constrained by way of its factor structure, would be incapable of fully
capturing. In other words, we suspected that the FA NDDM was not
ﬂexible enough to overcome the extreme model misspeciﬁcation when
the MVN NDDM was the true data-generating model.
To address the aspect of model generalizability, we performed two
more simulations in an out-of-sample prediction task. To do this, we
relied on both the simulated data and parameter estimates from the
model ﬁt simulation above. Because each of the models had already

We ﬁrst assumed the presence of 34 neural features to allow for a
comparison to results from Turner et al. (2015). When the true data
generating model was the FA NDDM, we generated data from the
model in a manner analogous to that of Simulation 1. However, for this
simulation, we ﬁxed the nondecision time parameter τ = log(0.1) and
assumed it to be ﬁxed across trials. That means that the number of
single-trial behavioral model parameters was set to k=2, corresponding
to drift rate ξ and starting point ω. When the true data generating
model was the MVN NDDM, we generated data according to Eq. (2)
where Σ was taken from Turner et al. (2015) to be consistent with data
from an actual experiment. These data were generated in an equivalent
manner as that of the FA NDDM; namely, we maintained that α = 2 ,
and τ = log(0.1) across all trials (i.e., k=2). A total of 500 trials worth of
data were generated from both the FA NDDM and the MVN DDM. The
ﬁrst 300 of these trials served as the “training” data that each of the
three models were ﬁt to, whereas the last 200 trials served as the “test”
data that each of the three models made out-of-sample predictions for.

and a dashed vertical line is shown as a reference to the true value of Φ
used to generate the data (i.e., Φ = 1). Examining the results across
panels, we can conclude that the hyperparameters were also recovered
accurately in this simulation.
Summary

Model ﬁtting details
A total of three models were ﬁt to the data. For ease of presentation,
the ﬁrst model we discuss is the MVN NDDM. For this model, we
assumed that the single-trial parameters covaried with the neural
features via the MVN distribution, as in Eqs. (1) and (2). We placed
uninformative priors on the threshold parameter α and the nondecision time parameter τ such that

exp(τ )~U [0, 2]
α ~U[0, 10],
where U[a, b] denotes the uniform distribution on the interval [a, b].
We placed priors on μ and Σ such that

μ|Σ ∼ MVN(μ0 , s0−1Σ), and
Σ ∼ > −1(Φ, d 0 ),
where > −1(a , b ) denotes the inverse Wishart distribution with dispersion matrix a and degrees of freedom b. We set d0 equal to the number
of sources plus the number of single-trial model parameters plus two
(i.e., d 0 = 34 + 2 + 2 = 38), s0 = 1/10 , and μ0 is a vector containing 36
37
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data were generated by the FA NDDM, both models are able to
appropriately recover the true correlation matrix equally well.
Consistent with our hypotheses, this is unsurprising. The FA NDDM
is able to capture the basic patterns in the data because it was the true
data generating model. On the other hand, the MVN NDDM is
considerably more ﬂexible, having eﬀectively one parameter for each
element in the correlation matrix (see Eq. (5)). Hence, the fact that it
can provide a reasonable approximation of data generated from a
completely diﬀerent model is expected.
For the second simulation, the second row of Fig. 4 shows the
correlation matrices when the data were generated by the MVN NDDM.
First, the MVN NDDM captures the true patterns in the correlation
matrix nearly perfectly, something we expected from our previous
application (Turner et al., 2015). On the other hand, the bottommiddle panel of Fig. 4 shows some discrepancies between the estimated
correlation matrix produced by the FA NDDM and the true data
generating correlation matrix (i.e., the bottom left panel of Fig. 4).
Examining more closely, extreme values of the true correlation matrix
such as 0.4 (red) or −0.4 (blue) are represented well by the FA NDDM's
approximation. However, the FA NDDM tends to miss when the
correlations are milder, such as around zero (yellowish-green colors).
Because we wondered about the degree to which this data “misﬁt”
mattered in a generalization context, we further examined the performance of the models in an out-of-sample prediction task.
For the evaluation of model generalization, we generated predictions for the single-trial model parameters from three models: the Base
DDM which completely ignores neural inputs, the FA NDDM, and the
MVN NDDM. We focused on model parameters rather than behavioral
data because we knew the true values of the single-trial parameters,
and this allowed us to increase the resolution of our examination. Fig. 5
shows the predictions for the single-trial parameters when the FA
NDDM was the true data generating model, whereas Fig. 6 shows the
corresponding predictions when the MVN NDDM was the true data
generating model.
Fig. 5 shows the predictions for the single-trial parameters from the
Base DDM (ﬁrst column; red), FA NDDM (second column; blue) and
MVN NDDM (third column; green) against the test data (solid black
line) when the FA NDDM is the data generating model. The top row of
Fig. 5 corresponds to the single-trial drift rate parameters ξ, whereas
the bottom row corresponds to the single-trial starting point parameters ω. In both rows, the true values of the parameters for the test
data have been sorted in increasing order to facilitate a comparison of
the models' predictions. Within each panel, the maximum a posteriori
(MAP) predictions are shown as the dark correspondingly colored line,
and the 95% credible sets are shown as the light-shaded region. For the
Base DDM, the correlation with drift rate and starting point is −0.007.
This value makes sense because the Base DDM completely ignores the
inputs from the neural features, and so its predictions are stationary,
meaning there is no systematic reason for ﬂuctuations in its predictions. The two neurally-informed models perform substantially better.
For the FA NDDM, the correlations with drift rate and starting point
are 0.94 and 0.949, respectively, whereas for the MVN NDDM, the
correlations are 0.877 and 0.887, respectively. Hence for this simulation, the FA NDDM outperforms the MVN DDM in the out-of-sample
prediction task.
In hindsight, the prediction results in Fig. 5 are perhaps unsurprising; after all, the FA NDDM was the true data generating mechanism
and Fig. 4 assured us that the model was ﬁtting the patterns present in
the data remarkably well. In a prediction task, we can typically expect a
well-speciﬁed generative model to outperform a misspeciﬁed model,
even when the ﬁts to training data are approximately the same (Bishop
and Lasserre, 2007). However, we wondered if there was more to this
story. As we have argued above, a large component of these eﬀects
could be driven by model complexity. For example, the FA NDDM
could be performing better in this prediction task by simply ignoring all
of the moderate or mild correlations in the training data, and instead

zeros. These choices were made to establish a conjugate relationship
between the prior and posterior, so that analytic expressions could be
derived for the conditional distributions of μ and Σ , while still
specifying uninformative priors.
The second model was the Base DDM, which served as a benchmark
model to illustrate the utility of having neural features in predicting
behavioral data. This model is a simpliﬁcation of the MVN NDDM in
that it completely ignores the neural data, and can be represented
mathematically through changes in the prior speciﬁcations. Because
the number of neural sources in the Base DDM is zero, we set d 0 = 4 .
All other model speciﬁcations were equivalent to the MVN NDDM
above. It is worth noting that the Base DDM we employed here is
slightly more ﬂexible than the classic DDM (Ratcliﬀ, 1978) because it
contains a parameter that models the correlation between the singletrial starting point ω and drift rate ξ.
The ﬁnal model was the FA NDDM. For this application, we
assumed that the elements of Λ could take positive or negative values,
and so we used the priors presented in Solution 1 above. The priors for
Φ and Ψ were unchanged from Simulation 1. For μ, we speciﬁed

μ ∼ 536(0 , χ ),
where 0 represents a zero vector of length 36, and χ represents a
diagonal variance-covariance matrix with diagonal entries equal to 100.
Finally, we assumed the same priors on α and τ as in the MVN NDDM
above.
To ﬁt each model to data, we used a combination of MetropolisHastings and Diﬀerential Evolution with Markov chain Monte Carlo
(DE-MCMC; ter Braak, 2006; Turner et al., 2013b) sampling to
estimate the joint posterior distribution. We ran each algorithm for
2000 iterations with 24 chains, following a burn-in period of 200
samples, resulting in 43,200 samples of the joint posterior distribution.
Convergence was assessed through visual inspection of the chains.
Results
After ﬁtting the models to data, we can expect a number of
important diﬀerences between the models' parameters as a result of
their structural diﬀerences. However, we found that these diﬀerences
were most pronounced in the variance-covariance Σ , where the
structural diﬀerences are most impacted by the eﬀects of the linking
function. Hence, in the results below, we focus our model comparisons
on the matrix Σ . To facilitate a comparison across the two simulations
(i.e., the FA NDDM generated the data versus the MVN NDDM
generated the data), we transform Σ into its corresponding correlation
matrix Σ* by dividing the elements of Σ by its standard deviations.
Formally, the entry in the ith row and jth column of Σ* is calculated as

Σ
,
Σ* =
σσ
i j
where σi denotes the square root of the ith diagonal element in Σ .
Fig. 4 shows the estimated correlation matrices for the evaluation of
model ﬁt. The ﬁrst row illustrates the correlation matrices obtained
when the data were generated from the FA NDDM, whereas the second
row illustrates the correlation matrices obtained when the data were
generated by the MVN NDDM. The ﬁrst column shows the true
correlation matrix used to generate the data, the middle column shows
the estimated correlation matrix obtained from ﬁtting the FA NDDM to
the data, and the right column shows the estimated correlation matrix
obtained from ﬁtting the MVN NDDM to the data. Each element of the
matrix is color coded according to the legend on the far right panel (for
each row), where positive correlations are shown in red (i.e., correlations of 0.4) and negative correlations are shown in blue (i.e.,
correlations of −0.4). The diagonal elements of these matrices are
equal to 1 (shown in black), and were removed for illustrative
purposes.
For the ﬁrst simulation, the ﬁrst row of Fig. 4 shows that when the
38
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Fig. 4. Correlation matrices for the evaluation of model ﬁt in Simulation 2. The ﬁrst row illustrates the correlation matrices obtained when the data were generated from the FA NDDM,
whereas the second row illustrates the correlation matrices obtained when the data were generated by the MVN NDDM. The ﬁrst column shows the true correlation matrix used to
generate the data, the middle column shows the estimated correlation matrix obtained from ﬁtting the FA NDDM to the data, and the right column shows the estimated correlation
matrix obtained from ﬁtting the MVN NDDM to the data. Each element in the matrix represents the mean of the posterior distribution, color coded according to the key on the far righthand side. Because the diagonal elements of a correlation matrix are always equal to one, they were removed from the plot for illustration purposes (i.e., represented as black squares).

obtained in the ﬁrst simulations (i.e., Fig. 5), the correlations in this
study are noticeably smaller. The decreased correlation comes from the
fact that we used data-informed values when generating the training
and test sets, whereas in the ﬁrst simulation, the values were chosen
randomly. The important comparison here is in the predicted singletrial parameters across models, not simulations. For this second
analysis, while there is not enough evidence to conclude that the FA
NDDM outperforms the MVN NDDM, it is clear that the FA NDDM
performs at least as well as the MVN NDDM. This unexpected
performance diﬀerence may be partly due to the limited data in the
training set (i.e., only 300 trials) relative to the complexity of the MVN
NDDM. Considering the role of complexity in these models, we argue

focusing on the more reliable statistical patterns. The basic intuition
behind this rationale is illustrated in Fig. 4, but to test this idea, we
need to examine the generalization performance of the models when
the more complex model generates the data.
Fig. 6 shows the predictions for the single-trial parameters in an
equivalent manner as Fig. 5, but when the MVN NDDM is the data
generating model. For the Base DDM, the correlations with drift rate
and starting point are −0.019 and 0.054, respectively. Once again, the
two neurally informed models perform substantially better. For the FA
NDDM, the correlations with drift rate and starting point are 0.504 and
0.111, respectively, whereas for the MVN NDDM, the correlations are
0.496 and 0.095, respectively. In comparing these correlations to those

Fig. 5. Model predictions for the single-trial parameters when the FA NDDM was the true data generating model. The columns show the predictions made by the Base DDM (left panel),
FA NDDM (middle panel) and MVN NDDM (right panel). The top row corresponds to the single-trial drift rates, whereas the bottom row corresponds to the single-trial starting points.
The 95% credible set is shown as the shaded region (red for the Base DDM, blue for the FA NDDM and green for the MVN NDDM), the maximum a posteriori prediction is shown as the
solid line in the corresponding color, and the true single-trial parameter values are shown in black. The single-trial parameters have been sorted in increasing order to better illustrate the
diﬀerences in model predictions.
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Fig. 6. Model predictions for the single-trial parameters when the MVN NDDM was the true data generating model. The columns show the predictions made by the Base DDM (left
panel), FA NDDM (middle panel) and MVN NDDM (right panel). The top row corresponds to the single-trial drift rates, whereas the bottom row corresponds to the single-trial starting
points. The 95% credible set is shown as the shaded region (red for the Base DDM, blue for the FA NDDM and green for the MVN NDDM), the maximum a posteriori prediction is shown
as the solid line in the corresponding color, and the true single-trial parameter values are shown in black. The single-trial parameters have been sorted in increasing order to better
illustrate the diﬀerences in model predictions.

informed consent and participated in this experiment. All participants
had normal or corrected-to-normal vision, and none of them had a
history of neurological, major medical, or psychiatric disorders. All
participants were right-handed, as conﬁrmed by the Edinburgh
Inventory (Oldﬁeld, 1971). The experimental standards were approved
by the local ethics committee of the University of Leipzig. Data were
handled anonymously.

that because the FA NDDM has fewer parameters and its complexity
grows linearly with increases in the number of neural features, the FA
NDDM should be preferred to the MVN NDDM.
Application: Brain networks in speed vs. accuracy instruction
To explore the utility of using the FA NDDM, we ﬁt the model to
data reported in van Maanen et al. (2011), which collected response
choice, response times, and prestimulus BOLD signal for every trial. In
addition, a speed-accuracy manipulation was used where subjects were
asked to respond as quickly as possible on some trials, but as accurately
as possible on others. These conditions were interleaved in the
experiment, where a condition cue was used to provide the context
for decision making. The experiment used a moving dots task where
subjects were asked to decide whether a cloud of semi-randomly
moving dots appeared to move to the left or to the right. Subjects
indicated their response by pressing one of two spatially compatible
buttons with either their left or right index ﬁnger. Following the trial,
subjects were provided feedback about their performance.
Traditionally, speed-accuracy experimental manipulations have
been modeled by assuming a change in only the threshold occurs
(e.g., Ratcliﬀ and Rouder (1998)). Speciﬁcally, under speed instruction
the response threshold is typically found to be smaller than when
accuracy is emphasized. This reduction in the threshold parameter
under speed instruction allows for the particular pattern of choice
response time distributions that is typically observed. Recently, Rae
et al. (2014) found that speed instructions can also inﬂuence the drift
rate parameter. These results call into question whether the typical
modeling treatment of the speed-accuracy manipulation is justiﬁed,
and whether the mechanisms underlying the decision process are
consistent across the two conditions. For these reasons, we decided
to examine the patterns of brain-behavior factor loadings across the
two tasks with our FA NDDM.

Stimuli
Participants performed a two alternative forced choice random dot
motion task. On each trial, participants were asked to decide whether a
cloud of three-pixel wide dots appeared to move to the left or the right.
The cloud consisted of 120 dots, 60 of which moved coherently, and 60
moved randomly. “Coherence” was achieved by moving the coherent
dots 1 pixel in the target direction from frame to frame. The remaining
dots were relocated randomly. On the subsequent frame the coherent
dots were moved randomly and the random dots were now treated as
coherent, such that the appearance of motion was determined by all
dots, and participants could not focus on one dot to make a correct
inference. The diameter of the entire cloud circle was 250 pixels. In this
circle, pixels were uniformly distributed.
fMRI data acquisition and analysis
Each trial lasted 10s and started with a jittered temporal interval
between 0 and 1500 ms. Then a cue was presented in the middle of the
screen for 2000 ms, indicating whether the trial was speed-stressed or
accuracy-stressed. Cue presentation was followed by a jittered interval
between 0 and 3000 ms in steps of 1000 ms. The dot cloud was
presented for 1500 ms and followed by feedback. On the speedstressed trials, participants were required to respond within 400 ms
after stimulus onset. On the accuracy-stressed trials, participants were
required to respond within 1000 ms.
The experiment was conducted in a 3T scanner (Philips, the
Netherlands), while whole-brain fMRI was obtained. The fMRI data
was acquired prior to the onset of the condition cue. 30 axial slices were

Participants
Seventeen participants (7 female, mean age=23.1, SD age=3.1) gave
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priors for each loading (see ‘Constraints on Λ ’ section above). As we
were not interested in inhibitory processes and instead sought out
brain areas most strongly associated with increases in drift rate and
starting point, the positive constraint worked well for obtaining
parameter estimates corresponding to this level of detail.
To ﬁt the model to data, we again used a combination of
Metropolis-Hastings and Diﬀerential Evolution with Markov chain
Monte Carlo (DE-MCMC; ter Braak, 2006; Turner et al., 2013b)
sampling to estimate the joint posterior distribution. We ran this
algorithm for 10,000 iterations with 24 chains, following a burn-in
period of 5000 samples, resulting in 240,000 samples of the joint
posterior distribution.

acquired (222 ×222 mm FOV, 96 ×96 in plane resolution, 3 mm slice
thickness, 0.3 mm slice spacing) parallel to the AC-PC plane. We used a
single shot, gradient recalled echo planar imaging (EPI) sequence
(repetition time 2000 ms, echo time 28 ms, 90° ﬂip-angle, transversal
orientation). Prior to the functional runs, a 3D T1 scan was acquired
(T1 TFE, 25 ×25 cm FOV, 256 ×256 in plane resolution, 182 slices,
slice thickness 1.2, TR 9.69, TE 4.6, FA 8, sagittal orientation).
As previously reported by van Maanen et al. (2011), the independent components were obtained through group spatial ICA (Calhoun
et al., 2001). For each individual separately, the preprocessed fMRI
data were pre-whitened and reduced via temporal principal component
analysis (PCA) to 60 components. Then, group-level aggregate data was
generated by concatenating and reducing individual principal components in a second PCA step. Infomax ICA (Bell and Sejnowski, 1995)
was performed in this set with a model order of 60 components
(Kiviniemi et al., 2009). To estimate robust components we used
ICASSO (Himberg et al., 2004), i.e., the decomposition was performed
100 times with random initial conditions, and identiﬁed centroids with
a canonical correlation based clustering. Individual IC maps and time
courses were reconstructed by multiplying the corresponding data with
the respective portions of the estimated demixing matrix.
To obtain single-trial estimates of the hemodynamic response (HR)
amplitudes we used the method reported in Eichele et al. (2008) and
Danielmeier et al. (2011). For each participant and component
separately, the empirical event-related HR were deconvolved by
forming the convolution matrix of all trial onsets with a length of
20 s, and multiplying the Moore–Penrose pseudoinverse of this matrix
with the ﬁltered and normalized component timecourse. Single-trial
amplitudes were recovered by ﬁtting a design matrix containing
separate predictors for each trial onset convolved with the estimated
HR onto the IC timecourse, estimating the scaling coeﬃcients ( β ) by
using multiple linear regression. Further details on the experimental
design and the neural analysis can be obtained from van Maanen et al.
(2011).

Results
Although we can investigate diﬀerences across many of the model
parameters, the most relevant for our purposes is in the factor loading
matrix Λ . Fig. 7 shows the MAP estimates obtained for the factor
loading matrix Λ for the accuracy (left) and speed (right) conditions.
Each element in these matrices are color coded according to the legend
on the right side. The rows of each matrix corresponds to a particular
region of interest (ROI), which are described in Table B.1, whereas the
columns correspond to the three factors in the model: drift rate (ﬁrst
column), starting point (second column), and nondecision time (third
column). Comparing the two matrices, we see a number of elements
whose factor loading values change across accuracy and speed emphases. For example, ROI 24 – the ventromedial orbitofrontal cortex –
shows no prominent factor loading pattern during accuracy emphasis,
but loads heavily on the starting point factor when speed is emphasized. As another example, ROI 33 – an area in the precuneus – loads
heavily on the nondecision time factor under accuracy emphasis, but
switches to load more heavily onto the drift rate factor once speed is
emphasized.
Although Fig. 7 allows us to compare Λ loadings across the two
instruction emphases, it does not allow us to see how these patterns
manifest in the brain. To gain a better sense of how the mechanisms in
the model are related to brain activation across the two conditions,
Fig. 8 shows the ROIs with the most prominent factor loadings for each
mechanism in the model in the accuracy condition. The rows of Fig. 8
correspond to the drift rate (top), starting point (middle), and
nondecision time (bottom) factors, respectively. In each row, ﬁve axial
slices are shown on the left that correspond to the slices illustrated in
the sagittal slice on the right. For illustration purposes, we ﬁrst chose a
threshold of 0.6 for all factor loadings. For the drift rate factor, ﬁve
ROIs had factor loadings above this threshold: ROIs 47 (red, superior
frontomedian cortex), 51 (blue, cingulate sulcus), 55 (yellow, precuneus), 57 (green, rolandic operculum), and 60 (violet, medial temporal
gyrus). Collectively, these ROIs comprise an evidence accumulation
network such that their activation can be used to explain trial-to-trial
ﬂuctuations in the speed of information processing. For the starting
point factor, six ROIs had factor loadings greater than 0.6: ROIs 22
(red, medial temporal gyrus), 34 (blue, superior frontomedian cortex),
37 (yellow, thalamus), 38 (green, posterior intraparietal sulcus), 53
(violet, frontopolar), and 59 (teal, frontopolar). For the nondecision
time factor, thirteen ROIs had activations greater than 0.6, but for
illustrative purposes, Fig. 8 only shows the six highest-loading ROIs: 8
(red, cerebellum), 31 (blue, splenium/precuneus), 33 (yellow, precuneus), 36 (green, artifact), 45 (violet, thalamus), and 59 (teal,
frontopolar).
Fig. 9 shows a similar plot as in Fig. 8, but for the speed condition.
For comparison, the z-dimension for performing the axial slices was
constrained across Figs. 8 and 9 (i.e, the accuracy and speed conditions, respectively). We again used a factor-loading threshold of 0.6 for
plotting purposes. For the drift rate factor, only one ROI 33 (red,
precuneus) had a factor loading greater than 0.6. For the starting point
factor, a total of 13 ROIs had factor loadings greater than 0.6, but for

Details of the model
To ﬁt these data, we used the three-factor version of the FA NDDM
presented in ‘Model ﬁtting details’ section. To examine the eﬀects of the
speed emphasis condition, we ﬁrst separated the data into “speed” and
“accuracy” conditions. Ideally, we would ﬁt our model to the entire set
of data simultaneously (e.g., van Maanen et al., 2011; Turner et al.,
2015) by adding a diﬀerent threshold parameter for the two conditions,
as is the typical modeling treatment for this experimental manipulation. However, because the instruction manipulation has been shown
to aﬀect both the threshold and drift rate parameters (Rae et al., 2014),
we chose to ﬁt the model to the two data sets independently.1
The three factors corresponded to the drift rate, starting point, and
nondecision time mechanisms, respectively. The data from all seventeen participants were ﬁt simultaneously and considered as a single
subject. Although hierarchical extensions that allow for subject-tosubject parameters as well as group-level parameters are of course
possible, these extensions do increase the complexity of the model
speciﬁcation. As our analyses are meant to illustrate the method, we
chose simpler models for clarity of presentation. The model structure
assumes that model mechanisms like threshold and mean drift rate are
the same across all subjects, but still allows for ﬂuctuations from one
trial to the next. Importantly, the FA NDDM attributes this across-trial
variability to the factor structure deﬁned by the model mechanisms
discussed above. For this model, we further assumed that the factor
loadings should be constrained to be positive, and so we used beta
1
There is no technical reason for this condition-speciﬁc separation; we chose the
condition-speciﬁc division for simplicity of model speciﬁcation and illustration. One can
easily model the condition-level eﬀects by adding condition-speciﬁc parameters as we did
in Turner et al. (2015).
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Fig. 7. Maximum a posteriori estimates for each element of Λ for the accuracy (left) and speed (right) conditions. Each row corresponds to a separate region of interest (see Table B.1 for
a description), and the columns correspond to the three factors: drift rate, starting point, and nondecision time. All elements are color coded according to the legend on the right.

(see Fig. 8), but switch to loading heavily on the starting point factor
(only ROI 47), and nondecision factor (both ROIs). Ideally, our
analysis would separate ROIs on the basis of whether they load onto
each mechanism in (1) both instruction conditions, (2) one speciﬁc
condition, or (3) neither condition. However, because we ﬁt the model
to the data from the two conditions separately, we could not explore the
role played by such speciﬁc constraints on the factor loading parameters. Instead, our illustrative analysis was oriented toward determining whether or not the pattern of results diﬀered across the two
conditions at all. This particular analysis is interesting from a
theoretical standpoint as processing across the two speed instruction
conditions has traditionally assumed no trial-to-trial diﬀerences in the
starting point, drift rate, or nondecision time parameters (cf. Rae et al.,
2014). Comparing the two patterns of results across Figs. 8 and 9,
signiﬁcant diﬀerences emerge when brain-behavior links are applied.
Although these results are preliminary, they suggest that individual
brain areas within a network can function diﬀerently to accomplish the
same task under diﬀerent task instructions.

illustrative purposes, only the highest six ROIs are shown: 24 (red,
ventral medial orbitofronal cortex), 27 (blue, cerebellum), 28 (yellow,
fusiform gyrus), 47 (green, superior frontomedian cortex), 53 (violet,
frontopolar), and 58 (teal, superior temporal gyrus). For the nondecision time factor, 11 ROIs had a factor loading greater than 0.6, the
highest six of which are shown: 39 (red, middle frontal gyrus), 47 (blue,
superior frontomedian cortex), 49 (yellow, artifact), 51 (green, cingulate sulcus), 57 (violet, rolandic operculum), and 58 (teal, superior
temporal gyrus).
Although comparing Figs. 8 and 9 is complicated, some broad
brushstrokes can be made regarding the engagement of frontal and
parietal lobes. For example, in the accuracy condition, the frontal lobe
is more engaged in the processing of the stimulus information (i.e., the
drift rate factor) and the parietal lobe is more engaged in nondecision
processes (i.e., the nondecision factor). However, in transitioning to the
speed emphasis condition, the frontal lobe can be mechanistically
described as processing information that is less stimulus dependent,
whereas the parietal lobe is regulating the evidence accumulation
process assumed by the DDM (i.e., the drift rate factor). Although
there is a great amount of overlap between the sets of ROIs across the
two analyses, two ROIs that help make this point clear are ROI 47 and
51 that load heavily on the drift rate factor in the accuracy condition

Discussion
In the present article, we have proposed and investigated a new
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Fig. 8. Patterns of activation corresponding to each model mechanism in the accuracy condition. The ﬁrst row shows the four ROIs with the highest drift rate factor loadings, the second
row shows the six ROIs with the highest starting point factor loadings, and the bottom row shows the six ROIs with the highest nondecision time factor loadings. The axial slices in the
left columns correspond to the labels on the sagittal slice in the right column.

Fig. 9. Patterns of activation corresponding to each model mechanism in the speed condition. The ﬁrst row shows the ROI with the highest drift rate factor loading, the second row
shows the six ROIs with the highest starting point factor loadings, and the bottom row shows the six ROIs with the highest nondecision time factor loadings. The axial slices in the left
columns correspond to the labels on the sagittal slice in the right column.

NDDM was the true model. We then applied the FA NDDM to some
real-world data, and found some interesting diﬀerences between brain
networks involved when speed or accuracy instructions are emphasized.
Although we have shown the utility of the FA linking function for
the NDDM, there are a number of extensions and possibilities that we
did not investigate in the present article. In the sections that follow, we
will discuss a few of these open questions and relationships to previous
research.

linking function that can be used within the joint modeling framework.
As a case study, we focused on the beneﬁts of this linking function in
the recently proposed Neural Diﬀusion Decision Model (NDDM;
Turner et al., 2015). The NDDM was proposed as a way to fuse
single-trial neural activity to the latent single-trial parameters of the
classic DDM. However, one of the limitations of using the NDDM was
that the linking function between these sets of neural/behavioral
parameters does not scale well to large numbers of neural features.
As a solution to this, we presented a factor analysis (FA) linking
function that scales linearly with increases in neural features. We
showed proper parameter recovery when the neural features are as
high as 128 (e.g., the number of electrodes in a standard EEG cap). We
then showed that the FA linking function could be used to outperform
the multivariate normal (MVN) linking function used by the original
NDDM in a cross-validation test. This performance diﬀerence appeared
both when the FA NDDM was the true model, as well as when the MVN

Informed priors for Λ
One limitation of our approach in this article is the uninformed
nature of the prior structure on Λ . For example, in the second solution
where the individual elements of Λ are constrained to be positive, we
speciﬁed a Beta prior that is equivalent to a uniform prior from 0 to 1
(see Eq. (4)). Although this prior might be useful for an initial
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choice, RT, and psychological scale scores). A notable diﬀerence is that
Vandekerckhove (2014) samples the latent traits simultaneously with
the rest of the model parameters, whereas we marginalize over the
latent traits (removing the need to directly sample them; for more
detail, see ‘Neural drift diﬀusion model derivations’ section ). While the
sampling of latent traits facilitates some MCMC methods (especially
those implemented in software like BUGS or JAGS), they are unnecessary because we are not typically interested in a subject's performance on a speciﬁc trial; instead, we wish to draw general inferences
across trials. These across-trial inferences will be similar, regardless of
which approach we employ.

application of the FA NDDM, there are several strategies for informing
the priors on the individual elements of Λ . One strategy would be to
apply a conditional relationship among the rows of Λ such that if say
λ11 is near one, then λ12 and λ13 should be near zero. The rationale
behind this contingency prior would be to guide each ROI toward a
particular mechanism in the model, rather than interpreting the
function of each ROI as having multiple plausible mechanisms. Fig. 7
shows that such a prior could have been eﬀective for these data because
it is rare that multiple λs are large within a given row.
Another choice for applying constraint to Λ could be to impose
structural properties of the brain via hierarchical prior distributions.
For example, when running the fMRI study, one could also obtain
measures of structural connectivity via diﬀusion-weighted imaging
(DWI). DWI relies on the Brownian motion of water molecules to
establish an estimate of tract strength, a probabilistic white matter
connectivity measure, between diﬀerent cortico-subcortical brain regions (Behrens et al., 2003). Ultimately, DWI measures provide insight
into which brain areas are structurally connected and this information
could be used to guide contingencies in Λ . For example, if some group
of ROIs are all highly interconnected, it is reasonable to assume that
they are more likely to load together onto at least one mechanism in the
model. Although we may not have any guidance about what that
mechanism is, such a constraint could limit the number of possibilities
which is advantageous in high dimensional spaces.
Finally, in situations involving many neural features, it would be
possible to employ regularization methods in order to make Λ more
interpretable. Some methods, including the Bayesian lasso (Park and
Casella, 2008) and spike-and-slab priors (e.g., Mitchell and
Beauchamp, 1988), could be directly applied to the FA NNDM to force
small entries of Λ to zero (so that only the most inﬂuential relationships between factors and ROIs remain). Such regularization methods
have been recently applied to traditional factor analysis models (e.g.,
Lu et al., 2016), and extension to the model here seems both possible
and useful. Alternatively, in an MVN NDDM context, we could apply a
sparse factor analysis directly to the neural data prior to NDDM
estimation. The results of the factor analysis would presumably allow
us to constrain some entries of Σ to zero, reducing NDDM complexity
and enhancing generalizability.

Nonparametric extensions
Although we used a model (i.e., the DDM) whose trial-to-trial
parameters are conditionally independent in this manuscript, one
could still use the model structure presented here for parameters that
are not conditionally independent. One solution would be to simply
free elements of the top part of the Λ matrix for estimation. Another
solution is to directly test whether adding these new parameters helps
in explaining the factor structure across trials. To do this, one could test
a variety of diﬀerent models that vary by the number of factors. Once ﬁt
to data, these models could be compared on the basis of ﬁt statistics
and parsimony. A more principled approach is to use nonparametric
Bayesian models (e.g., Navarro et al., 2006; Gershman and Blei, 2012)
to determine the number of factors that are most appropriate given the
interrelationships that exist among the model parameters.
Conclusions
In the present article, we have investigated a factor analysis linking
function that can be used in the joint modeling framework. We
discussed a number of important advantages – both theoretical and
statistical – and highlighted these advantages in two simulation studies
and one real-world application. Although we used the NDDM as the
case study to illustrate the diﬀerences between the factor analysis and
multivariate normal linking functions, our approach generalizes to
other models and other modeling structures such as joint models
across subjects rather than across trials (e.g., Turner et al., 2013a,
2016b). We believe that the factor analysis linking function proposed
here enables a way forward for the application of joint models to more
practical real-world applications.

Marginalizing over factor scores
The FA NNDM proposed here is similar in spirit to the model
proposed by Vandekerckhove (2014) for behavioral data (including

Neural drift diﬀusion model derivations
In this appendix, we describe technical details underlying the NDDM, including both the simple multivariate normal version (MVN NDDM) and
the factor analytic version (FA NDDM). We begin with some notational deﬁnitions, then describe the MVN NDDM. This description then extends
naturally to the FA NDDM.
Notation
Similar to what was described in the paper, let bi include the behavioral data (choice, RT) from a particular subject on trial i, and let ni include
the q neural features from the same subject on trial i. The models described below are ﬁtted to data from a single subject, with extensions to multiple
subjects being immediate.
The behavioral data are generally handled via the diﬀusion model:

bi |α , τi, ωi , ξi ∼ Diffusion(α, exp(τi ), logit −1(ωi ), ξi ),

(A.1)

where the diﬀusion model parameters include the threshold, log(nondecision time), logit(bias), and drift rate parameters, respectively. The
threshold varies by subject, whereas the other three parameters vary by trial and by subject. We focus on these latter three parameters below.
The q neural features are generally handled via a multivariate normal distribution:

ni, k = μk* + eik*,

k = 1, …, q

(A.2)
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where eik* is a normally-distributed error term. Collecting the q error terms ei1* to eiq* and arranging them in a vector ei*, we have that

ei* ∼ N(0 , Σ*),

(A.3)

which implies that the corresponding neural features are multivariate normal. We use the “error term” notation in Eq. (A.2) for simplicity in the
descriptions below.
MVN NDDM
The MVN NDDM assumes that the three trial-speciﬁc diﬀusion model parameters are correlated with the observed neural features. We ﬁrst
write each of the trial-speciﬁc diﬀusion model parameters as randomly ﬂuctuating around some means:

τi = μτ + ei1
ωi = μω + ei2
ξi = μξ + ei3.
We then assume that these error terms are correlated with the neural features' error terms, i.e.,

⎛ ei1 ⎞
⎜ ei2 ⎟
ei = ⎜ ei3 ⎟ ∼ N(0 , Σ),
⎜⎜ ⎟⎟
⎝ ei*⎠

(A.4)

where Σ is a (q + 3) × (q + 3) covariance matrix that contains the neural features' covariance matrix Σ*, along with new variances and covariances
involving the trial-speciﬁc diﬀusion model parameters. These assumptions imply Eq. (2); that is the trial-speciﬁc diﬀusion model parameters,
coupled with the observed neural features on trial i, follow a multivariate normal distribution.
FA NDDM
The FA NDDM explains the covariances between diﬀusion model parameters and neural features as arising from a small number of underlying
traits (factors) θi . This explanation has implications for the error terms outlined above.
Starting with the neural features, we continue to use the model from Eq. (A.2). However, we now add an i subscript on the μ* terms and
decompose them via

μik* = κk* + Λ*k ,θi ,

k = 1, …, q

(A.5)

θi ∼ N(0, Φ).

(A.6)

We further assume that the covariance matrix associated with ei*, Σ*, is now diagonal: referring to Fig. 1, Σ* is the submatrix of Ψ that contains
nonzero (colored) diagonal entries. The above model states that the correlations between neural features on trial i arise from the factors θi , with the
error term picking up extraneous variability that is not covered by the factors.
Moving to the diﬀusion model parameters, we now have

τi = κτ + Λ1,θi
ωi = κω + Λ2,θi
ξi = κξ + Λ3,θi ,
where the factors θi are deﬁned in Eq. (A.6). Note that the terms involving θi have completely replaced the error terms here because they completely
explain correlations between diﬀusion model parameters and neural observations. Any extraneous variability is covered by the diﬀusion model
itself, as opposed to an extra, independent error term. This is similar to the approach taken in generalized linear modeling (e.g., McCullagh and
Nelder, 1989; Smithson and Merkle, 2013), where error terms are replaced by distributional assumptions (here, the “distributional assumption” is
the diﬀusion model).
Combining the trial-speciﬁc diﬀusion model parameters and neural features, we ﬁrst deﬁne

κ = (κτ , κω, κξ, κ*)′

(A.7)

⎛ Λ1, ⎞
⎜ ⎟
⎜Λ ⎟
Λ = ⎜ 2, ⎟ ,
Λ
⎜ 3, ⎟
⎝ Λ* ⎠

(A.8)

where κ* is a vector of length q containing the neural features' intercepts (see Eq. (A.5)). The joint model on the diﬀusion model parameters and
neural features can then be written as

τi, ωi , ξi, μi* = κ + Λθi

(A.9)

θi ∼ N(0 , Φ),

(A.10)

where the vector μi* contains the q neural features' means from Eq. (A.5). The above model is similar in structure to the model that Vandekerckhove
(2014) ﬁtted to behavioral data (choice, RT, and psychological scale scores) in JAGS, sampling the latent traits θi simultaneously with the rest of the
model parameters. The MCMC sampling scheme used in this paper beneﬁts from marginalizing over the latent traits, removing the need to directly
sample them. Using known properties of the multivariate normal distribution, we have
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τi, ωi , ξi, μi* ∼ N(κ, ΛΦΛT ),

(A.11)

where the covariance matrix corresponds to the ﬁrst term on the right side of Eq. (3). The mean vector, then, represents the across-trial means of the
subject's diﬀusion model parameters and neural observations.
Regions of interest

Table B.1
Region of interest (ROI) locations and descriptions. Note: MNI = Montreal Neurological Institute; vmOFC = ventromedial orbitofrontal cortex; IPS = intraparietal sulcus; IFG = inferior
frontal gyrus; SMA = supplementary motor cortex.
ROI

Description

MNI coordinates (x, y, z )

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51
52
53
54
55
56
57
58
59
60

Calcarine
Cerebellum
Calcarine
vmOFC
vmOFC
Putamen
Cerebellum/Lingual Gyrus
Cerebellum
Caudate
artifact
Cerebellum
Vermis
Cerebellum
Thalamus/Dorsal Striatum
Lingual
artifact
artifact
STG
STG
Postcentral Gyrus
Calcarine/Lingual
Medial temporal gyrus
Pre/Postcentral Gyrus
vmOFC/Precuneus
artifact
Paracentral Gyrus
Cerebellum
Fusiform Gyrus
Inferior Temporal Gyrus
Thalamus
Splenium/Precuneus
IFG pars triangularis
Precuneus
superior frontomedian cortex
Cerebellum
artifact
Thalamus
posterior IPS
Middle frontal gyrus
Heschl Gyrus
Cingulate Gyrus
posterior IPS
artifact
Cuneus
Thalamus
Parahippocampus
Superior frontomedian cortex
Mid occipital gyrus
artifact
artifact
Cingulate sulcus
anterior Insula
Frontopolar
pre-SMA/SMA
Precuneus
Precuneus
Rolandic operculum
Superior temporal gyrus
Frontopolar
Medial temporal gyrus

(−30, −95, 0); (18, −96, −5)
(−17, −68, −21); (17, −65, −21)
(3, −93, −9)
(1, 39, −12)
(1, 39, −12)
(−22, 14, −3); (24, 8, −3)
(−14, −59, −10); (17, −60, −13)
(−27, −68, −22); (23, −77, −22)
(−8, 15, 4); (9, 15, 2)

46

(−7, −46, −6)
(2, −62, −17)
(−1, −85, −18)
(−5, −27, −3); (5, −27, −4)
(−8, −68, 2); (9, −68, 2)

(−50, −6, −9); (50, −6, −9)
(−52, −20, 9); (50, −20, 10)
(41, −25, 54)
(−11, −55, 8); (9, −56, 10)
(59, −45, 19)
(−39, −17, 62)
(−1, 53, −3); (−1, −59, 34)
(0, −29, 67)
(−20, −50, −15); (23, −50, −18)
(33, −38, −16)
(−55, −50, −17); (52, −57, −17)
(0, −15, 9)
(−54, 20, 10)
(4, −59, 59)
(4, 46, 39)
(−15, −30, −23); (14, −30, −20)
(−11, −30, −2); (11, −30, 0)
(43, −46, 46)
(−47, 26, 24); (55, 20, 25)
(−52, −11, 12)
(2, 36, 20)
(−39, −58, 52)
(−1, −84, 20)
(−2, −18, 9)
(−27, −7, −26); (26, −7, −26)
(4, 42, 39)
(−28, −83, 23); (31, −83, 25)

(0, −1, 47)
(38, 22, −10)
(47, 46, 4)
(2, 4, 69)
(2, −38, 35)
(4, −35, 45)
(46, −14, 13)
(51, −2, −3)
(40, 48, 2)
(50, −65, 1)
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